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Abstract
Genetic programming (GP) can, to some extent, automatically generate desired programs
without asking the user to specify how to do it. It has been used to solve a wide range of
practical problems and produce a number of human-competitive results in different fields.
An interesting and practically untouched question is whether for a given problem, GP can
generate a highly optimized programmable computational model (platform) together with
a program running on the platform, solving the problem and satisfying all constrains such
as on the area on a chip and speed. In a multi-objective scenario, the user would obtain
a set of non-dominated solutions showing various tradeoffs between resources (the area,
power consumption) and performance (the speed of execution). This problem can be seen
as a concurrent development of hardware and software, simply, HW/SW codesign.

This thesis explores the ways how to evolve hardware platforms together with programs
in the case that the specification is given in terms of a set of input-output vectors. The
initial model of the architecture was created and the evolutionary framework capable of
maintaining and evolving the population of such architectures was implemented. Candi-
date microprogrammed architectures were evolved together with programs using extended
linear genetic programming. Several simple experiments were carried out and the frame-
work proved competitive with state-of-the-art methods. The framework was subsequently
extended addressing the weak points identified during the initial experiments.

The extended framework was validated by means of more complex experiments. One
of them focused on an effective implementation of sigmoid function approximation. Vari-
ous implementations of sigmoid approximation were evolved (sequentional as well as purely
combinational). The proposed framework provided several well-known solutions and even
optimized some of them for the particular input domain chosen for the experiment. The
next set of experiments was supposed to evolve an image filter reducing salt-and-pepper
impulse noise. The framework was able to evolve the concept of switching-based filter and
even the variation of a switching-based median filter comparable to the filters commonly
used.

This thesis proved that small-size HW/SW systems can be designed and optimized
by means of genetic programming. Moving to an automated evolutionary design of more
complex HW/SW systems is an open research problem waiting for a future research.
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Abstrakt
Genetické programování (GP) je v určitém rozsahu schopno automaticky generovat požado-
vané programy, aniž by uživatel musel určit, jakým způsobem má program postupovat. GP
bylo s úspěchem použito k řešení široké škály praktických problémů z různých oblastí,
přičemž výsledky byly často srovnatelné s řešeními vytvořenými člověkem. Doposud však
nebyla zodpovězena otázka, zda GP dokáže generovat vysoce optimalizovaný výpočetní
model (platformu) spolu s programem spustitelným na této platformě, který by řešil daný
problém při dodržení všech omezení (například na plochu na čipu a zpoždění). V případě
scénářů, kdy je optimalizováno více kritérií, by uživatelským výstupem měla být množina
nedominovaných řešení s různými kombinacemi úrovně využití zdrojů (plocha, příkon) a
výkonu (rychlosti provádění). Tento problém může být chápán jako souběžný návrh hard-
waru a softwaru, zkráceně HW/SW codesign.

Tato práce zkoumá způsoby, jakými lze souběžně evolučně vyvíjet platformu a programy
v případě, že je problém zadán množinou vektorů vstupů a jim odpovídajících výstupů. Nej-
prve byl vytvořen model architektury a evoluční platforma zajišťující zpracování a evoluční
vývoj těchto architektur. Kandidátní mikroprogramové architektury byly evolvovány spolu
s programy pomocí lineárního genetického programování. Následně byla provedena série
jednodušších experimentů. Navržená platforma dosahovala výsledků srovnatelných s nej-
novějšími metodami. Na základě slabých míst objevených během počátečních experimentů
byla platforma rozšířena.

Rozšířená platforma byla poté ověřena na několika složitějších experimentech. Jeden
z nich byla zaměřen na efektivní implementaci aproximace sigmoidální funkce. Platforma
v tomto případě našla řadu různých řešení implementujících aproximaci sigmoidy, z nichž
některá byla sekvenční a jiná čistě kombinační. V rámci experimentu byly evolučně nalezeny
i známé algoritmy, přičemž některé z nich byly evolucí dokonce optimalizovány pro pod-
množinu definičního oboru zvolenou pro daný experiment. Poslední sada experimentů byla
zaměřena na evoluční návrh obrazových filtrů pro redukci šumu typu sůl a pepř. Platforma
v tomto případě znovuobjevila koncept přepínaných filtrů a nalezla variantu přepínaného
mediánového filtru, která byla z hlediska výsledků filtrace srovnatelná s běžně používanými
metodami.

Tato práce prokázala, že pomocí genetického programování lze navrhovat a optimalizo-
vat malé HW/SW systémy. Automatizovaný evoluční návrh složitějších HW/SW systémů
zůstává otevřeným problémem vhodným k dalšímu výzkumu.
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Chapter 1

Introduction

Arthur Samuel, machine learning pioneer, stated in 1983 that the main goal of machine
learning and artificial intelligence is “to get machines to exhibit behaviour, which if done
by humans, would be assumed to involve the use of intelligence” [84]. Genetic programming
(GP) is one of the methods developed as an attempt to fulfil this vison. GP was designed
to automatically generate desired programs without asking the user to specify how to do
it. GP has been used to solve a wide range of practical problems and produce a number of
human-competitive results in different fields. GP is predominantly used to create computer
programs, but for example, competitive digital circuits were evolved as well [80].

An interesting and practically untouched question (see Chapter 2.5) is whether for a
given problem, GP can generate a highly optimized programmable computational model
(platform) together with a program running on the platform, solving the problem and sat-
isfying all constrains such as on the area and speed. In a multi-objective scenario, the user
would obtain a set of non-dominated solutions showing various trade-offs between resources
(the area, power consumption) and performance (the speed of execution). From the com-
puter architecture perspective, this problem can be seen as a concurrent development of
hardware and software, simply, HW/SW codesign. This thesis explores the ways how to
evolve hardware platforms together with programs in the case that the specification is given
in terms of a set of desired input-output responses.

This research was motivated by practical problems in the area of design and optimization
of small industrial HW/SW systems. During the last three decades the use of electronics
in devices of everyday use started to grow rapidly. These devices are often constructed
as embedded or cyber-physical systems based on universal processors. It is predicted that
the number of such systems will be significantly growing with the development of the
internet of things (IoT) [113]. However, there are many applications in which it is too
expensive or impractical to employ a general purpose processor programmed to perform a
given task. For example, in small electronic subsystems such as sensors, it is often impossible
to perform basic signal processing on a processor because of its relatively high cost. Even
specialized iterative solutions based on the famous Cordic algorithm [104] are prohibited in
some applications due to hard area constraints.

Due to the limitations mentioned, microprogram architectures are often employed in
such applications. The arithmetic functions are computed in iterations by means of a simple
ALU and a set of registers. Their control is carried out by a programmable logic controller.
The overall architecture is highly optimized for a particular application. The designer
has to determine the number of registers and their bit width, the set of functions of ALU,
interconnection options (allowed by multiplexers) etc. The hardware architecture influences
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the choice of the instruction set of the controller and vice versa. The program length and
time of execution are determined by available hardware resources as well as the instruction
set. Because of very specific and application dependent features, this kind of subsystems is
predominantly designed and optimized manually which requires an extraordinary effort of
a highly qualified designer.

In general, the design and optimization of such HW/SW systems is a very challenging
task for evolutionary computing. However, because we will deal with relatively small-
size applications and some parts of the hardware architecture can be predesigned, the
evolutionary approach seems to be, in principle, applicable.

1.1 Research Objectives
The main objective of this thesis is to investigate whether and to what extent an evo-
lutionary design based method can evolve a program concurrently with a programmable
computational platform in such a way that, at the end, the user is provided with various
optimized HW/SW implementations showing competitive trade-offs between key system
parameters. As this ultimate objective is a really challenging research problem, it was split
to following partial sub-goals:

1. Identify a suitable computational model and evolutionary program design method
that can be combined to automatically evolve and optimize HW/SW systems from
behavioral specifications.

2. Develop and implement an experimental framework that enables automated design,
optimization and evaluation of HW/SW systems.

3. Perform initial experiments with the framework using small problem instances and
compare the results with outcomes of available evolutionary computation based meth-
ods.

4. Extend and tune the framework in order to (i) eliminate the problems encountered
when performing the initial experiments and (ii) solve more complex problem in-
stances.

5. Evaluate the extended framework in the design and optimization of more complex
HW/SW systems.

1.2 Thesis Outline
The thesis is organized according to the objectives. Chapter 2 contains relevant background
information and a survey of the state-of-the-art. Chapter 3 proposes an initial platform
design together with the first experiments used to verify its functionality. Then, the ex-
tensions made to the platform are discussed in chapter 4 and their effect is illustrated
using more complex experiments. Chapter 5 presents another extensions enabling the plat-
form to solve even more complex problems. Additional experiments based on real-world
problems are then conducted and reported. Finally, the last chapter summarizes research
contributions, gives a conclusion of the thesis and proposes some future research directions.

4



Chapter 2

State of the Art

This thesis deals with the evolutionary design and optimization of microprogram archi-
tectures. As this topic is closely related to hardware and software evolution, this chapter
contains the basic information about the needed parts. Therefore, the readers familiar
with the hardware design will get there some basic overview of evolutionary algorithms and
their principles, whereas the readers from the field of evolutionary computation will get an
overview of the hardware design principles.

Chapters 2.1 and 2.2 provide an introduction to evolutionary computation and its use
in optimization of real world problems. There is an overview of some common variants of
evolutionary algorithms. Then the symbolic regression problem is described and genetic
programming (and its common variants) is introduced. Finally, the importance of multi-
criterial optimization is discussed, together with an NSGA II algorithm that can be used
for this purpose.

The hardware related part is described in Chapter 2.3. After introducing basic archi-
tectures available for hardware design, their pros and cons are discussed. Then the design
process of a system containing HW and SW is described and the problems connected to
this field are discussed.

Finally, Chapters 2.4 and 2.5 summarize the state of the art in the use of evolutionary
techniques in the field of hardware design and hardware/software co-design.

2.1 Optimization Problem
The evolutionary algorithms are often used as a heuristics for solving real-world optimiza-
tion problems. Based on the representation of variables (i.e. whether they are discrete
or continuous), the optimization problems can be divided to three subsets. In the case of
discrete variables, the optimization problem is known as a combinatorial optimization prob-
lem. When the variables are continuous, the problem is usually referred to as a continuous
optimization problem or just an optimization problem. Finally, if both types of variables
are involved, we speak about mixed or hybrid optimization problems.

A combinatorial optimization problem is a problem, where a solution is usually
expressed in an integer, permutation or graph form from a finite (or possibly countable infi-
nite) set [108]. Many of the real-world optimization problems happen to be NP optimization
problems. Some of the well-known NP optimization problems include e.g. Knapsack prob-
lem, MAX-SAT problem or Travelling Salesman Problem (TSP).
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A continuous optimization problem [9] has usually the form of minimizing 𝑓0(𝑥)
subject to 𝑓𝑖(𝑥) ≤ 𝑏𝑖, 𝑖 = 1, . . .𝑚, where

∙ 𝑥 = (𝑥1, . . . , 𝑥𝑛) is the optimization variable,

∙ 𝑓0 : R𝑛 → R is the objective function,

∙ 𝑓𝑖 : R𝑛 → R, 𝑖 = 1, . . . ,𝑚 are the constraint functions and

∙ 𝑏1, . . . , 𝑏𝑚 are bounds for the constraints.

There are several classes of optimization problems that are characterized by particular
forms of the objective and constraint functions. Some well-known classes include e.g. linear
programs and convex optimization problems. Some of those classes can be solved numeri-
cally in a reasonable time even for a large number of variables. On the other hand, there
are some problem classes that cannot be solved exactly for a larger number of variables
in a reasonable (e.g. polynomial) time. These are the domains, where the use of various
heuristics such as simulated annealing or evolutionary algorithms has proven to be useful.

Data fitting can be seen as an optimization problem, where a model that best fits the
observed data has to be chosen from a set of candidate models. The parameters of a model
are represented by variables. Also the limitations of a model, that are known a priori (e.g.
some of the variables are always positive), can be imposed by the constraint functions. The
objective function usually describes the misfit between the observed data and the model.
Various variants of evolutionary algorithms have been successfully used in this area [32] [46]
[63] [81].

In the field of circuit design, there are various optimization problems that have to
be solved during the design process. Some of these optimization problems have been suc-
cessfully solved with EA, for example the partitioning problem [100] [88], the placement
problem [69] or the routing problem [56]. The following parts contains a brief description
of evolutionary algorithm and some of its particular variants.

2.2 Evolutionary Algorithms
The evolutionary computation is a research and application field, in which search algorithms
inspired in biological evolution are studied and applied. These algorithms are usually
population-based and perform a guided random search of particular’s problem state space.
They originated from seminal works of Holland (introducing genetic algorithms) [36], Fogel
(evolutionary programming) [25], Rechenberg & Schwefel (evolution strategies) [83] and
others.

The evolutionary computation as a whole discipline can be further divided to various
sub-areas, such as genetic algorithms, genetic programming, differential evolution, swarm
intelligence and grammatical evolution. The following sections briefly describe those parts
of the evolutionary computation that are relevant for this thesis.

The evolutionary algorithm (EA) is a general name for a class of algorithms based on
Darwin’s principle of natural selection. All the variants of evolutionary algorithms share
the same basic principles. Given a population of individuals, the selection pressure is
applied that causes a natural selection. It means, that the individuals better adapted to
the environment have higher chance to survive and produce offspring. The quality of the
individuals is measured by a fitness function that assigns a higher score to individuals better
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Figure 2.1: Schema of an evolutionary algorithm

adapted to the environment. Based on their fitness values, the individuals are chosen to
produce the next population. Some biologically inspired mechanisms (variation operators),
such as recombination and mutation are applied to generate the new offspring which then
compete with the old individuals for their place in a new population. This process is
repeated until a solution is found or some time limit is reached.

There are two main forces that drive the evolution. The first of them is the selection
pressure that forces the increase of population quality. The second one are the biology-
inspired mechanisms responsible for creating new individuals and sustaining the population
diversity. The overall principle of the EA is depicted in Figure 2.1.

2.2.1 Basic Components of EAs

This chapter briefly describes basic components and steps of a common EA. The partic-
ular variants of EA may implement some of the steps (for example, the encoding of the
individual) in different ways. These differences are discussed in subsequent parts.

Problem encoding

Candidate solutions are organized in a population (a set of solutions). Each of them is
represented in a computer as a finite size object that is called a genotype. During the
individual evaluation the genotype is translated to phenotype representing the candidate
solution of a problem. This solution is then evaluated and corresponding fitness value is
given to the individual.

Initialisation

First of all the initial population of individuals is generated. The individuals can be gen-
erated either completely randomly or using some heuristics whose purpose is to provide a
good initial genetic material. However using such a heuristics usually represents additional
computational effort and it is therefore questionable, if its use is beneficial. This is usually
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heavily dependent on a particular application. Each individual (representing a solution of
a problem) is evaluated using the fitness function. The fitness function is provided by the
user and is highly application specific.

Selection

Afterwards a parent selection method is iteratively used to choose the individuals that
will undergo the variation operators. The parent selection method is typically stochastic,
i.e. the individuals are (randomly) selected with respect to their fitness values. That
means the individuals with higher fitness have higher probability of selection, however even
the individuals with lower fitness value can be selected as parents of the new population.
This mechanism should ensure the search will not be too greedy and quickly ending in
a local optimum. There are many methods of parents selection, however just a few of
them are frequently used – proportional (roulette wheel) selection, ranking selection [6] and
tournament selection.

The roulette wheel selection selects the individuals with the probability proportional to
their fitness.

During the ranking selection the individuals are first sorted by their fitness and the
probabilities of selection are assigned to them. The individuals with higher fitness get
higher selection probability, but proportional to their rank rather than the absolute fitness.
This mechanism promotes diversity in the population. The probabilities can be distributed
in various ways, e.g. linearly or exponentially.

In a tournament selection, 𝑛 individuals are randomly chosen from the population, then
“compete against each other” and the individual with the highest fitness is taken. The
tournaments can be concatenated, i.e. the winners of the first round compete in the second
round and so on. The tournament is executed 𝑘 times if 𝑘 parents have to be selected.
The tournament method is the most popular especially due to its efficiency and ease of
implementation.

There are several studies comparing these selection methods (e.g. [90], [29]). Most of
these studies consider the proportional selection as the least effective and the tournament
selection as the most suitable. However, some works dispute this statement (e.g. [60]).

Variation operators

Variation operators are used to generate the new individuals from the parents. Therefore
the variation operators are responsible for creating the diversity of a population. Thus they
provide the means of how to escape from the local optimum. The variation operators can
be basically divided to two groups based on the number of individuals entering the variation
process.

A genetic operator applied to one individual is called a mutation. The mutation is a
stochastic operation that is supposed to cause a random unbiased change (usually atomic)
in the genotype. The mutation can be thought of as jumping from one point in the search
space to another one.

A recombination operator (crossover) is applied to two or more individuals. It can be
thought of as an imitation of sexual reproduction in nature. The offspring are generated
by combining parts of the parents. The idea behind the recombination is that when each
of the parents has some desirable feature, there is a chance that some child will contain all
those features and therefore is likely to have higher fitness. On the other hand, some studies
have shown that recombination operator can destroy the desirable features (the so-called
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building blocks). The most common variants of recombination operator take two parents.
However some studies have shown, that recombination with more parents can be beneficial
[23].

Survivor selection

After the offspring are generated, the survivor selection (or replacement) takes place. For
the population size to remain constant, it is necessary to select, which individuals will be
retained in the population. As opposed to parent selection, the process of survivor selection
is usually deterministic instead of stochastic. Generally the best individuals are chosen to
form the next generation. However the concept of age is used quite often [27]. In this case,
the chance of an individual to survive is also affected by its age (the number of survived
generations). The purpose of this concept is to maintain more diversity in the population.

Termination condition

A termination condition is used to ensure the algorithm will stop. A typical termination
criterion is based upon the objective function. Depending on a particular problem to be
solved, the algorithm can stop e.g. when all the test-cases are fulfilled or when a precision
of the best-scored individual is sufficient. Such condition, however, is not guaranteed to be
fulfilled as the algorithm is stochastic. In that case, there can be other conditions ensuring
the algorithm will stop. These conditions can, for example, limit the maximum number of
generations or maximal evolution runtime. Another option is to terminate the evolution in
the case the population is stagnating, e.g. the fitness of the best individual has not been
improved for a specified number of generations. Finally, the criterion can be based on the
state of the population, e.g. when the population diversity drops below a specified level.

2.2.2 Genetic Algorithms

In genetic algorithm (GA) the individuals are usually represented by a fixed-length array
of bits. The length of the genotype can also be variable, but in such case the crossover
implementation is more complex [106].

If the genotype contains integer numbers, the Gray code is often used to represent them,
because small changes in the genotype then lead to small changes in the phenotype and
fitness, which is desirable property of any search algorithm. The genetic operators are
applied to the genotypes rather than phenotypes. GAs are usually used with bit mutation,
crossover and roulette wheel or tournament selection.

The GAs have been used in various domains. They are particularly suitable for problems
with complex fitness landscape as the algorithm is designed to move the population away
from the local optima (by using the genetic operators), where a traditional hill climbing
algorithm could get stuck. The hypothesis trying to describe, why GAs succeed in finding
solutions to practical problems is known as the building block hypothesis (BBH) [28]. It
states the GA seeks optimal performance through the juxtaposition of short, low-order,
high-performance schemata (called building blocks). It supposes that a crossover operator
can create an offspring combining short useful schemata of the parents forming new longer
schemata with higher fitness. However, this hypothesis has been disputed (e.g. [26]) and it
is valid only under some assumptions.
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2.2.3 Evolution Strategies

The evolution strategies (ES) employ a genotype represented by an array of real values.
These values encode the parameters of a solution. During the evolution, the selection,
mutation and optionally crossover operators are used. The mutation is usually performed
by adding a normally distributed random value to each of the real values in the genotype.

The main feature of ES is that the individual does not only represent a point in a search
space. It also contains a set of control (or strategy) parameters, for example, a standard
deviation of a normal distribution that is used to perform a mutation. These parameters
are evolved together with the individual. This process is called self-adaptation.

Currently, two major selection methods are used: (𝜇 + 𝜆) and (𝜇, 𝜆). The (𝜇 + 𝜆) ES
selects the best 𝜇 individuals from the populations of parents and offspring. The (𝜇, 𝜆) ES
chooses the best 𝜇 individuals just from the offspring population.

2.2.4 Genetic Programming

GP may be generally defined as an evolution of programs for the purpose of inductive learn-
ing disregarding the genome representation. Although there were some attempts to develop
programs in 1960s (e.g. usage of evolutionary algorithms to develop finite-state automata),
the modern genetic programming was used for the first time in 1985 by Nichael L. Cramer
[18]. His work was then further expanded by John R. Koza, who applied the principles
of GP to a wide variety of complex optimization and search problems. In 1990s GP was
used mainly for relatively simple problems due to high computational requirements of this
method. Later, however, GP was used to evolve even human-competitive or patentable
inventions [50].

Various GP approaches can be distinguished according to their chromosome represen-
tation. These methods are discussed in the following parts. The process of the evolution
is basically the same as in GA. However, there are five preparatory steps defined by Koza,
that are needed for the basic version of genetic programming [49]. The user is required to
specify

1. the set of terminals,

2. the set of primitive functions for each branch of the to-be-evolved program,

3. the fitness measure,

4. certain parameters for controlling the run, and

5. the termination criterion and method for designating the result of the run.

The set of terminals is usually composed of independent variables used as the inputs
by the original system. However, there can be other types of terms (e.g. constant terms)
that are not explicitly used by the original system, but may appear in final formula (e.g.
as coefficients).

Functions from the function set are used to combine the terms to form a final program
(model). The function set can contain arithmetic operators, common functions (sine, cosine,
logarithm) or even very specialized functions based on the knowledge of a system. As the
functions can be used in an arbitrary manner, safe versions of operators are expected (e.g.
protected division – handling the division by zero). Although the use of more operators can
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lead to finding more distinctive solutions, it is crucial to note the larger the set of operators,
the larger the search space is.

The fitness measure defines the fitness of candidate solutions. The choice of this
metric heavily influences the subsequent search, because it serves as a mechanism for com-
municating problem’s requirements to the genetic programming system. Whereas the first
two steps define the search space, the fitness measure specifies the desired goal.

The control parameters define the population size, probabilities of applying the ge-
netic operations and other details of the run.

Finally, the termination criterion specifies the conditions, when the run should be
ended. Such conditions could be, for example, an achievement of sufficient precision or a
maximum number of generations. Another important part is a method for designating the
result of the run. Usually, it is the best scored solution found until termination.

Although the genetic algorithms and evolution strategies can be successfully used for
problems such as data fitting, there are some problems, where the pure optimization of the
parameters is not sufficient. One of these problems is a symbolic regression. Basically,
the input values are the same as in data fitting – a set of observed and expected values. In
contrast to data fitting, the symbolic regression is not just the optimization of parameters
of a chosen model. Its purpose is to find the appropriate model and its parameters.

Symbolic regression

In classical regression, the researcher chooses a model a priori and tries to find parameters
of that model in order to minimize the error. The researcher can choose from various well-
known models, e.g. linear regression. In that case the model produces output values as a
linear combination of independent input variables. There are many other models that can
be used (e.g. quadratic regression, high-order polynomial regression or Fourier regression).
The researcher has to pick a suitable one and the optimization method just optimizes its
parameters. Therefore, the process is heavily dependent on a level of expertise of the
researcher.

On the other hand, in symbolic regression the space of mathematical expressions is
explored in order to find a model structure together with its parameters. Formally, given
𝑋 as the independent variable and 𝑦 as the dependent variable, the objective of a symbolic
regression is to find a model 𝑚 mapping the n-dimensional input points to an output. In
the one-dimensional case, given a set of data samples {𝑥𝑖, 𝑦𝑖}, 𝑖 = 1 . . . 𝑁 , where 𝑥𝑖 is the
𝑖-th input and 𝑦𝑖 is the corresponding output, the objective function to be minimized can
be written as:

𝑓 =

𝑁∑︁
𝑖=1

‖𝑚(𝑥𝑖)− 𝑦𝑖‖

In the case of symbolic regression, another metric is often used in terms of an objective
function. Usually, a model is supposed to produce the outputs with a precision sufficient
for a particular problem. Therefore, the fitness function can be defined as

𝑓 ′ =
𝑁∑︁
𝑖=1

{︂
1 if ‖𝑚(𝑥𝑖)− 𝑦𝑖‖ < 𝛿
0 otherwise

}︂
,
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where 𝑑𝑒𝑙𝑡𝑎 is the error allowed. In this case, the fitness value will represent the number
of fitness cases modelled with a sufficient precission (also called the hits). The objective is
then to maximize function 𝑓 ′.

The search space of models is infinite and there can be also an infinite number of
solutions that perfectly fit the data set given. Therefore the search for a model, that
captures the observed data with an appropriate precision, will take much longer than finding
the model parameters in classical regression. This complexity can be addressed by limiting
the search space using some knowledge of the real system that produced the data.

Tree-based Genetic Programming

The most common approach to genetic programming is the use of tree structures to rep-
resent individuals, i.e. Tree-based Genetic Programming (TGP). The tree structure corre-
sponds to an abstract syntax tree, where the inner nodes represent functions whereas input
values and constants are located at leaf nodes. The evaluation is performed by a pre-order
or post-order traversal of a tree when the nodes are evaluated using the resulting values
of their child nodes. The root therefore holds the final result. This, however, limits the
program to provide only one output value. To address this issue, several modifications have
been proposed that allow the inner nodes to write the value to an external memory [95].
Another possible approach would be to represent the individual by multiple independent
trees – each of them computing one output value. The downside of this approach is the
trees cannot share common subtrees which is beneficial in case the outputs computation
should contain some common expressions.

There are several approaches regarding the tree generation. The most common method
is the GROW tree-creation algorithm [49]. This algorithm starts with the root node and
selects the node function randomly. If it is a non-terminal node, the algorithm proceeds
to generate the child nodes in a same manner. There are different methods of node types’
selection. The “full” method enforces the generation of full trees (i.e. trees that have the
terminal nodes only on the last level of the depth). This is achieved by selecting only the
nonterminal node types at all levels except the last level, where only the terminal nodes are
selected. The other methods select the node types randomly, so the depth of the resulting
trees can vary. The downside of this approach is that the average tree depth is given purely
by chosen non-terminal and terminal types. Therefore the tree generation can lead to trees
with very limited average depth (e.g. 2) or, on the contrary, to trees of an excessive depth.

One of the commonly used approaches is the “ramped half-and-half” method. It in-
corporates both the full method and the grow method. The method iterates through the
tree depths ranging from 2 to the maximum specified depth. An equal number of trees is
generated for each depth. If the maximum depth is 5, 25% of the tree will have the depth
2, 25% will have the depth 3 and so forth up to depth 5. For each depth, half of the trees
are generated using the full method and the other half using the grow method.

The crossover operation is depicted in Figure 2.2. One node is selected in each of the
parents and the offspring are created by swapping the subtrees with the roots at selected
nodes. Crossover points selection can be completely random or it can be directed in some
manner. For example, Koza proposes the nonterminal nodes should be selected in 90 %
of cases. Another factor influencing the selection of crossover points can be the maximum
depth of a tree (if defined). If the maximum depth were 3, the example crossover in
Figure 2.2 would generate invalid offspring. Several methods addressing this issue have
been proposed. One of them is the requirement that selected subtrees have to be equally
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Figure 2.2: Crossover variation operator (crossover points are shown in gray)

large. This, however, drastically reduces the number of possible crossover points selection.
Another approach is that the crossover points are selected randomly and when one of the
subtrees in question would cause the offspring to exceed the maximum depth, one of its
child nodes is selected as a new crossover point. This process repeats until the depth limit
is not violated. This approach, however, also restricts the selection of crossover points. To
avoid such restriction, the crossover points can be selected randomly and if the depth limit
is breached, the subtree at a crossover point of the offspring gets repetitively replaced by
one of the subtrees of its child nodes.

The mutation operator first randomly selects one of the tree nodes. Then the type of
this node may be modified given that the new type has the same arity as the original type.
If such a type is found, the structure of the tree remains the same, only the operation of
the mutated node changes. This restricts the mutation operator, not allowing it to replace
e.g. the terminal node with a non-terminal node. Another approach is a generation of
completely new subtree at the point of mutation. This allows the mutation to change
the terminal node to non-terminal and vice versa. The methods used for new subtree
generation can be the same as those used during individual initialization. The maximum
depth restriction can be handled in the same way.

Linear Genetic Programming

The programs in Linear Genetic Programming 1 (LGP) are represented by a sequence of
instructions in machine code. The basics of this method were proposed by Cramer [18].
Afterwards Nordin proposed a variant of genetic programming that directly modified the
machine-code [2]. This method was then further expanded to Automatic Induction of
Machine code by Genetic Programming (AIMGP) [74]. One of the crucial benefits of such
approach was the possibility to directly execute the evolved individuals without the need
of interpretation, which led to much faster evaluation.

As it was already stated, programs in LGP are represented by some imperative pro-
gramming language and executed on a von Neumann architecture composed of a processing
unit (containing an arithmetic-logic unit), registers, control unit and memory. The mem-

1It should be noted that the word linear in Linear Genetic Programming does not mean this method
is capable of solving linearly separable problems only. From this point of view genetic programs usually
represent highly non-linear solutions. The word linear, in fact, refers to the structure of the program
representation.
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Parents Offspring

Figure 2.3: Crossover of two LGP individuals

ory holds the data and the instructions. The instructions basically perform an operation
upon their operands, which usually originate from registers and store the result to a chosen
register.

Branching instruction is usually realised by some kind of the if–else–endif block. The
downside of this approach is the fact that such blocks can get corrupted, for example, when
the crossover point is randomly chosen at the place marked by a dashed line in the picture.
This issue can be addressed by a modification that e.g. do not allow such crossovers or
remove the invalid branching parts after performing the crossover.

Another option to implement branching is the usage of conditional jumps. In this
case, the conditional block is represented solely by the jump instruction and the jump
offset determined by the instruction. Therefore the program remains syntactically correct
regardless of the crossover point selection (in case that the jump is limited to the scope of
a program). The disadvantage of this approach is that the jump destination can lie inside
another conditional block. A possible solution is disallowing the jump to be longer than
the beginning of next conditional block. Another interesting concept has been proposed
by Kantschik and Banzhaf [45]. In this representation, each node represents a block of
instructions and at the end of the block, there is always an if–else condition pointing to
two nodes depending on the condition satisfaction. The crossover then operates either at
the level of whole nodes (i.e. interconnections between them are changed) or at the level
of instructions inside particular nodes (i.e. only one node is chosen in each of the parents).
The loops can be addressed quite similarly to the conditions, i.e. they can be realized by
some kind of a do–while block or again by a conditional jump.

The crossover operation is implemented by a two-point linear crossover in LGP [7].
Figure 2.3 illustrates such a crossover. As unequally long blocks of instructions can be
selected in each of the parents, there is a risk of producing an offspring exceeding the
maximum program length. This issue can be addressed by swapping equally long segments
in such case [10].

The mutation operation usually operates at the level of instructions. The instruction
undergoing a mutation is chosen randomly and then the operator, source registers or desti-
nation register can be replaced by another item from the appropriate sets. There are other
mutation operators for LGP proposed by various authors. Some of them tend to be more
general [10], the others are specific for a particular application domain.

Cartesian Genetic Programming

Cartesian Genetic Programming (CGP) is one of the most recent variants of GP. CGP was
invented by Julian Miller and Peter Thompson in 1999 [66]. It encodes an 𝑛𝑖 input, 𝑛𝑜

output program using a graph representation. More formally the individual can be thought
of as an array of programmable nodes with 𝑛𝑐 columns and 𝑛𝑟 rows. Each node is described
by a function it implements and by the connections of its inputs. Each of the inputs can
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be connected either to one of the primary inputs of a program or to the output of some
preceding node (i.e. no cycles are allowed in the graph). Each node can be, therefore,
described by a set of 𝑛𝑎 + 1 integers, where 𝑛𝑎 is the number of node inputs (i.e. the arity
of the function). The last integer represents the node function. The whole program is hence
encoded by 𝑛𝑐 · 𝑛𝑟 · (𝑛𝑎 + 1) + 𝑛𝑜 integers, where the last 𝑛𝑜 integers specify the indices of
the nodes whose outputs are taken as program primary outputs.

The mutation operator was the only variation operator in the original CGP version. It
operates at the level of individual nodes, where it changes either the function of a node or
its inputs. Another type of mutation is the change of output nodes encoded at the end of
a chromosome. The search method is based on a simple (1 + 𝜆) search strategy, where 𝜆 is
typically less than 10.

The evaluation starts by marking the output nodes and nodes whose outputs serve as
the inputs of already marked nodes. This way, after the first pass through the graph, all the
nodes required to evaluate the program output are marked. Unlike the TGP where all the
nodes have to be evaluated, in CGP only the nodes affecting the output values are executed
during the evaluation. This is especially useful if large data sets have to be processed during
the evaluation.

CGP has been shown to perform comparably to traditional GP. CGP is popular and
quite successful in evolutionary design, optimization and approximation of digital circuits
[44, 65, 103]. Many of its variants have emerged. Modular CGP (MCGP) [105] or Embedded
CGP (ECGP) [47] utilizes the concept of Automatically Defined Functions (ADFs) proposed
by Koza [48]. Self-modifying CGP (SMCGP) [34] [33] employs new types of nodes that
do not affect the genotype structure, but can affect the phenotype structure during the
phenotype execution.

2.2.5 Introns and Bloat

Over the past decades, the GP and its variants were used to solve various problems. During
that time several interesting facts have been observed. Those phenomena have been thor-
oughly studied and some theories trying to explain their various aspects were proposed. Two
such phenomenons are discussed, as they may strongly affect the results of the evolution.

Introns are parts of a program that do not affect the program result. However, they
are argued to be beneficial for two main reasons. First, they may protect the effective parts
from the effect of variations. This is, for example, the case when an instruction is added
to a block of effective code. If the instruction has no influence on the rest of the block, the
function of the program remains the same. Second, when non-effective parts get modified,
there is a chance the variation will be neutral in terms of fitness change, as it can be a
modification inside a block of code that does not get executed at all. This reduces the
probability of a variation operator having a destructive effect.

Bloat is one of the fundamental problems of genetic programming. It has been observed
that after some number of generations, the search for better programs starts to stagnate,
because the programs become too large in size. This phenomenon has been thoroughly
studied and there are three main possible causes identified that do not contradict each
other. (i) The protection theory argues that the code growth is closely related with the
growth of number of introns that protect the programs against the destructive variations.
(ii) The drift theory is based upon the distribution of semantically identical solutions. It
claims that the phenotypes with the same function may be represented by many different
genotypes, where there are more larger genotypes than the smaller ones. (iii) The bias
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theory claims that the change caused by removing a subtree is more destructive for bigger
trees. Hence, during the crossover, the offspring, in which small subtree is replaced by a
large subtree will have higher probability of survival than the other one.

Tree-based GP suffers from bloat, because during the crossover or mutation, the size
of a subtree can grow virtually infinite [51]. Several novel methods of tree generation have
therefore been proposed (e.g. [59]). A similar problem can be observed in linear GP with
respect to the crossover operation. In contrast with those two, the CGP is prone to this
phenomenon, because the genotype size remains the same throughout the evolution [64].

2.2.6 Multi-objective Optimization

Many real world problems have more than one objective function that have to be ad-
dressed in the fitness function. The objectives of the optimization problem can be even
conflicting (i.e. there is some trade-off between them). An example would be maximizing
the performance of the engine, while keeping the fuel consumption and emissions low. A
multi-objective optimization problem can be formally defined as [19]

𝑚𝑖𝑛(𝑓1(𝑥), 𝑓2(𝑥), . . . , 𝑓𝑘(𝑥)),

where 𝑘 is the number of objectives and 𝑥 ∈ 𝑋 is an element of a set X, which is the feasible
set of decision vectors (with respect to problem constraints including inequalities, equalities
and integer constraints). In the case that some objective function 𝑓𝑗(𝑥) is to be maximized,
it is equivalent to minimizing the −𝑓𝑗(𝑥).

For non-trivial multi-objective optimization problems, there is usually no global opti-
mum optimizing all the objectives at once. In such case, the comparison of solutions can be
based on the idea of Pareto dominance. A solution 𝑥′ is said to dominate another solution
𝑥′′ if

𝑓𝑖(𝑥
′) ≤ 𝑓𝑖(𝑥

′′) for all 𝑖 ∈ {1, 2, . . . , 𝑘} and
𝑓𝑗(𝑥

′) < 𝑓𝑗(𝑥
′′) for at least one 𝑗 ∈ {1, 2, . . . , 𝑘}.

The solution is considered non-dominated (or Pareto optimal) if there are no other
solutions dominating it. Figure 2.4 shows the Pareto optimal solutions of a problem with
two objectives. The set of Pareto optimal solutions is often called the Pareto front.

There are several methods that can used to address multiple objectives. These methods
can be divided into two separate groups – a priori and a posteriori methods.

A priori methods are those, where the objective preference information can be given
prior to searching the solution. When there is no preference of any of the objectives, some
of the scalarization methods can be used. The objective functions in this case are merged
into one objective in such a way, that the Pareto optimal solutions have the value of the
final objective function equal to its optimum. If some of the objectives are considered more
important than the others, the utility function method or lexicographic method can be used
[39].

A posteriori methods are used to subsequently generate the set of non-dominated
solutions (or at least its representative subset). The a posteriori methods can be further
divided to mathematical methods and evolutionary algorithms. Mathematical methods
provide one non-dominated solution for each run, whereas evolutionary algorithms can
return multiple non-dominated solutions during one run.
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Figure 2.4: Pareto optimal solutions of a function maximizing two objectives. Solutions
inside a dashed rectangle are dominated by a solution at its top-right corner.

NSGA-II

NSGA-II [20] is one of the most used a posteriori multi-objective optimization methods for
evolutionary algorithms. It is an enhanced version of the NSGA method [93] addressing
the issues of the original method (e.g. the elitism). The ranking of the individuals is based
on Pareto fronts.

The method works as follows: First the population is initialized and the individuals
are evaluated. Then, the Pareto front of the current population is taken and assigned the
fitness value (rank) of 1. In the next step, the individuals dominated just by the individuals
with fitness of 1 are taken and are assigned the fitness value of 2. This process repeats until
all the individuals have the fitness value (rank) assigned.

The crowding distance parameter is then calculated for the individuals. This parameter
represents the distance of a particular individual to its neighbours. The larger the average
crowding distance in the population is, the better diversity of the population. The idea
behind the crowding distance is to support the individuals that differ from the rest of the
population to maintain the population diversity.

When the fitness and crowding distance are calculated for all the individuals, the parent
selection can take place. The parent selection is usually performed by a binary tournament
selection. An individual is selected if it has better fitness, than the other one. In case they
have the same fitness value, the winner is the individual with greater crowding distance.
After the application of variation operators, whole population (old individuals together
with new offspring) is sorted again and then the best individuals are chosen for the next
generation. The selection goes rank by rank filling the next generation. When there is not
enough space left for the whole rank, the individuals with the largest crowding distance are
chosen from the rank.

The result of the evolution is a set of non-dominated solutions found during the run. In
case that rank 1 contained more such solutions than the population size is, the solutions are
preserved according to the crowding distance (the larger the distance, the more preferred
the solution is).
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2.3 Hardware/software Co-design
In the 90’s the use of electronics and microprocessors in industry and consumer devices
such as TVs, game consoles, and mobile phones started to grow rapidly. This caused
significant rise of the demand for embedded systems. An embedded system is a combination
of computer hardware and software, and additional mechanical or other parts, designed to
perform a dedicated function. In some cases, embedded systems are part of a larger system
or product.[31]

As the capabilities of embedded systems were growing, they became deployed in more
and more fields. For example, the use of embedded systems in multimedia devices allowed
those devices to work with various audio and video formats and hence, very complex mul-
timedial systems could be designed with low expenses. The use of embedded systems in
automotive industry enabled the engineers to employ more complex control algorithms e.g.
in the field of a fuel injection providing lower emission and higher mileage. Another ex-
ample from the automotive industry is the use of embedded systems to process the inputs
from various sensors. Nowadays, there are cars, where the sensors monitor e.g. the traction
of each wheel independently. The data from each sensor are immediately processed by an
individual embedded system. When there is a risk of loss of traction (e.g. ice on the road),
the embedded system notifies the central unit that carries out an appropriate action (e.g.
slows the car down).

The embedded systems combine hardware and software part. Therefore, the needs for
new methodologies capable of designing such systems emerged. The field of hardware/-
software co-design is not new at all. In fact the designers had usually considered the
interdependencies between hardware and software design during the design process. Cur-
rent demand for new methodologies and tools for hardware/software co-design is driven
mainly by growing complexity of those systems and growing pressure on time to market
and costs.

The following sections deal with the description of architectures used in the field of
embedded systems and a methodology that transforms the initial specification to a final
design ready for manufacturing. As this thesis is focused on helping the designer in the
process of a system design by means of evolutionary techniques, the current state-of-the-art
in the field of evolutionary hardware design and evolutionary hardware/software co-design
is included as well.

2.3.1 Universal Microprocessor

First microprocessors started to appear in the early 70’s (e.g. [41]). At this time, they
were mainly used in calculators. Due to their mass production, their price dropped, which
enabled their use in many other devices. Today, the microprocessors can be found in many
common devices (e.g. multimedia devices) and with the development of Internet of Things
(IoT) we will observe another significant growth.

The basic microprocessor is composed of three main parts – the arithmetic logic unit
(ALU), the control unit (CU) and the internal memory (usually in a form of registers). ALU
performs the arithmetic and logic operations upon the data provided. Loading of the data
and their transfer to the inputs of an ALU is carried out by control unit that controls the
data flow inside a processor. Besides the data flow control, the control unit also performs
fetching and decoding of the instructions.
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Every microprocessor implements an instruction set. This set contains a description of
organizational, operational and functional principles of a processor. It usually contains the
description of the following:

∙ instructions

∙ data types

∙ processor registers

∙ addressing modes

∙ memory architecture

∙ interrupt and exception handling

In the early stages of the microprocessor development, every processor had its own
instruction set. Programs written for a particular architecture were not often portable
to other architectures. Nowadays there are several standardized instruction sets. The
microprocessors can use the same instruction set, even if their internal design is completely
different. Furthermore, modern processors use many advanced concepts, such as instruction
pipelining, branch prediction etc. in order to maintain the performance. These advanced
concepts are, however, out of the scope of this thesis, but their description can be found in
a literature (e.g. [43, 85]).

From the embedded systems point of view, the use of microprocessors offers several ben-
efits. Most of these benefits come from the microprocessor itself, i.e. a universal computing
unit. This allows to employ the same microprocessor for various tasks. Furthermore, the
connection with other parts of a system can be made using the existing solutions. This
significantly reduces the time needed to design the system. The use of a microprocessor is
less expensive than designing an application specific integrated circuit in the case of lower
production volumes. Finally, one of the greatest benefits is a variety of tools for software
development (e.g. compilers, debuggers). The current practice is to automatically generate
a processor implementation including all software tools from a high-level specification [1].

The generic nature of universal processors has, however, its downsides. The main prob-
lem is low performance for some class of applications, and on the other hand, high power
consumption for other applications. In such cases, the use of application specific integrated
circuit or FPGAs can be the only choice despite higher expenses for development.

Due to increasing requirements on performance, some embedded systems start to use
the architectures with multiple processors [58]. This demands for new design methodologies
of such systems and for CAD tools simplifying the development of such systems [77].

2.3.2 ASIC

Application specific integrated circuits (ASIC) are, as their name suggests, the opposite
of generic architectures. They are designed usually for a particular purpose (e.g. for cell
phones) to meet challenging design constraints in terms of power consumption, area and
performance. One of the biggest benefits of ASIC is the ability to place all the necessary
parts of a system on single chip. Therefore, it is possible to combine digital and analog
circuits inside one chip. The downside are high expenses of design and fabrication. The
use of ASIC is, therefore, suitable mainly for mass production, where the design costs are
distributed among a large number of produced circuits.
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The ASIC development dates back to the 80’s. At this time, it was obvious that in-
tegrated circuits will significantly influence the ongoing development of electronics. That
was the reason, why the efforts to create a technology easily usable in application specific
systems started to emerge. One of the first technologies of this type was the ULA (Uncom-
mited Logic Array) technology [82]. It was a chip that could be customized by modification
of a metal layer mask that connected the individual parts.

As the technologies developed, the number of gates on a chip grew from 5,000 to hun-
dreds of millions. That enabled the designers to develop very complex circuits on a single
chip.

The design process of an ASIC is very complicated. It can be roughly explained in
the following phases. Let us consider digital circuits only. The first phase is requirements
specification. These requirements include the functional and non-functional parameters
and constraints of the target system. Then a model of a system is created. It is usually
described by a language suitable for system design (e.g. VHDL). This model is subsequently
verified to show it meets the original requirements. If the verification is successful, the logic
synthesis takes place. The design is transformed to a set of building blocks (standard cells or
gates), the building blocks are placed and the connections among them are created forming
the final design. Then the design is analyzed to see, if the final system is operating as
expected. Finally, the masks are fabricated and the circuit manufacturing can begin. Each
of these phases can be seen as a complex (in many cases optimization) problem.

As the aforementioned facts imply, the use of custom ASIC technology is suitable mainly
for mass production. For lower production volumes, other approaches (e.g. FPGA) are
more suitable. FPGAs have traditionally been used for rapid prototyping, but they are
currently an important component of many applications. Nevertheless, there are still some
applications, where the use of an ASIC is mandatory, either due to lower costs in the case
of mass production or due to the requirements given on the final system (e.g. area, power
consumption), which cannot be met using other technologies.

2.3.3 Microprogram Architectures

Designing a controller for a modern processor employing a complex instruction set is a
complicated task. A microprogram architecture is an architecture where the high-level in-
structions are performed by executing several lower-level instructions (microinstructions)
that control the operation of the underlying hardware. The development of micropro-
gram architectures began in the early 50’s, when they were introduced by Sir Maurice
Wilkes [109, 110]. Since then the instructions became more complex, so the use of micro-
programmed controller became a necessity. Then, the reduced instruction set computers
(RISC) appeared, that used just simple instructions and did not need the microprogrammed
controller. However, they were subsequently merging with complete instruction set com-
puters (CISC) and the microprogrammed controllers started to be popular again. Main
benefits of microprogrammed controllers are: (i) some design errors in instruction process-
ing can be quite easily resolved by a change of microinstructions, (ii) new instructions can
be added to the instruction set, (iii) the infrastructure of microprogramming can be used
for processor test [15].

A simplified schema of a microprogrammed controller is shown in Figure 2.5. The
instruction processing goes through the following steps:

1. Fetch an instruction
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Figure 2.5: Microprogrammed controller scheme

2. Get an address of the first microinstruction for given op-code

3. Fetch microinstruction

4. Decode microinstruction

5. Execute microinstruction

6. Get an address of next microinstruction

7. If it was the last microinstruction, go to 1, otherwise go to 3.

First of all the instruction is fetched from the memory. Then it is decoded to opcode
and adress part. The opcode identifies the operation to be performed (e.g. addition,
multiplication) whereas the address part contains the specification of the operands. These
operands can be registers, memory address etc. Using the opcode, the first microinstruction
of a microcode assigned to the instruction currently performed is found in a memory of
microinstructions. The first microinstruction is fetched, decoded and executed (employing
various parts of the architecture). Afterwards the address of the next microinstruction is
acquired. If no branching is indicated, the microprogram counter advances to the next
microinstruction. If a branching within the current microprogram is indicated, new address
is taken from a microinstruction register. There can be more addresses stored and an
appropriate address is selected according to the state of status register. This way the
branching can be realized at the level of microcode. When the address is acquired, next
microinstruction is performed. This way the microcode execution continues until the last
microinstruction for a given instruction is executed. Then, next instruction is fetched from
the memory and the process repeats.

Encoding of the microinstructions in a memory can in principle be done in two ways.
The microcode can be horizontal or vertical. In the case of a horizontal microcode, every
item directly contains the values of control signals, where each of those values spans across
the number of bits given by the signal bit width. Example of a horizontal microcode is
shown in Figure 2.6. As can be seen, the microcode contains the parts describing two
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source registers, one target register, ALU control signals, jump type and jump address.
The jumps can be either conditional or unconditional.

The second way of storing the microinstructions in a memory is a vertical microcode, in
which the microinstruction is encoded using a specific coding system. The encoded infor-
mation goes through the combinatorial logic, which generates appropriate control signals
for given architecture. The advantage of this representation is that fewer bits are needed
in a memory. On the other hand, the microinstruction decoding takes longer. Therefore,
this representation is used in cases, where the amount of memory is more important than
the speed. An example of both approaches is depicted in Figure 2.7.

However, there is a compromise between those two approaches – horizontal encoding
with narrowed bit width. It is sometimes possible to narrow the bit width of the microin-
structions using the knowledge of the architecture. Let us suppose that it is not possible for
ALU to have multiple operations selected at once. Therefore, from all the bit combinations
specifying the ALU operation, only the combinations with just one operation can be kept.
Another example would be to assume that it is not possible to write and read a memory
cell simultaneously. Using this knowledge, the number of control signal combinations can
be limited to 𝑚. These 𝑚 combinations can then be encoded using 𝑘 bits, where 2𝑘 ≥ 𝑚.
Then, only 𝑘 bits have to be stored in memory, which can be easily decoded to the control
signals during the microinstruction execution.

Microprogram architectures simplify the design of complex systems by representing some
parts of the system by a microprogram. Software development is usually less complex than
development of a hardware performing the same function. Nowadays, the microprogram
architectures are used in high-performance CPUs, where they implement complex instruc-
tions. Another usage of microprogram architectures can be, for example, in low-cost digital
systems in which it is too expensive or power demanding to employ a processor (e.g. for
preprocessing the output of a sensor).
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2.3.4 High Level Synthesis

High Level Synthesis (HLS) deals with the conversion of system description at high level
of abstraction to a description at a lower level while maintaining the constraints given [17].
Regarding the digital system description, several levels of a detail can be used. Figure 2.8
shows a basic classification according to [8]. At the top, there is a system level, where the
behaviour is usually described at the level of inter-process communication. Then, there is
an algorithmic level, where the system is described by mutual dependencies between inputs
and outputs. Next, there is the register transfer (RT) level, that describes the system as
a set of connected storage blocks and functional blocks. The logical level describes the
system at the level of gates and flip-flops. The last level is a circuit level, where the system
is described at the level of electronic components (transistors) forming the whole system.

The goal of the synthesis is the conversion of a behavioral description to the RT level.
Then, RT level design is transformed to lower levels using well-known methods [62, 24].
Among the levels, a functional equivalence has to be ensured. Constraints can be specified
on e.g. the maximum area of a final circuit, maximum power consumption or required
timing. Using HLS in the system design brings many advantages, in particular, shortening
the design time, supporting algorithmic design verification, possibility of creating multiple
implementations etc.

The first step of HLS is a conversion of the initial specification to an internal repre-
sentation specific for a given synthesis tool. Usually, the graph representation containing
a data flow and control flow graph is used [71]. This process is similar to a flow analysis
performed by compilers [70]. The initial specification is usually in a human readable form,
which does not have to be optimal with respect to a final system representation. Therefore
some high level transformations are carried out on these graphs. Those transformations
are supposed to optimize the speed or area demands. In order to increase the speed of a
system, independent operations can be reordered in such way they can run simultaneously
or short loops with predefined number of iterations can be unrolled, so the stop condition
does not have to be evaluated. There are many other such transformations, e.g. constant
propagation, common subexpression elimination etc.
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Once the optimized internal representation is ready, three main phases take place: al-
location, assignment and scheduling. The allocation determines resources that are needed
in total. The assignment specifies, which resources will be used for individual computa-
tional operations. The scheduling determines, when the operations will be executed (and
their order). If these three phases were performed simultaneously, the solution obtained
would be the best trade-off among target objectives. However, this problem is NP-hard
[12]. Therefore, those phases are usually performed separately, which increases the chances
of finding high quality solutions of partial phases in polynomial time.

There are still many open problems regarding HLS. One of them is the automation of
design style selection. By design style, the basic architecture and available modules for final
circuit implementation are meant. This selection can significantly influence the synthesis
results. To address this issue, some approaches were proposed capable of analyzing the
initial specification and selecting the design style the designer would choose [97].

Another problem is that a solution that seems to be the most suitable at the RT level
can be worse in a final implementation than another solution. This is caused by a synthesis
conducted at a lower level, where some constructs can be created more effectively than the
others. This problem could be resolved by performing high level synthesis with respect to
the implementation at lower levels. However, this is not a trivial problem.

In some cases constraints can be handled as objectives and vice versa. There can be,
for example, a requirement constraining maximum area and minimal processing frequency.
However, the goal may be to find not just a solution that meets both constraints, but to
optimize the area under the frequency constraint. These objectives are often conflicting (e.g.
the smaller the area, the lower the frequency is), which implies the existence of a Pareto
front of optimal solutions. This can be addressed by using a multi-objective optimization
method (see Chapter 2.2.6).

2.3.5 HW/SW Codesign Overview

During the design of a system, one of the major steps is to choose, what parts of system will
be implemented in hardware and what parts will be performed by software. This decision is
usually based on several factors, for example the target costs of the system, the performance
requirements or its power consumption. The process of dividing the system to HW and
SW part is called partitioning and can be performed in numerous ways.

In a traditional design flow, the system is immediately partitioned into HW and SW
components. First, the hardware part of the system is specified in a detail. Then it
is synthesized and the result of the synthesis is used as a base for software part design.
After the detailed specification of the software part, it is compiled and integrated with the
hardware part. Then, the simulation can take place and if the results do not satisfy the
requirements, the partitioning has to be changed and the whole complicated process has to
be repeated.

On the other hand, in the field of HW/SW codesign, the development of HW and
SW part is performed concurrently. The flow of a general codesign approach is shown
in Figure 2.9. First the system description is converted to a unified hardware/software
representation. Using the unified representation, an arbitrary partitioning can be performed
dividing the system to HW and SW part. HW part is synthesized and SW part is compiled.
These processes take place concurrently. Finally, the HW and SW part are integrated
and the resulting system can be simulated. If the design fulfils all the requirements, the
codesign process stops. Otherwise a re-partitioning is performed and the process repeats,
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Figure 2.9: HW/SW codesign approach according to [112]

until a sufficient design is found. It should be noted that the key factor is the unified
representation allowing to transfer parts of the system from HW to SW and vice versa.

2.4 EA in HW/SW co-design
In the field of HW/SW co-design, various tools have been developed to help designers
with particular phases of the design process. These tools frequently employ optimization
algorithms. As stated in Chapter 2.1, some optimization problems can be solved analytically
(e.g. the convex optimization problems). On the other hand, there are still many problems
that cannot be solved this way, therefore various heuristics are often used. In some cases
EAs were integrated to these tools.

One of the most developed tools, the MOGAC system, employs a multi-objective ge-
netic algorithm that partitions and schedules embedded system specifications consisting of
multiple periodic task graphs [22]. It optimizes price and power consumption while no limit
is placed on the number of hardware or software processing elements in the architectures it
synthesizes. Detailed analysis and comparison of partitioning algorithms, the most crucial
part of the hardware/software codesing, has been done in many papers, e.g. [57, 107].

With the development of dynamically reconfigurable FPGAs, the hardware/software
codesign methodology has been extended to support dynamically reconfigurable modules
[89].

A different GP-based approach to hardware/software codesign has been proposed by
Deniziak and Gorski who evolved the co-design process itself using genetic programming,
i.e. the chromosome represents the design decisions. The result of evolution is a method for
constructing the target system [21]. It should be noted that in this case, the algorithm to
be implemented by the target system is known and only the co-synthesis process is evolved.
Our approach is supposed to evolve even the algorithm itself.
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2.5 Bio-inspired Architectures
Biologically inspired engineering applies biological principles known in nature to the study
and design of engineering systems. Chapter 2.2 dealt with their application in the opti-
mization and SW synthesis. This section discusses the bio-inspired principles utilization in
the field of hardware/software co-design.

2.5.1 MOVE Processor

In the context of bio-inspired hardware, the most interesting relevant approach is Tempesti’s
hardware/software co-evolution of programs and cellular processors [96]. It is built upon
the idea that the operation of multi-cellular organisms relies on the specialization of the
cells. This implies that the physical structure of a cell is adapted to its function. From
the hardware point of view, there is an obvious need of reconfigurable processing elements.
Such processing elements are structurally identical and contain the same program, but their
function differs depending on cell’s position inside the organism.

Tempesti tried to achieve this behaviour using the MOVE paradigm [16]. A MOVE
processor (Figure 2.10) is composed of several functional units (FUs) and transport busses.
FUs can implement various functions like addition and multiplication. All the FUs are
accessed the same way through the I/O registers, therefore they can be considered “black
boxes” and used the same way by the system regardless of their internal functionality. Due
to this property, the new instructions (FUs) can be added easily and the system is therefore
versatile.

The authors used the aforementioned approach to solve the partitioning problem, which
is known to be NP complete [75]. The input of a system was a purely SW implementation
of a problem. The objective was to find a partitioning for a given problem with the smallest
execution time given an area constraint. A genetic algorithm (GA) was chosen as a method
to evolve the solution due to the fact it maintains strong analogy to nature regarding the
concurrent evolution of the cells and the genome.

The algorithm first analyzes the input program and builds a program tree. Subse-
quently the genome is constructed with a Boolean value for each node of the tree, where
the value represents, whether the subtree of the particular node is implemented in HW or
not. Furthermore there are two more Boolean values for each node, where the first repre-
sents, whether the node should be grouped with an adjacent node, and the second specifies
if such group should be implemented in HW. This allows the creation of statement blocks
and their implementation in HW.

The crossover was implemented as a random swap of subtrees between the parents.
Mutation was implemented as an inversion of single binary value in a genome. The mutation
can affect the partitioning in various ways (FU creation/destruction, creation of a new
group) depending on the particular bit chosen. Apart from that, two more operators were
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introduced. The first one searches for blocks of code similar to those already implemented in
HW. If such blocks are found, they are set to be implemented in HW as well, to increase the
reusability of the HW units. The second operator prunes the tree by removing non-optimal
HW blocks from the genome. Block is considered non-optimal, if its implementation in SW
does not lower the fitness of the individual.

The proposed approach had been verified on several benchmark programs with program
size ranging from 70 to 300 lines. The speedup achieved ranged from approximately 1.1
to 5.7. One of the interesting facts is that the results were obtained in the order of a few
seconds.

2.5.2 Genetic Parallel Programming

Another relevant approach, genetic parallel programming (GPP), has been developed to
evolve parallel programs for processors containing multiple ALUs [13]. Based on LGP, it
enables to automatically map a problem on parallel resources and evolve a corresponding
parallel program.

Figure 2.11 shows the architecture of the framework. It consists of two main parts –
Multi-ALU Processor (MAP) and an Evolution Engine (EE). The MAP part serves as the
engine for execution and evaluation of genetic programs. The EE part implements the
evolutionary algorithm (performs selection and applies variation operators).

The MAP part depicted in Figure 2.11 consists of 𝑤 ALUs, 𝑝 ports, 𝑣 variable registers
and 𝑐 constant registers. The ALUs can access the registers by means of a programmable
crossbar switching network and ports. A port can read one value at a time, but can be
shared by multiple ALU inputs. The ALU outputs are stored to registers. To prevent
multiple ALUs writing to the same register, the registers are uniformly distributed to in-
dividual ALUs giving them exclusive write access to a particular subset of registers. Each
ALU has corresponding zero and negative flags.

The genotype is a sequence of control codes representing the instructions. Each in-
struction describes the function of all ALUs performed in a given clock cycle. The sub-
instructions can be either branching sub-instructions or ALU sub-instructions. The sub-
instructions are performed in parallel. Therefore, they are mutually independent.

The EE part of the framework controls the population, applies variation operators and
loads evolved program to the MAP part for fitness evaluation. The tournament selection
is used as a selection method. The variation operators include instruction-level crossover,
bit mutation, constant register mutation and diversity maintenance.

The approach is mainly focused on automated parallel programming. It was shown
to successfully solve various classes of problems, for example, symbolic regression, data
classification or Fibonacci sequence generation. Although the parameters of the underlying
HW (number of ALUs, registers etc.) can be specified, they do not change during the run.
Therefore, GPP cannot be considered as an evolutionary HW/SW co-design platform. On
the other hand, the designer has the ability to specify the level of parallelism wanted.
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Figure 2.11: Genetic Parallel Programming framework according to [13]
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Chapter 3

Concurrent Evolution of HW and
SW

We have seen in the previous chapter that evolutionary algorithms (genetic programming
in particular) have been employed to design programs as well as hardware. Only to a
little extent programs and hardware were optimized together. The main objective of this
thesis is to investigate whether and to what extent an evolutionary design based method
can evolve a program (SW, for short) concurrently with a programmable computational
platform (HW, for short) running the evolved program. From the computer architecture
perspective, this problem can be seen as a concurrent development of hardware and software,
simply, HW/SW codesign.

The proposed method is focused on HW/SW codesign of application specific micropro-
grammed architectures. The main goal is not to develop a framework that can be used
to evolve a HW/SW system for arbitrarily complex problems. The framework is meant
to design and optimize small microprogrammed systems for very specific problems with
constraints on various attributes such as area, speed or power consumption. Typical usage
of these HW/SW systems would be in capturing and preprocessing the data from a sensor
in low cost systems.

As was stated before, the microarchitecture is not supposed to be universal. In fact, the
microarchitecture should operate with as few resources as possible under constraints given.
Therefore, the microarchitecture as a whole has just to execute the instructions needed
upon the hardware available. The model of HW and SW parts therefore has to provide the
means to transfer the operands to particular modules and store the result for subsequent
computations. The model itself consists of three parts: (i) programmable microarchitecture,
(ii) program in memory and (iii) environment providing primary inputs and consuming the
outputs.

3.1 Proposed Platform
This section introduces first version of the HW/SW platform developed for experiments
with concurrent evolutionary design of HW and SW. After introducing the HW microar-
chitecture, the programming model and the evolutionary algorithm, results of an initial set
of experiments are reported.
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3.1.1 HW Microarchitecture

In order to provide a minimal reasonable HW for our target applications, we employed a
well know scheme of a configurable data path that is controlled by means of a microprogram
stored in the memory. Figure 3.1 shows that the architecture consists of several intercon-
nected basic components. The whole HW/SW system operates iteratively by executing the
instructions of a program (see instruction processing steps in Chapter 2.3.3).

Some of the parts (e.g. registers and modules) can be changed either by a user or by
the optimization method, while the others are hard–coded and cannot be changed without
modification of the framework’s source code. Another noticeable fact is that modules are
not directly interconnected. Therefore, information can be moved among the modules
just via registers. The advantage of such connection is the possibility to use the modules
simultaneously.
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Figure 3.1: HW architecture

Modules can be thought of as black boxes with computational behaviour. More formally,
a module is defined as:

∙ 𝑛𝑖 is the number of inputs

∙ 𝑛𝑜 is the number of outputs

∙ 𝑎 is the area of the module

∙ 𝑝 is its power consumption

∙ 𝑑 : D𝑛𝑖 × 𝑄 → N is a function specifying processing delay 1. 𝑄 is a set of possible
module internal states. The internal module state describes the state of zero and sign
flags, therefore 𝑄 = {00, 01, 10, 11}, where 00 denotes 𝑍 = 0, 𝑆 = 0 etc.

∙ 𝑡 : D𝑛𝑖 ×𝑄 → D𝑛𝑜 ×𝑄 is a function that sets module outputs (according to the inputs
provided and module’s internal state) and new internal state of a module.

1D denotes a user-chosen numeric data type.
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Some of the module parameters don’t influence the computation of its function, but
can be used by the optimization framework. These parameters include the module area,
power consumption and the delay. The optimization framework uses these parameters to
evaluate the fitness of the individual, so they have to be correctly specified for the evolution
to succeed.

The architecture definition also contains the registers specification – the register count
and bit widths. Various register widths are implemented by their masks. When the register
widths are not optimized, the default mask can be used.

The last part of HW architecture that can be specified is the instruction set. The
instruction set has to correspond to the modules used in the architecture. By default, all
the instructions enabled by the modules are supported. The system, however, does not
have to utilize all the possibilities provided by available modules. It can, for example, use
the adder module just to sum the content of two specific registers. In such case, there will
be less interconnections between the module and the registers. The instruction decoder
will then be less complex than in the case of supporting many different input sources for
the adder. This approach is useful when some particular information about the desired
algorithm is known.

The description of a computational platform from Figure 3.1 can be formalized as fol-
lows:

∙ i is the number of inputs

∙ o is the number of outputs

∙ R = {𝑟1, 𝑟2, ...𝑟𝑟} is a set of registers

∙ w : R → N is a funcion setting widths of the registers

∙ A = {𝑀1,𝑀2, ...𝑀𝑚} is a set of available modules

∙ u : A → {0, 1} is a function specifying module utilization (0 – unused, 1 – used)

Although most of the components of a HW part remain static, the functions 𝑤 and 𝑢
can dynamically change the setting of HW during the evolution. Detailed description of
the impact of these functions on the fitness of an individual is given in Chapter 3.1.4.

Parallel execution of the modules, however, imposes some problems. One of the prob-
lems is the possibility that two (or more) modules can try to assign the output to the same
register. There are several approaches to solve this problem. The strictest of them is to
mark such register as containing an invalid value that has to be treated in a special way.
However, this approach can lead to disposal of promising solutions just because the output
value of some module (that could have been unnecessary) spoiled the correct value stored
by another module. So, there is a possibility to keep the first (or last) value written to
the register and ignore the others. The framework allows the use of all the possibilities
mentioned – invalid/first/last value, where “last value” is the default setting. This way,
the designer can find some solution using the first/last value approach and then verify the
solution found using the invalid value approach, possibly removing unwanted (spoiling)
outputs.
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3.1.2 SW Architecture

The SW architecture specifies the way the program is stored and executed. The program
consists of a sequence of instruction blocks 𝑖1, 𝑖2, ...𝑖𝑠, where 𝑠 is the program size. The
instruction block serves as an envelope containing (i) one or more microinstructions, (ii)
corresponding parameters and (iii) inputs and outputs used by them. The instruction block
can, therefore, be thought of as a single instruction composed of several microinstructions.

The microinstruction format is quite simple, so new instructions can easily be specified
by user. As can be seen in Figure 3.2, there is a mandatory header, which specifies the type
of the microinstruction and also the modules used. Type of the microinstruction specifies,
whether the microinstruction is a special microinstruction, branching microinstruction, I/O
microinstruction or a microinstruction executing modules. Special microinstructions are
𝑁𝑂𝑃 (no operation) and 𝑅𝑆𝑇 , which resets the HW and program counter to the initial
state. Then there might be a constant. The constant is utilized by 𝐽𝑋𝑋, 𝑀𝑂𝑉 𝐸, 𝐿𝑂𝐴𝐷
and 𝐼𝑁/𝑂𝑈𝑇 instructions.

HEADER CONST I11 I12 I13 O11 O12 I21 I22 O21

0 31 63 71 79 ...

MOV JMP LOAD MODULES

0 1 3 7 31

CONST
FLAG

INDEX/CONST

0 1 7

Figure 3.2: Microinstruction format

Every input and output of each module used by the instruction is represented by one
byte. This byte can specify the constant (only for module inputs), register index or a range
specification used during the final microinstruction generation. If the input is a constant,
the two highest bits are set to 10, therefore the constant has to fit into 6 bits. If the constant
is greater than 63, it will have to be loaded via a register. If the input should be a register
number, two leftmost bits have to be 00. In such case, the number directly represents the
index of the register to be used. If two leftmost bits of the byte are set to 11 and the byte
value is different from FF, it will be replaced by a randomly generated constant from the
range from 0 to the value specified by the remaining 6 bits. The last option that can be
used is a random generation of a byte value. When the byte of the input or output is set
to FF value, it will be replaced by register index randomly generated during the program
generation.

The program itself is represented by a one–dimensional array of instruction blocks. Ex-
ecution of a program starts at its first instruction block. Then, the blocks are executed
sequentially and the program counter is successively incremented unless a branching in-
struction (i.e. conditional or unconditional jump) is encountered. In the case of branching,
the program counter is modified to point to a given instruction block and the program
execution continues from this point.

3.1.3 The Model of the Environment

The last part needed for successful simulation of a microprogram architecture function is its
connection with the environment, where it is going to be used. This can be accomplished
by the environment part of the model. The environment can be thought of as a black box
providing the inputs for an architecture and consuming its outputs.
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The system allows two ways of specifying the environment. The first is the usage of
a dataset containing the time series for individual inputs and also the timelines of the
expected outputs. Let’s suppose the goal is to find an architecture, that gets two values
as inputs and outputs their sum and difference. An example of the XML file (dataset)
specifying such environment is in Figure 3.3.

<environment>
<inputs>

<input index="0">
<change time="50" value="22" />
<change time="90" value="0" />

</input>
<input index="1">

<change time="30" value="12" />
<change time="100" value="0" />

</input>
</inputs>
<outputs>

<output index="0">
<change time="60" value="34">
<change time="140" value="10">

</output>
</outputs>

</environment>

Figure 3.3: The environment modelled as a dataset in XML file

The values of time are expressed as a model time. The time unit can represent e.g. a
clock cycle or an arbitrary amount of time, such as microsecond or milisecond. The same
units are used for module delay specification and microinstruction processing time, so they
can be adjusted to particular needs. When a signal is set, it holds its value until it is
overwritten. Therefore, the temporary values, which are present only for a limited amount
of time, have to be explicitly specified by their start and end time.

Resulting signal timing diagram is depicted in Figure 3.4. Notice that the input signals
having their values set just for a limited time range. This way the system can be forced
to evolve an architecture that will load the inputs inside a given time frame. Also, the
expected values of the output are time limited. As can be seen in Figure 3.3, first, the sum
of the inputs is expected and after some delay, the difference of the inputs should be given.
This way, the exact timing of outputs can be forced. However, it imposes more constraints
on an evolved system and therefore limits the number of acceptable solutions. When the
framework generates a solution computing correct values, but outputting them in wrong
points in time (too soon or too late), the solution will be given a low fitness, as the outputs
don’t match the expected outputs at a given time. This can be resolved by using the second
approach of environment specification.

The second supported approach is defining the environment by a reactive finite state
machine which generates new inputs for the HW/SW system on the basis of the HW/SW
system outputs and an internal state of the environment. Formally, it can be thought
of as a Mealy machine, where the symbols of the input alphabet are a combination of
action (input/output), signal index and time. From the implementation point of view, this
mechanism is represented by two callback functions of an environment class.
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Figure 3.4: Signal timing diagram specified by a dataset

Enabling these two functions represents a comfortable way to model reactive systems,
where the current input value can be based on a system state (that can be changed according
to the system interaction) and current logical time.

3.1.4 Evolutionary Framework

Having the model of the problem defined, the evolution framework can be specified. This
framework is supposed to serve as a tool for evolutionary design and optimization of
HW/SW systems. First of all, it is crucial to define which parts of the HW/SW system can
be changed by the evolution framework. Considering the HW, there are three parts that
should be included – registers, modules and instruction set. The interconnections between
the registers and modules are not included in the process of evolution, because they can
easily be derived from the modules, registers and microinstructions used. In terms of SW
there is only one entity to be evolved – the program body itself.

The next step is determining the search method that should be used. One of the parts to
be evolved is the program, therefore it is obvious that some variant of genetic programming
should be employed.

Considering the fact that the SW part of the system is represented by a one–dimensional
array of instruction blocks and the programs are executed in a sequential manner, Linear
Genetic Programming [10] seems to be the best choice. This consideration can be supported
also by an analysis of available tools of similar nature. GPP [13] and 𝜇GP [92] approaches
evolve programs written in imperative languages and subsequently evaluate them against a
particular processor (arbitrary microprocessor in the case of 𝜇GP). Both these approaches
were successfully used and no serious limitations were observed. Therefore LGP seems to
be a good representation for the purpose of the proposed framework. However, to be able
to evolve also the HW part of the system, LGP has to be modified. The modifications will
be discussed in following sections.

Encoding of HW/SW architecture

Since the individual has to encode both HW and SW part, the chromosome structure has
to be heterogeneous.

The HW part of the architecture represents the usage and bit widths of the registers and
the usage of the modules. The encoding needs to fulfill some special requirements. The most
important requirement is that the program stays valid independently of the HW architecture
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changes. For example, when a register is removed, the program still has to be valid and
executable. The proposed method deals with this problem in a quite straightforward way.
Each register has its bit width specified. When the bit width is set to zero, the effect is the
same as if the register was removed, but all the instructions can be executed the same way
as before.

If the module has to be removed, it is just marked as inactive. During the instruction
execution the outputs of inactive modules are omitted. Using this approach, the HW
architecture can be represented as a heterogeneous array containing all the aforementioned
information.

w(r1) { Module
usage

Register
widths

w(r2) w(rr)... u(m1) u(m2) u(mm)...

{
Figure 3.5: HW encoding

Figure 3.5 shows that the HW part of a chromosome contains 𝑟 integers representing
register widths and 𝑚 bit values representing the utilization of modules. These individual
numbers are considered as genes, in terms of LGP, and their counts are always constant.
This property is particularly useful when performing the crossover operation.

The SW part of the chromosome is encoded in such a way that individual instruction
blocks are considered as genes and the whole program sequence equals to the SW part of a
chromosome. Therefore, the variation operators are applied at the level of whole instruction
blocks and it is not possible to modify the microinstructions inside the instruction block,
as the instruction block usually has its meaning as a whole and should not be modified.

Generating the initial population

Considering the proposed individual encoding scheme, the program can be generated in a
very straightforward manner. It is sufficient to randomly generate the instructions according
to the maximal program length specified. Some of the instructions use a parameter, so it also
has to be specified. Since the parameter depends on instruction type, the valid parameter
range has to be specified for each instruction type. These ranges have some default values,
but all of them can be redefined by user. The specification of parameter ranges can be very
difficult since the program will be modified during the evolution and the instructions can
change their positions.

For example, when a jump instruction is generated with the jump offset of 10 instructions
and during the evolution this instruction is moved to be e.g. just 4 instructions from end of
the program, the instruction will be invalid, because it is pointing outside the program. This
issue can be addressed by checking program validity during the evolution. As this operation
can be very time consuming, another approach was chosen. When a jump exceeding the
program range is detected, it is limited to the beginning or end of the program depending on
its direction. Therefore, the range can be the same for all the jump instructions regardless
of their position in a program. Given this condition the parameters can be generated using
Gaussian distribution having the mean value in a center of the range and standard deviation
determined by the 3𝜎 rule.
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Computing the fitness function

As the problem is inherently multi-objective, the fitness is not just a single value. There
are four objectives to be reflected in the fitness – speed (performance), area, power con-
sumption and functionality (i.e. correctness of the output signals). The overall fitness can
be represented as:

𝑓 = (𝑓𝑎, 𝑓𝑝, 𝑓𝑠, 𝑓𝑜)

In order to evolve interesting solutions, many candidate solutions have to be generated
and evaluated. Hence, it is important to minimize the time of evaluation of a candidate
design. On the other hand, obtaining high quality estimate of power consumption and
delay for a candidate design using professional circuit design software is time demanding.
In order to address this problem, basic circuit parameters are just estimated using simple
models in the course of evolution as it is usually done in the evolvable hardware community
[102].

The area is expressed in terms of the fitness value as

𝑓𝑎 =
1

1 +
𝑚∑︀
𝑖=1

{︂
𝑎𝑖 if 𝑢(𝑀𝑖) = 1
0 if 𝑢(𝑀𝑖) = 0

+
𝑟∑︀

𝑗=1
𝑤(𝑟𝑗)𝑎𝑟

=
1

1 +
𝑚∑︀
𝑖=1

𝑢(𝑀𝑖)𝑎𝑖 +
𝑟∑︀

𝑗=1
𝑤(𝑟𝑗)𝑎𝑟

,

where 𝑎𝑖 is the area of corresponding module 𝑀𝑖, 𝑤 is the function assigning widths to
the registers and 𝑎𝑟 is a constant representing the area needed for one bit of a register.
The function takes into account, via the 𝑢 predicate, only the modules used in the final
phenotype. The area used by a register is estimated as its bit width multiplied by a constant
𝑎𝑟, that can be defined by the user. For the sake of simplicity, the area of a controller and
a program memory is considered to be the same for all individuals and is not taken into
account in their fitness value.

The power consumption fitness can be evaluated in a similar manner as

𝑓𝑝 =
1

1 +
𝑚∑︀
𝑖=1

𝑢(𝑀𝑖)𝑝𝑖 +
𝑟∑︀

𝑗=1
𝑤(𝑟𝑗)𝑝𝑟

,

where 𝑝𝑖 is power consumption of respective module 𝑀𝑖 and 𝑝𝑟 is a constant representing
the power consumption of one bit of a register.

The speed of computation depends just on the processing time:

𝑓𝑠 =
1

1 + 𝑇
,

where 𝑇 is total processing time of the program.
The functionality depends on the HW/SW system outputs generated during the execu-

tion of a program, i.e.

𝑓𝑜 =
1

𝑛

𝑛∑︁
𝑖=1

1

1 + 𝑑(𝑒𝑖, 𝑜𝑖)
,

where 𝑒𝑖 is 𝑖𝑡ℎ item from the sequence of expected outputs (𝑒1, 𝑒2, ...𝑒𝑛) and 𝑜𝑖 is the 𝑖𝑡ℎ

output generated by the HW/SW system. The function 𝑑 is a distance function defining
the distance between the expected output and the output generated by the system. This
function has to be non-negative and identity of indiscernibles has to be satisfied. Basically,
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any metric can be used as those two properties are assured by a metric definition itself. For
example, a simple Euclidean metric can be used as a distance function.

In some cases, however, it could be beneficial to use another distance function. In order
to place progressively greater weight on the outputs farther from the expected output,
another distance function (such as squared Euclidean distance) can be used. Squared
Euclidean distance is the default distance function used by the framework. For some tasks
(e.g. iterative computations or series generation), it has proven useful [67] to use complex
functions considering also the relations between individual outputs (e.g. employing the ratio
of successive outputs in order to prefer individuals producing converging outputs). This
cannot be achieved by distance function specification, as the distance function treats the
outputs separately. However, the framework allows to change the 𝑓𝑜 function as a whole,
providing all the expected outputs and generated outputs at once. The choice of the fitness
function can strongly influence the success rate and speed of LGP.

All the above-mentioned functions are predefined in the design framework. However,
they can be modified by user. It can be useful e.g. when the user is concerned only in
satisfying some boundary conditions. For example the fitness dealing with the time of
execution can be specified as

𝑓𝑠 =

{︂
1 if 𝑇 < 𝑇𝑚𝑎𝑥
1

1+𝑇 otherwise .

This means that the individuals with processing time less than the maximal allowed time
𝑇𝑚𝑎𝑥 will have the highest fitness while other individuals will have the fitness proportional
to their execution time in the range from 0 to 1. This solution differs from limiting the
execution time to 𝑇𝑚𝑎𝑥. Suppose there is an individual that produces correct outputs, but
these are produced after 𝑇𝑚𝑎𝑥. If the execution time is limited, the individual will get
also very low functionality fitness value (𝑓𝑜), because the results are not yet available due
to the output instructions being executed later than 𝑇𝑚𝑎𝑥. When the execution time is
limited to longer time and the aforementioned speed fitness is used, such individual gets
higher functionality fitness value (as the outputs are present now), but still gets lower
speed fitness value. This way the framework can subsequently modify a program part of
the individual in such way that it will provide the outputs before 𝑇𝑚𝑎𝑥.

Because the fitness is represented by a vector of components, there has to be an algo-
rithm to compare two fitness values. There are many possibilities of doing such comparison.
One of them is choosing the importance of components (i.e. sorting them). Then two vectors
can be compared easily by comparing their components in a chosen order. The drawback of
this method is the need to sort the components by their importance, because the evolution
will always try to prefer search in one direction. However, there is often a need to find
solutions from different parts of the search space, e.g. fast but large solutions and small
but slow solutions or their combinations. The designer can then choose the solution which
suites best some particular use. In short, all the non-dominated solutions should get the
highest fitness.

The proposed method uses NSGA–II as the method for finding non-dominated solutions.
During the experiments with the proposed method, one disadvantage had been observed. At
the beginning of the evolution when none of the individuals has the functionality 𝑓𝑜 greater
than zero, the solutions occupying less HW resources are preferred. This consequently
leads to a state when all the individuals have minimal HW and the solution cannot be
found due to insufficient HW resources. Another issue is the NSGA-II method does not
perform well for more than 3 objectives [54]. To address these issues a change was made in
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the individuals comparison. When the individuals are compared, first, their functionality
fitness component is compared. If the value of this fitness component is the same for both
the individuals, the NSGA-II is carried out on other fitness components. Therefore the
selection prefers the individuals with the highest functionality.

Selection

Having the fitness function and comparison method defined, the selection can be performed.
There are several selection methods, that can be used. Due to the use of NSGA–II algorithm
the fitness proportional selection cannot be directly used, because the fitness vector cannot
be converted to scalar value in a simple manner. Tournament selection was chosen from
the remaining methods because of its advantages, namely the possibility to easily change
the selection pressure. The tournament size is easily modifiable and can be changed by a
user to better fit particular problem.

Crossover

After the parent selection, the crossover takes place. Considering the aforementioned chro-
mosome structure there are several crossover methods that can be used. The proposed
framework allows specifying the number of parents and the number of crossover points.
The two point crossover was chosen as default, as it led to the best results on most of the
experiments performed so far.

Mutation

Because the chromosome is heterogeneous in the proposed encoding, certain mutation types
can be performed only on some genes (e.g. a HW mutation can be executed only on genes
from the HW part of the chromosome).

HW mutation can basically influence registers, modules and instruction set. The first
of the mutation types modifies the width of the register. The register is randomly chosen
using the uniform probability distribution, so the probability of modification is the same for
all the registers. Then, its width is changed by 𝑛𝑟𝑎𝑛𝑑 bits, where 𝑛𝑟𝑎𝑛𝑑 is generated using
the Gaussian probability. The Gaussian mutation was chosen, as it is considered superior
to the traditional bit-flip mutation in most cases regarding the numeric value mutation [35].
The resulting width must lie in range from 0 to maximal allowed width. When the register
has the width of 0 bits, it is considered unused. Hence, this mutation can effectively reduce
the number of registers.

The second type modifies the module usage. As availability of each module is repre-
sented by one bit, the module usage can be changed by simply flipping its respective bit.
The bit that will be flipped is randomly chosen using the uniform distribution.

SW mutation can modify the program in terms of instructions, their types, parame-
ters, inputs/outputs specification and order. First of all, the instruction block is selected
using the uniform distribution. Then, the specific microinstruction can be selected within
the block again using the uniform distribution. All the microinstructions, therefore, have
the same probability to be selected. When the microinstruction is selected, the mutation
types that will be applied are chosen by generating random numbers and comparing them
to probabilities of mutation types. There are five types of SW mutation.

The first mutation type changes the microinstruction as a whole. It selects the microin-
struction from the instruction set and checks the valid range of the parameters and input-
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s/outputs indices against the parameters of the original microinstruction. If the parameter
is out of range, the new one is generated the same way as during the initial population
generation.

The second type of mutation changes only the parameter of the microinstruction. The
original parameter is changed by the value randomly generated using Gaussian distribution
while preserving the validity of the parameter value.

The third type changes the input and output indices of the microinstruction. New index
is generated in compliance with constraints determined by the instruction specification
contained in the instruction set. Such modification can change the operands of the function
implemented by a module in question. Moreover in the case that one of the inputs is used
to select the operation type (e.g. in the case of module representing ALU), such mutation
can significantly modify the individual functionality.

The last type of mutation doesn’t modify the microinstruction itself, but its position
in a program. It randomly selects the position offset using Gaussian distribution and then
moves the whole instruction block by the offset generated. This mutation type can lead e.g.
to a higher speed fitness, as the introns can be moved from the vital part of the algorithm.

When applying a mutation, one of the aforementioned types is randomly selected and
executed. The probabilities of individual mutation types can be changed by the user. By
default, probabilities of all the mutation types are equal.

Operator Usage Counters

The last important thing about variation operators is the specification of their probabilities.
Choosing the most suitable probabilities of crossover and mutation can be quite complex
task by itself. Proposed method addresses this problem by introducing variation operators
usage counters. Every time some operator is carried out, the fitness of the modified indi-
vidual is computed and compared with the fitness of the original individual. If it is greater,
the score of respective operator will be increased by one. The operators are distinguished
at the level of individual types, so the score is computed for each of the mutation types
separately.

This way the best performing operators can be chosen. However, the effect of an operator
does not have to be noticeable immediately. For example a mutation can modify the
instruction in beneficial way, but there is no visible effect, because the instruction is not a
part of the effective code. During subsequent evolution, this instruction is made effective
e.g. by a crossover. In such case the crossover will be marked as beneficial despite the
fact that the benefit originates from the previous mutation. However, the counters can
still be used to roughly identify to what extent the operators are beneficial for a particular
problem.

3.2 Basic Experimental Evaluation
Several basic experiments were carried out to verify the proposed method. This section
contains some of them and also a comparison with similar methods. It is, however, impor-
tant to keep in mind that the proposed method has to deal with the concurrent evolution
of hardware and software part, whereas available methods are used to develop just the soft-
ware part. Another reason for performing the experiments was also to reveal some useful
information about the method itself, e.g. what are the most useful operators, whether a
population size influences speed of the evolution etc.
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Preparation of an experiment is quite straightforward. First of all, the environment,
available modules, registers count, fitness function and termination condition must be spec-
ified. Available modules and registers count can be overestimated, because the evolution
will optimize the architecture. Remaining parameters of LGP can be left at their default
values.

Common experiment parameters If not explicitly stated in particular subsections,
the experiments were performed with the parameters listed in Table 3.1. Parameters that
differ among the experiments are specified in each experiment’s subsection. Two types of
modules were used in experiments. The first one (entitled ALU) implements a simple ALU
that can perform addition, subtraction, incrementation and decrementation. The other
one (entitled MD) is a module implementing multiplication and division operations. All
operations are performed over 32 bit signed integers.

Table 3.1: Common experiment parameters
Parameter Value

Register count 3
Default register width 32b
HW/SW system inputs count 1
HW/SW system outputs count 1
Program size 20 instruction blocks
Population size 5
Maximal number of generations 200,000
Crossover probability 0
Mutation probability 0.7

Computational effort (according to [48]) was used as a measure to assess the difficulty
of a particular problem for the evolutionary algorithm. The computational effort is the
number of individual evaluations needed to find a solution to give a certain probability
of success. As a result of an experiment there will be (𝑁𝑠) successful runs out of the
total number of runs (𝑁𝑡). Given the generation numbers, on which the solutions were
found in individual runs we can compute instantaneous probability 𝑌 (𝑀, 𝑖), where 𝑀 is
the population size and 𝑖 is the number of generation. The value of 𝑌 (𝑀, 𝑖) represents
the probability of finding a solution in given generation. Using these values the cumulative
probability of success 𝑃 (𝑀, 𝑖) can be computed. Afterwards the number of independent
runs 𝑅(𝑀, 𝑖, 𝑧) required for achieving the probability 𝑧 (99 % in this case) of finding the
solution by generation 𝑖 can be computed. Given the values of 𝑅(𝑀, 𝑖, 𝑧) the number of
individuals that must be processed 𝐼(𝑀, 𝑖, 𝑧) in order to yield a solution with probability
𝑧 can be computed as 𝐼(𝑀, 𝑖, 𝑧) = 𝑀(𝑖 + 1)𝑅(𝑧). Notice the use of 𝑖 + 1 as the number
of generations. It is used to take into account the initial population. The computational
effort 𝐸 is the minimal value of 𝐼(𝑀, 𝑖, 𝑧) over all the generations. The first generation
where 𝐼(𝑀, 𝑖, 𝑧) reaches the global minimum is denoted as 𝑖* and the computational effort
can thus be computed as

𝐶𝐸 = 𝐼(𝑀, 𝑖*, 𝑧) = 𝑀(𝑖* + 1)𝑅(𝑧).
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3.2.1 Fibonacci Series

Fibonacci series is a series of numbers where each number is the sum of two preceeding
numbers. The sequence begins with two initial values (seed values), next values are then
computed according to formula:

𝐹𝑛 = 𝐹𝑛−1 + 𝐹𝑛−2

The seed values are either 𝐹1 = 1, 𝐹2 = 1 or 𝐹1 = 0, 𝐹2 = 1. For the purpose of this
experiment, the former seed values are used. Therefore, the series is:

1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89, 144, . . .

This series was chosen because it can be easily described by recursion (in functional
languages) or by a simple loop (in imperative languages). The goal of this experiment was
to find a microprogrammed architecture generating the first 11 numbers of Fibonacci series.
This count was chosen to illustrate the possibilities of hardware optimization.

In this case, the HW/SW system has no inputs and one output. Two instances of ALU
module were chosen as the only available modules. The distance function, which is the part
of the functionality fitness function was defined as

𝑑(𝑒𝑖, 𝑜𝑖) =

{︂
0 if 𝑒𝑖 = 𝑜𝑖
∞ otherwise .

Due to the use of such distance function, only the correct produced outputs do increase
the overall functionality fitness defined as

𝑓𝑜 =
1

𝑛

𝑛𝑒∑︁
𝑖=1

{︂
1 if 𝑒𝑖 = 𝑜𝑖
0 otherwise .

After performing several initial runs, some interesting solutions were found. Software
part of one of these solutions is shown in Figure 3.6 (operations with no effect have been
omitted to make the figure clear). It can be noticed that the solution starts its computation
with seed values 0 and 1 and then it performs a loop that implements the subsequent
Fibonacci numbers computation. There are two additions performed inside the loop, as the
algorithm has to sustain the last two values, so the result of an addition has to be stored
alternately to two registers.

LOAD r1, 1
OUT r1
ADD r1, r2 -> r2
OUT r2
ADD r1, r2 -> r1
OUT r1
JMP -4

Figure 3.6: Software part of one of the solutions of Fibonacci experiment

From the hardware point of view, this solution uses only one of the two available mod-
ules. The registers widths are 6 and 7 bits. Notice the registers have the smallest possible
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widths to be able to store the last two desired numbers. Therefore, it is the optimal solution
in terms of total area used.

This solution was quite expected as it is a straightforward implementation of the algo-
rithm. However, when the number of Fibonacci numbers to be generated was changed to
an even number (e.g. 12), there were some solutions exhibiting the correct functionality
and even better speed fitness. Figure 3.7 shows the software part of such a solution. It
should be noted that the difference is the first addition, which was moved outside the loop.
Therefore, the jump instruction had to be executed just 4 times to provide 12 Fibonacci
numbers instead of 5 times as in the case of the former solution. The last number was
sent to the output in shorter time (by JMP instruction delay), hence the speed fitness was
improved.

LOAD r1, 1
ADD r1, r2 -> r2
OUT r1
OUT r1
ADD r1, r2 -> r1
OUT r1
ADD r1, r2 -> r2
OUT r2
JMP -4

Figure 3.7: Software part of an optimized solution

After verifying that the proposed platform is capable of finding a correct (and even
optimized) solution, more experiments were carried out to gather more information about
its behaviour. One of the experiments was focused on the effect of variation operators.
The evolution was set to stop when the fitness value of the best individual reaches a max-
imal value and the total area of the microarchitecture is minimal. After defining these
parameters several runs were performed with various combinations of crossover and muta-
tion probabilities. Figure 3.8 shows the computational effort (calculated according to [48])
obtained for each combination of mutation and crossover probability using 20 independent
runs. It can be seen that the computational effort slightly increases with increasing the
crossover probability. Hence, the crossover does not seem to be beneficial in this case.

On the other hand, the mutation clearly plays an important role. The maximum values
of the computational effort (i.e. 108) were used just for the sake of chart readability and,
if fact, they represent the cases where the solution was not found in any of the 20 runs.
It can be seen that when the mutation probability was set to zero, no solution was found
regardless of the crossover probability. The mutation, therefore, seems to be crucial in this
case and its probability should be approximately 0.7.

Next modification of the experiment was supposed to show how the population size
affects the computational effort. 50 independent runs were performed with various popu-
lation sizes, while the number of evaluations remained constant. For each population size
some runs were constrained by a total area allowed on a chip. This constraint was im-
plemented by a termination condition, which was set to stop the evolution when all the
outputs were correct and the area was minimal. Other runs reported in this section did not
take this constraint into account. The rest of the LGP parameters remained identical with
the previous experiment.
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Figure 3.8: Computational effort for Fibonacci experiment with respect to various proba-
bilities of crossover and mutation

Figure 3.9 shows that the computational effort increases with increasing the population
size regardless of whether the area constraints are taken into account or not. This is
in accordance with some analyses of how the population size affects the progress of the
evolution [14] [42]. In this experiment, increasing the population size is obviously not
beneficial, but in some cases, it can play an important role in maintaining the diversity of
the population and preventing the premature convergence.

Results obtained in this experiment were used to compare the proposed method to
other approaches. An average number of evaluations needed to find a functionally correct
solution and a success rate (where available) is given in Table 3.2. The comparison shows
the proposed method is comparable to state-of-the-art methods.

Table 3.2: Comparison of proposed method with other approaches
Average evaluations % Success

Proposed method 1.3× 105 94
Multi-niche GP [73] 2× 105 70
LGP [111] 2.1× 105 N/A
SMCGP [33] 7.7× 105 87
Huelsbergen (machine language programs) [38] 1× 106 N/A
Object oriented GP [3] 2× 107 N/A

3.2.2 Squares

This problem was first devised by Lee Spector [91]. The goal is to evolve a sequence of
squares

0, 1, 4, 9, 16, 25, . . .
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Figure 3.9: Comparison of computational effort for Fibonacci experiment regarding the
different sizes of population and HW optimization

without the use of multiplication or division operations. Spector pointed out, that self
modification of a program is crucial for solving this task, as the addition operations have
to be added to the algorithm to produce the next integer in the sequence. Although it was
true for his system, the method proposed in this thesis can implement such functionality
by using two nested loops. The outer loop iterates through the integers (0, 1, 2, 3, . . .) and
the inner loop computes the square of the current integer and outputs it. An example of
such solution is given in Figure 3.10.

OUT r1 // output initial zero
INC r1 // move to next position (r1 holds the position in sequence)
MOV r1, r2 // init the counter of a loop computing the square
ADD r1, r3 -> r3
DEC r2 // r2 is used as a loop counter
JNZ -2 // repeat the addition, until the counter is zero
OUT r3
LOAD r3, 0 // reset the accumulator
JMP -7 // outer loop

Figure 3.10: Manually written solution of squares experiment

After performing several hundreds of runs, no solution was found using our platform.
Some of the best evolved solutions were examined and it was recognized there were several
solutions containing parts for a square computation. However, none of them was able to
go through the whole series (i.e. the outer loop was not correctly evolved). In most cases,
the content of the outer loop counter (the current position in a sequence) got overwritten
by results of randomly created instructions. Another set of runs were performed with the
maximum number of registers increased to 5 to examine whether this change would help
the evolution to maintain the current position value, but again, no solutions were found.

To verify the assumption that the problematic part of the algorithm is maintaining the
current position in sequence, the experiment was slightly altered. The environment was
modified to provide the current position as an input of the architecture. The environment
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was specified in such a way that the input value stayed unmodified until a new value was
available at the output. Therefore the platform was supposed to find a microarchitecture
outputting the squares of the input values. However, the platform was still supposed to
develop a solution containing the outer loop, even though the outer loop had just to load
the input and then pass it for a square computation.

The fitness function was defined in the same way as in the previous experiment. The
termination condition was set to stop the evolution when the best individual reaches the
maximal possible fitness in terms of correctness. With these settings 100 runs were per-
formed. A solution was found in 24 % of runs. Afterwards, another 100 runs were performed
with the use of multiplication operation allowed. Table 3.3 contains a comparison of these
two experiments together with a comparison with SMCGP. It is obvious that with the use
of multiplication operation, the problem is much easier, as there is no need of two nested
loops. The proposed method performs comparably to SMCGP. However, the experiment
was slightly changed, so the values are not directly comparable.

Table 3.3: Comparison of squares experiment results
Average evaluations Ratio

SMCGP [33] 1.4× 105 103.7
Proposed method 7.6× 105 563.0
Proposed method (with multiplication) 1,350 1.0

3.2.3 Sextic Polynomial

This experiment was chosen mainly to compare the proposed method with existing meth-
ods in the field of symbolic regression, because this experiment is one of the widely used
benchmarks in the field of genetic programming [78]. The polynomial to be found was
𝑥6 − 2𝑥4 + 𝑥2.

The available modules were chosen so all the operations typically used by other methods
were implemented (i.e. 1xADD module and 1xMD module). The environment was defined
to provide the inputs from a predefined training set and to process only the first output of
a program for a given input. The termination condition was set to stop LGP when all the
fitness cases of the training set were satisfied by a candidate program (i.e. it is the number
of hits, see Chapter 2.2.4). The allowed error was set to be below 1, as the experiment
was conducted using integers. The computational effort estimated from 100 runs is shown
in Table 3.4 together with computational efforts of other methods for comparison. The
proposed method is comparable to GP and GPP and outperforms some of its variants.
However, it is obvious, that the proposed method is outperformed by CGP and ECGP.

3.3 Summary
It was shown that the proposed method can evolve microprogrammed architectures capable
of solving some of typical problems that were approached by GP in the past. In some cases
the proposed method provides better results in terms of computational effort. The method,
therefore, seems promising for further exploration.
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Table 3.4: Comparison of experimental results with other methods
Method Computational Effort Ratio

GPP ℳ1,2 [53] 5,310,000 5.4
GP [48] 1,440,000 1.5
Proposed solution 990,000 1.0
GPP ℳ8,8 [53] 540,000 0.5
CGP [105] 55,692 0.056
ECGP-3 [105] 54,353 0.055

However, the experiments pointed out some problems of the platform. One of them
being the unability to keep a particular value in register without it being overwritten by
another value during a program execution. This problem has to be addressed, as overwriting
the intermediate results would probably cause much serious issues when evolving more
complex programs.

The sextic polynomial experiment revealed that the proposed method is in terms of
computational effort outperformed by a CGP and its variants. Although the computational
effort has (as a problem difficulty measure) many inadequacies [72], it differs by an order
of magnitude compared to CGP, so it is worth trying to improve the performance of the
proposed method.
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Chapter 4

Extended Platform: Support for
Evaluation of Connected Modules

The experiments described in the previous chapter revealed some limitations of the pro-
posed platform. Those problems were analyzed and appropriate platform extensions were
proposed to resolve them. This chapter describes the individual extensions and their vali-
dation on a set of nontrivial problems.

4.1 Modules Topology
The proposed architecture did not allow the evolution to create all useful compositions of
modules. As the modules were arranged in parallel to each other, the only possible way of
using the outputs of one module in another module was storing the results of one module
in registers and passing them to another module in the following instruction. Although this
method allowed the modules to use the outputs of previous modules, such connection could
be (i) quite resource consuming because of the registers needed to store the intermediate
results and (ii) slow because of involving several microinstructions. It was also shown
in previous experiments, that there is a problem that values stored in registers may be
overwritten by products of randomly created instructions. Therefore, the intermediate
results could be overwritten before they could be used in subsequent computations. These
problems could be resolved by allowing the architecture to pass the values between the
modules directly.

Let’s suppose the goal is to evolve an architecture that implements the Boolean function

𝑜 = (𝑏 ∧ 𝑐) ∨ (𝑎 ∧ (𝑏 ∨ 𝑐))

Although such architecture could be implemented using the proposed platform, the com-
putation could not be performed in a single step. The most straightforward way to reduce
latency would be to transform the Boolean expression to e.g. Sum of Products (SoP)

𝑜 = (𝑎 ∧ 𝑏) ∨ (𝑎 ∧ 𝑐) ∨ (𝑏 ∧ 𝑐)

and implement it by executing three AND modules first, storing the results to registers and
executing two OR modules upon the register values afterwards.

Figure 4.1 shows an example of an architecture implementing the function by a combi-
national circuit. If such module combination was used, the computation could be done in
one step utilizing two AND modules and two OR modules.
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Figure 4.1: Example of a combinational circuit implementing 𝑜 = (𝑏 ∧ 𝑐) ∨ (𝑎 ∧ (𝑏 ∨ 𝑐))

To allow the connection of module inputs to other module’s outputs, some requirements
must be taken into account. Modules connected in such a way would form a directed graph.
However, the graph has to be acyclic. If it were not the case, feedback loops would occur
causing an unwanted behaviour. For example, in the case of a combinational circuit, such
cycle could cause oscillation.

Our solution to this problem is quite simple. The modules have to be ordered and
then the inputs of a module 𝑘 are allowed to be connected only to the outputs of modules
𝑗 preceding the current module (i.e. 𝑗 < 𝑘). The connection of an input can be easily
described by an integer like in CGP. However, there are some differences to CGP encoding.
First of all, CGP can use an arbitrary number of nodes of each type (limited just by the
grid size). Regarding the proposed platform, the resources are very limited. If a designer
allows just one multiplier, the evolved solution cannot contain two multipliers.

As the number of modules (𝑚) is constant, they can be labelled and their order could
then be described by a permutation 𝜇 of the set {1, 2, ...,𝑚}. Such permutation could be
hardcoded by a designer, but it would significantly limit the search space. Instead, it could
be beneficial to let the permutation be a subject to the evolution.

Using permutations encoding in evolutionary techniques is a well-known technique, par-
ticularly in the traveling salesman problem (TSP). There are several problems regarding
the application of variation operators to chromosomes involving the permutations. First
of all, when using ordinary variation operators, an invalid offspring (permutation) can eas-
ily be generated. Such invalid offspring could be disqualified or repaired. However, both
approaches proved to be computationally expensive.

Another way is the use of special variation operators that are designed to generate only
valid offspring. Many of those operators were proposed and their overview can be found
in [52]. The need to deal with special operators could be quite limiting. However, there
is yet another possibility devised in [99]. This method uses a specialized encoding of the
permutation and allows a direct application of ordinary variation operators. Due to this
advantage, this encoding was chosen for the proposed platform.

4.1.1 Encoding of Modules Order

The order of modules 𝜇 is encoded by an inversion sequence 𝑎1, 𝑎2, ..., 𝑎𝑚 in a chromosome.
In this sequence, each 𝑎𝑗 denotes the number of integers in the permutation which precede
𝑗, but are greater than 𝑗. For example, if the original permutation is 3, 2, 4, 1, the inversion
sequence would be 3, 1, 0, 0. In this case the value 3 at the 1𝑠𝑡 position in the inversion
sequence means that there are 3 values in the original permutation that precede the value
1 and are greater than the value 1. An algorithm generating the inversion sequence is in
Figure 4.2

After generating the inversion sequence the genetic operators can be applied on it in
common manner (including an n-point crossover). Then, the new prescription for module
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for i ← 1..N do
{ invi ← 0
m ← 1
while permm = i do

{ if permm > i then invi ← invi + 1
m ← m + 1 } }

Figure 4.2: Generation of an inversion sequence according to [99], 𝑝𝑒𝑟𝑚 is an array holding
the permutation and 𝑖𝑛𝑣 is an array holding the inversion sequence.

ordering can be easily decoded from the inversion sequence. Figure 4.3 shows an algorithm
for decoding the inversion sequence.

for i ← N..1 do
{ for m ← i + 1..N do

if posm ≥ invi + 1 then posm ← posm + 1
posi ← invi + 1 }

for i ← 1..N do permposi = i

Figure 4.3: Decoding of an inversion sequence according to [99]

In Figure 4.3, the 𝑝𝑒𝑟𝑚 and 𝑖𝑛𝑣 variables are, again, the arrays holding the permutation
and the inversion sequence respectively, and 𝑝𝑜𝑠 is an array used to store intermediate
results. Figure 4.4 shows an application of the one-point crossover operator to chromosomes
representing a permutation using the inversion sequence. The usage of this encoding led to
better convergence than the partially-mapped crossover (PMX [30]) operator [99].

Figure 4.4: Applying a crossover operator to an inversion sequence according to [99]

4.1.2 Instructions Related Changes

The changes introduced to the HW part of the architecture required some additional changes
in the SW part. Once, more connection options are enabled among the modules, it is
necessary to adequately adapt the range of input and output connections during their initial
random generation and mutation. In the previous version of the framework, the inputs
were allowed to be constants or register indices. To support the interconnections between
individual modules the latter one has to be changed, in order to enable the connection
of the input either to a specific register or to an output of a module which precedes the
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current module in the module order specified by the HW part. Therefore, the parameter
𝑛𝑖𝑛 ∈ N specifying the connection is generated from the interval < 0, 𝑛𝑎𝑣𝑎𝑖𝑙). The number
of available connections 𝑛𝑎𝑣𝑎𝑖𝑙 for an input of module 𝑀𝑖 can be computed as

𝑛𝑎𝑣𝑎𝑖𝑙 = 𝑟 +
𝑖∑︁

𝑗=1

𝑛𝑜𝑗 , (4.1)

where 𝑟 is the registers count and 𝑛𝑜𝑗 is the number of outputs of module 𝑀𝑗 . Let us suppose
there is an individual with 5 modules ordered by a permutation (2, 1, 3, 5, 4). Figure 4.5
shows the number of inputs available for module 𝑚3. Available inputs (shown as filled
circles) in this case are 3 registers, one output of module 𝑚2 and two outputs of module
𝑚1. Outputs of modules 𝑚4,𝑚5, . . . are not available, because those modules are not
preceding the 𝑚3 module in a permutation. Therefore, the number of available inputs for
module 𝑚3 is 𝑛𝑎𝑣𝑎𝑖𝑙 = 3 + 1 + 2 = 6.

reg1

reg2

reg3

m2 m1 m3 m5 m4

Figure 4.5: Available inputs (shown as filled circles) for module 𝑚3

This change in generation of the connections imposes also some changes on instruction
execution. When the instruction is executed, used modules are evaluated one by one in the
order specified by the chromosome. During the module execution the available inputs are
limited to registers and outputs of preceding modules.

If any of the preceding modules used by the instruction is disabled, the parameter
specifying the input connection can be greater than the number of inputs actually available.
This issue is addressed by performing the modulo operation using the actual number of
available inputs. That means the instruction stays valid even after one of the modules used
is disabled (e.g. by a mutation). However, the connection could then possibly point to
another module output or register than before. This way of the instruction execution also
ensures program validity when the order of modules is changed.

The last change imposed by the change of the framework is related to the module
outputs. In previous version of the framework, module outputs had to be connected to
registers. Considering the possibility to connect the module output directly to another
module input, there is no need to store the output of an intermediate module in a register,
as it is subsequently processed as an input of next module. It is now possible for a module
output to be specified as “no reg”, which ensures that the output value can be used by
other modules, but will not be stored to a register.

4.2 Input Modules
Another issue revealed during the initial experiments was the inability of the framework to
process the inputs sequentially by one individual and in parallel by another individual. This
limitation had not been too obvious in the previous version of the platform, as there was
typically just one module operating at a time. However, after introducing the possibility to
create a topology of modules, the need to provide the inputs for all the modules executed
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becomes clear. Theoretically, it would be possible to load all the needed inputs to registers
and pass them to appropriate modules. However, this would be impractical due to a
nature of IN instruction, which loads one input at a time. Therefore, to provide 𝑁 inputs
needed to execute an instruction utilizing several modules would assume the existence of
𝑁 instructions of the IN type preceding the instruction in question. This would, obviously,
complicate the evolution of a program, as those blocks of IN instructions could get easily
destroyed by genetic operators.

The idea of our solution came from CGP, where the nodes are connected either to other
nodes or to primary inputs. As this approach proved useful in CGP, its variation was
devised for the proposed platform. The issue was addressed by introducing a new module
type. According to the convention specified in Chapter 3.1.1, the input module is defined
as 𝑛𝑖 = 0, 𝑛𝑜 = 1, 𝑎 = 0, 𝑝 = 0, function 𝑑 is implemented as a nullary function (constant)
equal to 0 and function 𝑡 is defined to provide the current input (which it gets from the
environment) while setting the flags of the module.

As each input module represents one input, 𝑘–input system could be modelled by in-
stantiation of 𝑘 such modules.

The user can create several input modules and group them to form a specified number
of input groups. Then the sequences of the input values have to be supplied for individual
groups. After that the framework will set all the input modules to point to the first input
value of a respective input group sequence and when the input module is executed, all
modules of the same input group are updated to point to the next input value. When all
the inputs from a given input group are already processed during the simulation and an
input module from such an input group is executed, it returns the default value specified
for this input group (e.g. 0 or -1). When an input module returns the default value, its
zero and sign flags are set according to the value. Therefore, a program can react to the
fact that all inputs were processed by using a conditional jump.

It should be noted, that the input modules are not real modules. They are used primarily
to resolve the problem with many IN instructions needed in a program. After the solution
is found, the execution of these modules can be replaced by inserting actual IN instructions
before the instruction in question and connecting the modules to the registers storing the
input values.

4.3 Experimental Results
Several experiments were carried out to evaluate the proposed extensions. It is important
to keep in mind that a comparison with other methods can serve only as a rough assessment
of how good the proposed method is, because the proposed method evolves HW and SW
part simultaneously and has, therefore, to explore larger search space than the methods
evolving just a program for a common processor.

4.3.1 Newton-Raphson Division

This experiment was chosen mainly to verify the ability of the new version of the framework
to evolve solutions for iterative problems. This task was solved with a modified version of
CGP in [67].
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Table 4.1: LGP parameters used for Newton-Raphson division
Parameter Value
Population size 20
Max. generation count 100,000
Crossover probability 0.05
Mutation probability 0.7
Max. logical time 15,000
Max. program length 15
Modules used 2xADD, 2xMUL
𝑠 10
𝑛𝑖𝑡 10

Problem Description

Newton-Raphson iterative division is an algorithm that finds the quotient of numbers 𝑁
and 𝐷 (0.5 ≤ 𝐷 ≤ 1.0), iteratively. The main principle of this algorithm lies in finding the
reciprocal of the divisor 𝐷 and then multiplying it by 𝑁 to find the desired quotient. The
iterative expression for finding the reciprocal is

𝑋𝑖+1 = 𝑋𝑖 +𝑋𝑖(1−𝐷𝑋𝑖) = 𝑋𝑖(2−𝐷𝑋𝑖) (4.2)

This experiment was limited to finding the reciprocal of 𝐷 such as in [67]. The parame-
ters of LGP used for this experiment are listed in Table 4.1. The fitness function is defined
as

𝑓𝑜 =
1∑︀𝑠

𝑖=1

∑︀𝑛𝑖𝑡
𝑗=1

|𝑌𝑖𝑗−𝑇𝑖𝑗 |
|𝑌𝑖𝑗−1−𝑇𝑖𝑗−1|

, (4.3)

where 𝑠 is the number of different target reciprocals (randomly generated), 𝑛𝑖𝑡 is the number
of iterations, 𝑌 is the output value and 𝑇 is the expected value. The fitness function was
chosen to be the same as in [67] to keep the differences between the compared methods as
small as possible.

Results

After performing 200 independent runs the results were analyzed. A solution was found in
17.5 % of runs and the computational effort needed to find a solution with 99 % probability
of success is 2.2×107. This is quite an interesting result, as the computational effort of CGP
was of the same magnitude, despite that CGP search space was significantly smaller. After
detailed analysis of all the solutions it was found that all of them had similar structure.
The Newton–Raphson expression was always found in an expanded form 𝑋𝑖+1 = 𝑋𝑖+𝑋𝑖−
𝑋𝑖𝐷𝑋𝑖 and there was no solution which would utilize the constant 2. This result is not
surprising as CGP [67] produced the same expression.

Figure 4.6 shows one of the solutions evolved. As can be seen, it performs an addition
𝑋𝑖 + 𝑋𝑖 and a multiplication 𝑋𝑖𝑋𝑖 in a first step. In the second step, it computes a
multiplication 𝐷𝑋2

𝑖 and subsequently computes 2𝑋𝑖 − 𝐷𝑋2
𝑖 . This solution utilizes only

one multiplier module. However, there were also the solutions utilizing both adder modules
and both multiplier modules. Such solution could compute whole iteration in one step.
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ADD r0 ADD r1, r1 -> r0; MULT r1, r1 -> r1

JMP -4

OUT r1

MULT
r1

r2

r0 r1SUB MULT r1, r2 -> im2; SUB r0, im2 -> r1

r1

r1

MULT r1
r1

r1

HW SW

IN r2, i0

INC r1 -> r1

INC r1r1

Figure 4.6: Example of a solution of Newton-Raphson division experiment

4.3.2 Finding the Maximum

This experiment was chosen to verify the ability of the framework to find various (sequential
and parallel) different solutions during one run of LGP.

Problem Description

The task is to find an architecture calculating the maximum out of 8 input values. There are
no further constraints on the number of inputs of the evolved HW part or a processing time.
After providing all 8 input values, all successive values will be zeroes and the zero flag of the
input module will be set, so the architecture can take an appropriate action. The evolution
parameters are listed in Table 4.2. In this experiment a new module type (comparator)
was involved. The comparator module (CMP) has two inputs and two outputs and when
executed, it sends the smaller value to the first output and the greater one to the second
output. The functionality fitness component is defined as the number of correct outputs
from 16 semi–randomly generated 8–tuples.

Table 4.2: LGP parameters used for the Maximum task
Parameter Value
Population size 50
Max. generation count 20,000
Crossover probability 0.05
Mutation probability 0.7
Max. logical time 500
Max. program length 10
Modules used 8xIN, 8xCMP

Results

After performing 3,000 independent runs the results were analyzed. Out of the total number
of 3,000 runs over 62 % have successfully found a solution, with the computational effort of
1,026,114. The evolution was able to find various completely different solutions, including
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sequential and parallel solutions. The results were sorted by their area fitness and speed
fitness. For the sake of clarity, the fitness values were scaled to range < 0, 100 > (the higher
the better for both values). The non-dominated solutions are depicted in Figure 4.7.
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Figure 4.7: The best fully–functional solutions of the maximum experiment

To show the progress of the evolution, two subsets of runs were selected. The first
subset contained only the runs, which led to a minimal area solution (the rightmost ones in
Figure 4.7). Maximal values of the speed fitness and the area fitness were considered and
the average value for each generation was computed from a particular subset. Figure 4.8
shows that both speed fitness and area fitness start at higher values and then drop rapidly.
This is implied by the fact that the individuals with higher functionality override other
individuals even if those have higher speed and area fitness. When the functionality reaches
a satisfactory level, the area fitness starts to grow, while the speed fitness still decreases.
This corresponds to the expected trade-off between the area and speed.

The second subset is composed of the runs that led to solutions with maximal speed.
Figure 4.9 shows that the speed fitness grows as expected, but after approximately 10,000
generations the area fitness also grows, so it appears there is no trade-off. After the in-
vestigation of the results it was found out that the individuals tend to use more resources
than needed at the beginning and the resources are optimized during later generations. The
trade-off, however, still exists.

Another interesting fact discovered during the analysis was that some solutions were
general and could process an arbitrary number of values, whereas other solutions were
limited to 8 input values. The general solutions were likely to appear among the solutions
with smaller area, as the evolution had to develop a loop to process all the inputs, whereas
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large area solutions could process all the inputs by one instruction and then output the
result.

Figure 4.10 shows one of the solutions evolved. This solution is general, as the inputs
are processed in a loop. During each iteration of the loop, two inputs are loaded, compared
and the greater of them is passed to another comparator, where it is compared with the
value stored in register 𝑟0 and the greater of the values is stored back to 𝑟0. Therefore, the
𝑟0 register contains always the maximum of inputs already processed.

IN3

EXEC MODS

JSMOD1 -1

OUT r0

CMP
r0

IN1

HW SW

CMP r0

Figure 4.10: An example of a solution of a maximum experiment

4.3.3 Parity

This problem was chosen because it is one of typical problems solved using various evo-
lutionary circuit design techniques. Another reason was to find out, whether additional
modifications of the platform, potentially speeding up the evaluation could be used.

Problem Description

In this experiment, the goal is to find an architecture, which computes parity of the binary
inputs provided. The parameters used for the experiment were the same as in the previous
case, but the comparator modules were substituted by XOR modules. The functionality
fitness component in this case was the number of correct outputs.

Results

After performing 3,000 independent runs of LGP the results were evaluated. The compu-
tational effort (2,358,430) was surprising as this value is more than twice as large as in the
previous experiment, though the problem is quite similar and XOR modules have just one
output, whereas the comparator has two outputs.

After some investigation it was concluded that the result is significantly influenced by the
definition of the fitness function. Because the XOR function gives just two possible results
for each input combination (i.e. 0 or 1), even bad solutions can get quite high fitness. For
example, when a candidate solution is a constant (log. 0) producing function, half of the
input combinations are evaluated as correct. Therefore the right solution has to have a
relatively high fitness value before it is considered better than some of the bad solutions.
Despite these problems many correct solutions with various area/speed trade-off were found.
The parameters of the best fully–functional solutions are depicted in Figure 4.11.

Figure 4.12 shows one of evolved solutions which is fast and resource consuming, but
optimized for 𝑛 = 8 and does not process any subsequent inputs. This form of the solution
is usually evolved by evolutionary techniques that are not capable of executing loops or
creating automatically defined functions (such as standard CGP).
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Figure 4.11: The best fully–functional solutions of the parity experiment
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Figure 4.12: Parallel solution for parity

EXEC MODS   // Execute modules by topology
JSMOD4    -1   // Repeat while the inputs are available
OUT reg2

HW Part

SW Part

IN4
XOR1

REG2
REG2

Figure 4.13: Sequential solution for par-
ity

On the other hand, the solution depicted in Figure 4.13 is slower and less expensive. It
is also a general solution to the priority problem, as the inputs are loaded in a loop until
there are no more inputs available. The computational effort can hardly be compared with
other evolutionary techniques as they usually do not use the XOR module, but try to force
the evolution to compose the solution from AND, OR and NOT modules.

4.3.4 Summary

An important conclusion is that the platform can automatically synthesize multiple imple-
mentations, ranging from purely sequential solutions to highly optimized parallel solutions,
for a given behavioral specification. This is obviously a fulfilment of one of the goals defined
for the thesis, as the designer is provided with multiple solutions and can choose the one
best suiting the particular application requirements.
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Chapter 5

Extended Platform:
Microinstruction-level Modules
Deactivation

Throughout previous experiments with the framework, low flexibility regarding the strategy
in which modules are used was detected. In this chapter, the issue is explained in detail and
an appropriate solution is introduced. The proposed extension of the platform is evaluated
with two challenging problems: sigmoid function approximation and image filter design.

5.1 Modules Deactivation
As already stated, the header of a microinstruction includes the information about the
modules used. This information had to be hardcoded in the instruction set and could not
be changed in any way by the EA. Therefore if the architecture should be able to perform
various instructions utilizing different combinations of modules, all such instructions would
have to be specified in the instruction set. For example, if the architecture employs 8
modules, there should be
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)︀
+
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= 254 instructions operating

with the modules in the instruction set. The number of instructions can be easily handled as
the instruction set is generated automatically. However, there are other problems imposed
by the excessive number of instructions. First, there is a high probability of destroying
vital parts of a program when a mutation changes the instruction type. Second, if large
number of modules is used, there is a high probability that some important output of a
module stored in a register gets overwritten by another module, which does not have to be
used at all.

Let us analyze the following situation. The architecture contains 8 modules, two of
them performing addition and another one performing multiplication. The functionality
of other modules is not important in this example. The framework discovered a candidate
solution providing the expected outputs, i.e. 𝑦 = (𝑖2 + 𝑖3)𝑟1. This solution is depicted by
black parts of Figure 5.1. It is obvious that the output of the multiplier module is not used
in the first instruction. Presuming the latency of the multiplier is longer than the latency
of the adder, this solution is sub-optimal, as the first instruction takes longer than it has
to. If the multiplier were disabled at the architecture level, it would shorten the latency,
but the result would be invalid, as the multiplier was used also by the second instruction.
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MULT i0, i1 -> im1; ADD i2, i3; ADD im1, i5 -> r1

MULT r0, r1 -> r2

OUT r2

HW SW

Figure 5.1: Candidate solution. The instructions are separated by the dashed lines.

The only possible way of achieving better speed fitness is applying the mutation that
replaces the first instruction with the instruction performing only the addition. It has to be
noticed, that the mutation operator is implemented in such way that it randomly chooses
a new instruction and generates random input and output connections for the modules.
To achieve the desired effect, the mutation would need to choose the right one out of 254
possible instructions and generate the same input connections (𝑖2, 𝑖3) and output connection
(𝑟0), what is quite unlikely.

To address this issue a modification of the SW part of the chromosome is proposed. This
modification adds another property to the microinstructions encoded in the SW part of the
chromosome (the format of the instructions is not changed). It can be thought of as a bit
string defining which modules are utilized by the microinstruction. This property is used
during the microinstruction execution and if the module is not utilized by the microinstruc-
tion, it is skipped and its outputs are not available as the inputs for subsequent modules.
This way, a particular module can be disabled in context of individual microinstruction. It
should be noticed that deactivated (i.e. unneeded) modules do not spoil the values stored
in the registers. For example, if the output of the multiplier (in the first instruction in
Figure 5.1) were connected to 𝑟0, it would overwrite the value stored by the adder and the
outputs would not be correct. Deactivating such module would be, therefore, beneficial.

Regarding the extension, an additional mutation operator was introduced that randomly
flips the bits of the aforementioned bit string of a particular microinstruction. The situation
described in the previous paragraph can therefore be simply solved by deactivating the
multiplier in the first microinstruction using this new mutation operator. The module
deactivation mask is an integral part of the instruction. If the instruction is moved (e.g.
by a crossover), it retains its mask.

The downside of this approach is that the inputs of subsequent modules that were
previously connected to the outputs of the deactivated module have to be reconnected to
other points. This can possibly lead to producing incorrect results. However, the probability
of such corruption is still lower than in the previous version of the framework, where the
whole instruction had to be changed.

Another advantage of the proposed extension is simpler generation of the instruction
set. The simplest approach is to specify just the instruction utilizing all the modules and
let the evolution disable the unneeded modules at the microinstruction level. There is
also a possibility to divide modules to separate groups. For example, one instruction can
utilize all the modules performing Boolean operations and another instruction can utilize
the modules performing arithmetic operations as there is usually no point in combining
Boolean and arithmetic modules in the scope of one instruction.
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5.2 Case Study 1: Sigmoid Function Approximation
The proposed framework will be evaluated in the task of sigmoid function approximation,
which is an important component of hardware implementations of neural networks. In order
to reduce a bias of the method, only the inputs and expected outputs will be provided in
the training set.

5.2.1 Problem Description

The sigmoid function is defined as
𝑦 =

1

1 + e−𝑥

and has the derivative
𝑑𝑦

𝑑𝑥
= 𝑦(1− 𝑦)

The existence of the first derivative is crucial for artificial neural network training algo-
rithms. Moreover, the sigmoid function is symmetrical with the point of symmetry at (0,
0.5). Therefore, its value for negative values of 𝑥 can be computed as 𝑦(−𝑥) = 1− 𝑦(𝑥).

A straightforward implementation of the sigmoid function is very resource demanding.
Hence there is a need for its approximation. Most implementations of such approximations
can be divided into three groups: piecewise linear approximations, piecewise second-order
approximations and purely combinational approximations. There are also other approaches,
e.g. lookup tables or recursive interpolation, but as stated in [98] they are outperformed
by the three aforementioned approaches in terms of precision, area or speed, so they will
not be further discussed in this paper.

The main goal of the experiments is to find out, whether the proposed framework is
capable of finding some of these solutions on its own. As little information as possible
was exposed to the framework so the solutions found can be considered as new designs
discovered by the evolution. Some decisions were made regarding the inputs and outputs
representation. Although the framework is capable of working with floating point numbers,
the HW implementation of floating-point arithmetics is more resource demanding compared
with fixed-point arithmetics [76]. Hence the fixed-point representation was chosen. In terms
of a bit width, the decision was made to use the representation with 6 fractional bits, as
according to [98], this precision should be sufficient for implementing a reliable forward
operation of a neural network.

5.2.2 Experiment 1: Using the Arithmetic Operations

The first experiment was based on the premise that the sigmoid function could be approx-
imated on some interval by another function using less HW resources, but with required
precision.

Experiment setup

The modules allowed for use by the framework were 1 input module, 2 multipliers, 2 ALU
modules and 2 bit shifters. The ALU modules can implement various basic arithmetical
operations based on the function selection input. Namely these operations include addition,
subtraction, incrementing and decrementing by one (in terms of the chosen fixed-point
representation, where the increment is equal to 0.015625 for 6 bit inputs).
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Table 5.1: EA parameters used for the first experiment

Parameter Value
Population size 50
Max. generation count 200,000
Crossover probability 0.1
Mutation probability 0.7
Max. logical time 300
Max. program length 10

The training set was composed of 32 evenly distributed samples from the interval [0; 4].
The testing set was the whole set of possible inputs (i.e. 256 values). The parameters of
the evolution are summarized in Table 5.1. The values of population size, crossover and
mutation probabilities were chosen empirically based on previous experiments and several
hundreds of runs with different values of these parameters. The maximum program length
was chosen to be 10 instructions as during the aforementioned runs the output usually took
place among the first ten instructions. The maximum logical time was inferred from the
delays of the modules available and the maximum program length. The functionality fitness
was defined as

𝑓𝑜 =
100

𝑛𝑠

𝑛𝑠∑︁
𝑖=1

1

1 + (𝑒𝑖 − 𝑜𝑖)2
,

where 𝑒𝑖 is 𝑖𝑡ℎ item from the sequence of expected outputs (𝑒1, 𝑒2, ...𝑒𝑛𝑠), 𝑜𝑖 is the 𝑖𝑡ℎ

output generated by the framework and 𝑛𝑠 is the number of samples. The functionality
fitness could therefore range from 0 to 100. Other parts of the fitness (speed, area and power
consumption) were left to default. The termination condition was set to stop the evolution,
when all the generated outputs are sufficiently precise (i.e. at least first six fractional bits
are correct).

Results

100 independent runs were carried out and the solutions found were then examined to
assess their quality. The framework was able to find the solution in 19 % of runs. The
computational effort needed to find the solution (i.e. 7,520,000) was calculated according to
[48]. To the best of our knowledge, no study has investigated the same problem. Therefore
the sextic polynomial symbolic regression problem was chosen for comparison as it is a
problem of comparable complexity and it has already been tested with one of the older
versions of the proposed framework. Table 5.2 shows the computational efforts needed to
find the solution by various approaches. Note there was no successful run in the sigmoid
approximation experiment when conducted on the previous version of the framework, while
it succeeded in the sextic polynomial regression experiment with the computational effort
comparable to other methods. The sigmoid approximation could be, therefore, considered
more complex problem than the sextic polynomial regression.

Afterwards the obtained solutions were examined. One of the solutions found is depicted
in Figure 5.2. It implements the formula

𝑦 = 1− 2−1(1− 2−2𝑥)2,
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Table 5.2: Comparison of the computational effort with sextic polynomial symbolic regres-
sion

Problem Method Computational effort
Sextic polynomial GPP ℳ1,2 [53] 5,310,000

GP [48] 1,440,000
Original framework [68] 990,000
GPP ℳ8,8 [53] 540,000

Sigmoid approximation Proposed framework 7,520,000
Previous framework version no solution

SHR

SUB

x
2

1
r0

r0

1
r1

OUT: 1 - 2-1(1 - 2-2x)2

SUB SHR x, 2 -> im1; SUB 1, im1 -> r1

SUB 1, r0 -> r0

OUT r0

HW SW

MULT
r1

r1 1
r0SHR MULT r1, r1 -> im2; SHR im2, 1 -> r0

Figure 5.2: Example of evolved solution in Experiment 1

which is the expression realizing piecewise second-order approximation proposed by Zhang
et al. [114]. Minor differences are present due to the fact the solution found by the
framework implements the approximation only for the interval [0; 4]. Moreover, the ap-
proximation of Zhang et al. utilized the nature of their chosen binary encoding to replace
the addition/subtraction by exclusive-or.

Multiple variations of the correct solution were found. Most of them were computing
the approximated value in the expanded form as

𝑦 = −2−5𝑥2 + 2−2𝑥+ 2−1.

Some of those solutions were found to be sub-optimal in terms of area and speed, as
they used multiplication by a constant instead of a simple bit shift. Apart from that,
some solutions were generated that even utilized both multipliers in parallel and, therefore,
achieved lower area fitness but the highest speed fitness out of all the solutions found.
Figure 5.3 shows that various non-dominated solutions were discovered. The trade-off
between the speed and area fitness is clearly seen.

5.2.3 Experiment 2: No Multiplication

The framework was quite often able to find a solution utilizing the multiplier module.
However, multiplication is quite expensive in terms of the area used. Therefore, the next
step was to find a solution that would not need the multiplier. One of such solutions (the so-
called PLAN approximation) was proposed in [4]. This solution approximates the sigmoid
by 4 linear segments (see Figure 5.4).

61



20

30

40

50

60

70

40 50 60 70 80 90
A

re
a 

fit
ne

ss
Speed fitness
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Figure 5.4: PLAN approximation [4]

Each of the segments is used for some part of the interval. These segments can be
described by the equations and appropriate intervals presented in Table 5.3. In this case,
the multiplications by coefficients can be replaced by bit shifts. The corresponding HW
implementation would, however, be relatively complex as it uses direct transformation of
the inputs to outputs. Finding such a system at once using LGP would probably be nearly
impossible. So the goal of our experiment was just to find a piecewise linear approximation
of the sigmoid function.

Experiment setup

The setup remained almost the same as in previous experiment except the multipliers being
removed. In the first experiment, only the first output for each sample was processed.
However in the case of linear approximation, it could be beneficial to process more outputs
and choose the one best approximating the sigmoid function for a given sample. This
should enable the framework to evolve a program computing and outputting multiple linear
approximations. The fitness function was specified as
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Table 5.3: PLAN approximation of the sigmoid function [4]
Function Interval
𝑦1 = 0.25𝑥+ 0.5 0 ≤ 𝑥 < 1
𝑦2 = 0.125𝑥+ 0.625 1 ≤ 𝑥 < 2.375
𝑦3 = 0.03125𝑥+ 0.84375 2.375 ≤ 𝑥 < 5
𝑦4 = 1 5 ≤ 𝑥

0,5

0,6

0,7

0,8

0,9

1

0 1 2 3 4

y

x

sigmoid y1 y2 y3 y4

0,5

0,6

0,7

0,8

0,9

1

0 1 2 3 4

y

x

sigmoid y1 y2 y3

Figure 5.5: Linear approximation A Figure 5.6: Linear approximation B

𝑓𝑜 =
1

1 +
𝑠∑︀

𝑖=1
min
∀𝑜∈𝑂

𝑑(𝑜, 𝑒𝑖)

,

where 𝑠 is the number of samples, 𝑒𝑖 is the expected output for 𝑖𝑡ℎ sample and 𝑂 is the
set of outputs generated by the individual for particular sample. Therefore, the program
is allowed to compute multiple approximations for a given sample, output them and the
fitness function will choose the best one. This way, parts of the target sigmoid function can
be approximated by different evolved functions.

Results

Out of 200 independent runs, a suitable solution was found in 2.5 % of cases. Outputs
of one of the most precise solutions are depicted in Figure 5.5. The solution (denoted A)
differs from the original PLAN approximation. This is mainly due to the fact that the
PLAN approximation is not bound only to interval [0; 4] as the evolved solution is. The
evolved solution utilizes this restriction to approximate the last segment of the interval by
constant 0.96875, whereas in PLAN approximation the constant segment is used for inputs
𝑥 ≥ 5. Moreover, the gradient of the third segment differs from the PLAN approximation.
That is, again, probably due to the interval restriction as the evolved solution does not have
to approximate the values between 4 and 5, where the gradient of the PLAN approximation
is feasible.

Table 5.4 shows the description of the linear functions obtained by the analysis of SW
part of the evolved solution. The intervals are given by the fitness function (i.e. the segment
with the closest value is taken). In the case of multiple possible points, the boundary of the
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Table 5.4: Description of segments – so-
lution A

Table 5.5: Description of segments – so-
lution B

Function Interval
𝑦1 = 0.25𝑥+ 0.5 0 ≤ 𝑥 < 1
𝑦2 = 0.125𝑥+ 0.625 1 ≤ 𝑥 < 2.5
𝑦3 = 0.0625𝑥+ 0.765625 2.5 ≤ 𝑥 < 3
𝑦4 = 0.96875 3 ≤ 𝑥

Function Interval
𝑦1 = 0.25𝑥+ 0.5 0 ≤ 𝑥 < 1
𝑦2 = 0.125𝑥+ 0.625 1 ≤ 𝑥 < 2.5
𝑦3 = 0.0625𝑥+ 0.75 2.5 ≤ 𝑥

Table 5.6: Comparison of average 𝐸𝑎𝑣𝑔 and maximum 𝐸𝑚𝑎𝑥 error

Approximation 𝐸𝑚𝑎𝑥 𝐸𝑎𝑣𝑔

Plan approximation 3.13 % 0.92 %
Solution A 3.13 % 0.61 %
Solution B 3.13 % 0.83 %

interval was chosen to be the number with the least fractional bits for better readability of
the table. Another solution (denoted B) is shown in Figure 5.6 and the description of the
linear segments is given in Table 5.5. It is similar to solution A, but uses just three linear
segments.

Finally, the original PLAN approximation and the two evolved solutions were compared
in terms of the average and maximum error. The results are listed in Table 5.6. The
maximum error is the same but the average error is smaller for both evolved solutions.
Therefore those solutions could be considered superior to the original PLAN approximation
in the interval [0; 4]. The framework therefore succeeded in evolving the solution suited
specifically for this restricted interval and as argued in [98], this interval is sufficient in
many applications. The solution can therefore be considered as an improvement of an
existing solution.

5.2.4 Experiment 3: Combinational Approximation

The last approach is a purely combinational approximation. It is based on the fact that
when both the input and output have a bit width restricted to only a few bits, it is possible
to perform a direct bit-level mapping. More formally, the bit-level mapping can be expressed
as a sum-of-products (SOP). The SOP can be minimized using a procedure such as Quine–
McCluskey [61] and the result can be implemented by AND, OR and NOT gates. We will
show that combinational approximation can be evolved using the proposed framework.

Encoding

The bit widths should be as small as possible while still maintaining the required precision.
As the previous experiments were carried out at the [0; 4] interval, the inputs were chosen
to have 2 integral bits, so the [0; 4) interval is covered. The output is restricted to interval
[0.5; 1], so the outputs were chosen to have 0 integral and 6 fractional bits to provide
the same precision as the previous experiments. The number of input fractional bits was
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decided to be 3 as, according to [98], it should provide a sufficient precision for neural
network operation.

Experiment setup

The input was chosen to have 2 integral and 3 fractional bits, therefore the modules allowed
to use by the framework were 5 input modules (one for each bit) providing the bit value
and its complement and 20 Boolean modules. Boolean modules can implement bitwise
AND, OR, NAND or NOR. These modules were chosen to have 5 inputs. Four of them are
used for actual inputs and the last one is used for Boolean operation selection. Four inputs
were chosen as it is a typical number of binary inputs for a function that can be realized
by a single look-up table in a field programmable gate array. The number of 20 Boolean
modules is quite high compared to experiments performed with the previous version of
the framework. It should, however, assure that the evolution wouldn’t be too limited by
available resources and confirm that the proposed modules deactivation works as expected.
Other parameters of LGP were the same as in previous experiment.

The complete set of all the input combinations was chosen as the input set, because the
goal of the experiment was to find a solution giving the correct outputs for all the input
combinations. As only Boolean operations were used in the modules, a parallel circuit
simulation and compact representation of the truth table with 32 bit integers could be used
(according to [79]). The evaluation of the whole training set was then done in one program
execution. The outputs were processed in the same manner. The evolution was performed
separately for all 6 individual outputs.

Modification of Boolean modules evaluation

After performing several runs, it was observed, that the candidate solutions tend to output
0 or -1 (all bits set). As all possible input combinations are processed at once, it has an
interesting side-effect. The training set contains all the combinations of input bits. As none
of the inputs is 0 or 1 for all the input combinations, none of the 32bit values representing
the inputs can be 0 (all zeroes) or -1 (all ones). The same holds for the outputs. These
values can, therefore, be ignored as they only spoil the computation. The modification was
made that the Boolean module replaces 0 values on its inputs by -1 values when operating
as AND/NAND. When it operates as OR/NOR, the -1 values are replaced by 0 values.
This way, such inputs do not affect the output of a module. This change reportedly lowered
the computational effort by approx. two orders of magnitude.

Results

As the first fractional bit is known to be 1 for the whole positive domain, the first runs
were performed for the second fractional bit of the output. The solution was found and
compared to the solution sig_236 proposed in [98] (see Tables 5.7 and 5.8). The expressions
in the tables use the notation from [98], where the input is of form 𝑥4𝑥3.𝑥2𝑥1𝑥0. Redundant
input bits in expressions in Table 5.7 are caused by redundant connections of corresponding
module. This can happen as such connection influences neither the result correctness nor
the speed or area fitness. Such connections could be easily identified and removed manually
or some area would have to be assigned to the connections, so the framework would remove
them automatically while trying to minimize the area used. Another difference is the
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Table 5.7: Logic equations of the solution
evolved for the second bit

Table 5.8: Logic equations for the second
bit of sig_236p [98]

Term Expression
𝑖𝑚1 𝑁𝑂𝑅(𝑥3, 𝑥0)
𝑖𝑚2 𝐴𝑁𝐷(𝑥3, 𝑥3, 𝑥1)
𝑖𝑚3 𝐴𝑁𝐷(𝑥3, 𝑥2, 𝑥2)
𝑖𝑚4 𝑂𝑅(𝑖𝑚2, 𝑥4)
𝑜𝑢𝑡𝑝𝑢𝑡 𝑂𝑅(𝑖𝑚4, 𝑖𝑚3, 𝑖𝑚1)

Term Expression
𝑝2 𝐴𝑁𝐷(𝑥4)
𝑝4 𝐴𝑁𝐷(𝑥4, 𝑥3, 𝑥2, 𝑥0)
𝑝17 𝐴𝑁𝐷(𝑥3, 𝑥0)
𝑝19 𝐴𝑁𝐷(𝑥3, 𝑥1)
𝑝22 𝐴𝑁𝐷(𝑥3, 𝑥2)
𝑜𝑢𝑡𝑝𝑢𝑡 𝑂𝑅(𝑝2, 𝑝4, 𝑝17, 𝑝19, 𝑝22)

presence of 𝑥3 ∨ 𝑥0 instead of 𝑥3 ∧ 𝑥0. According to the rules of Boolean algebra these
expressions are equivalent, so it’s not a difference in terms of functionality.

The most important difference, however, is the absence of 𝑥4 ∧ 𝑥3 ∧ 𝑥2 ∧ 𝑥0. After
the examination it was concluded that the absence of this expression is correct, because
it gets minimized due to 𝑥4 input as 𝑥4 ∨ (𝑥4 ∧ 𝑥3 ∧ 𝑥2 ∧ 𝑥0) minimizes to 𝑥4, which is
included. Presence of such an expression in sig_236 could possibly be a mistake or some
side-effect of the synthesis (not reported in [98]). This could happen e.g. in the case when
some gates are shared by multiple outputs. In such case, it would be in accordance with
aforementioned disadvantage of separate outputs evolution. However no evidence has been
found to prove this. Afterwards the solutions were successfully found for all subsequent
output bits, therefore the evolution succeeded in reinventing the sig_236p approximation
presented in [98].

These results have shown that the framework can be used to find the solutions for a
wide variety of problems without the need of modifying the underlying algorithms. In most
of the experiments, it was sufficient to specify the inputs and expected outputs, choose the
modules available and define the functionality component of the fitness function.

5.3 Case Study 2: Image Filters
During the last two decades, low-cost cameras were employed in many types of electronic
devices, e.g. mobile phones, laptops, cars and even watches. As the quality of image
preprocessing strongly influences subsequent image processing, the demand for high-quality,
low-cost image filters started to grow. Traditionally, linear filters were the most popular.
However, there are many areas, where nonlinear filters were proven to give better results
[5]. This is strongly influenced by a fact that image signals are usually nonlinear. Another
important requirement is the low power consumption of such filters, as they are often used
in battery-operated portable devices, where the power consumption is a critical factor.
The evolutionary techniques (particularly CGP) have been successfully used to design such
filters [86, 87].

5.3.1 Problem Description

The impuls noise is one of the most common types of noise. It is caused mainly by the
imperfections of an image sensor. There are two basic types of an impulse noise – the salt
and pepper noise and the random-valued shot noise. The first one causes some pixels to
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have maximal or minimal value. The latter one causes a random change of some pixels’
value. These two types of noise are depicted in Figure 5.7.

(a) Original image (b) Salt-and-Pepper noise (c) Random-valued noise

Figure 5.7: Examples of different types of noise – (a) Original image, (b) Salt and pepper
noise with p = 5%, (c) Random-valued noise with p = 5%

Whereas the linear filters operate in a frequency domain, the nonlinear filters operate
in a spatial domain. That means a nonlinear filter operates with the values of pixels in
the neighbourhood of the pixel processed. This mechanism is usually implemented using
a sliding window function. A sliding window function provides the values of a pixel pro-
cessed and pixels in a neighbourhood to a nonlinear filter and stores the resulting pixel to
the filtered image. This way all the image pixels are processed and the filtered image is
produced. Figure 5.8 shows an example of such process.

Figure 5.8: Sliding window function and nonlinear filter applied to an image accordint to
[101]

Notice the labels 𝑝0, 𝑝1, . . . 𝑝8 inside a sliding window. These labels are used in the
following text to refer to particular pixels.

One of the most popular nonlinear filters is a median filter [37]. This filter takes the
inputs provided by a sliding window function, sorts them and selects the median as an
output. This method is popular mainly due to its straightforward and resource efficient
implementation. However, the downside of this type of a filter is that, apart from filtering
the noise, it reduces overall image quality, as it replaces all the pixels with the median
value.
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5.3.2 Framework Settings

The goal of this experiment was to verify if the proposed platform is able to evolve an image
filter for salt and pepper noise. The intensity of a noise was chosen to be 5 % as this is
the most common type of an image filter approached by means of evolutionary techniques
in literature. As a training image the picture of Lena was used. For the sake of faster
evaluation, 128 x 128-pixel version of the image was chosen.

The source image is grayscale, so the bit widths of all registers were limited to 8 bits.
As we do not want to bias the evolution towards any particular solution, all the modules
used during previous experiments were allowed. Except these modules, the input modules
were defined in such way that they would provide the values of pixels 𝑝0, 𝑝1, . . . , 𝑝8 currently
contained in the sliding window. Other HW and LGP parameters are listed in Table 5.9.

Table 5.9: Parameters of the image filter experiment
Parameter Value

Register count 10
Default register width 8b
HW/SW system inputs count 9
HW/SW system outputs count 1
Program size 20 instruction blocks
Population size 5
Maximal number of generations 50,000
Crossover probability 0.1
Mutation probability 0.7

The fitness function should reflect, how effectively the noise was removed. Therefore, it
is a comparison of filtered image pixels with corresponding pixels of original (uncorrupted)
image. Let 𝑣 denote the original image, 𝑤 the filtered image and 𝑊 and 𝐻 the width and
height of the original image respectively. As one pixel border is not processed due to the
size of a sliding window, the functionality fitness function would be defined as:

𝑓𝑜 =
1

(𝑊 − 2)(𝐻 − 2)

𝑊−2∑︁
𝑖=1

𝐻−2∑︁
𝑗=1

(︂
1− |𝑤(𝑖, 𝑗)− 𝑣(𝑖, 𝑗)|

255

)︂
The functionality fitness of an ideal filter would be 1 (i.e. the maximal possible value).

This would happen in case, when all the corrupted pixels were replaced by pixels with
the same value as corresponding pixels in the original image. However, this is practically
impossible, as the filter operates with the corrupted image, where the information are
already missing. It is possible to achieve such fitness for some special cases. For example, if
all the pixels of the original image were of the same color, the filter would be able to replace
all the corrupted pixels by this color and therefore restore the original image. However,
such filter would not be robust (i.e. will not perform well for other images). Hence, the
termination criterion was set to stop the evolution when 𝑓𝑜 ≥ 0.98.

68



5.3.3 Results

After performing several runs, some solutions fulfilling the termination condition were
found. Resulting images were analyzed and some solutions were chosen for analysis. These
solutions were then used to filter the 512 x 512 pixel version of the image. The results
of an evolved filter (denoted as F1) application are shown in Figure 5.9. After the first
application, the noise was apparently reduced, but there were still some corrupted pixels
left. After the second iteration the noise is significantly reduced and there is no obvious
decrease of image detail.

(a) Original image (b) Corrupted image (c) F1 - first iteration (d) F1 - second iteration

Figure 5.9: (a) Original image, (b) Image corrupted by 5% salt-and-pepper noise, (c) Image
filtered by one iteration of F1 filter, (d) Image filtered by 2 iterations of F1 filter

The solution is shown in Figure 5.10. The interesting part is the third instruction, where
a final pixel value is chosen from 𝑝0 and 𝑝2 using a multiplexer. This concept has been
already proposed in [94] as a switching-based filter. The concept of switching was primarily
intended to overcome the biggest disadvantage of an ordinary median filter, which affects
all the pixels instead of modifying just the corrupted ones. The main idea is adding the
noise detector to a filter. Based on the output of the noise detector, either original pixel
value or the result of the image filter is selected.

The value of a selector input is computed throughout all three instructions, but its
meaning is not really obvious. Let us analyze the computation of a selector input. In the
first instruction, the value of 𝑝0 is stored to 𝑟1, then it is incremented by one and the result
is stored to 𝑟2. In the second instruction, the bitwise AND operation is performed upon 𝑟1
and 𝑟2. Then, the result is compared to zero (IZ block) and if it is equal, the selector signal
of the multiplexer will have a value of 1, otherwise it will be 0. The formula can be written
as follows:

IN0 INC AND IZ IN2
output

r1
r2

r2

r1

r1

Figure 5.10: The evolved filter. Dashed lines separate individual instructions. Labels of
connections denote the register used to store the value between instructions. INC block
represents an incrementation, IZ block represents the IsZero function.
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IN2

IN7
r3

r2
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r5 r2 r2

r4

r0

r1

r1

r9

r9

r1

B

A

Figure 5.11: Solution employing the two-output input modules. Dashed lines separate
individual instructions. MUL block represents multiplication, CMP blocks represent com-
parator modules, that send the lesser of the inputs to the first output and the greater of
the inputs to the second output.

𝑠𝑒𝑙 = (𝑝0&(𝑝0 + 1)) == 0

The result of the formula is 1 for the following values of 𝑝0: 0, 1, 3, 7, 15, 31, 63, 127
and 255. With such noise detector, the filter affects only 9 of 255 values. In case the source
pixel’s value is equal to any of the aforementioned values, it will be replaced by the value
of a pixel 𝑝2 (the pixel right above the processed one). This explains the remaining noise
after the first application of the filter. In case the pixel above the processed one is also
corrupted, the processed pixel will get its (corrupted) value.

The discovery of a switching filter led to a decision to modify the input modules. Another
output was added to the input module. It outputs 1 if the input is minimal (0) or maximal
(255) value and 0 otherwise. The idea was to bias the evolution towards a filter design
rather than a noise detector design by giving it the information about possibly corrupted
pixels. Then, additional runs were performed. Many solutions similar to the one previously
discussed were found. The difference was they were using the second output of an input
module for pixel 𝑝0 as the noise detector. However, another interesting solutions were
found. One of them (denoted as F2) is shown in Figure 5.11.

There are several interesting parts. First of all, there is a part containing multiplier and
a comparator (A). The multiplier takes the value 𝑝8 and the second output of the input
module 𝐼0. Therefore, if the value 𝑝0 is 0 or 255 (i.e. the pixel is corrupted), the result
of a multiplication is 𝑝8. Otherwise, the result of multiplication is 0. Then, this value is
compared with the 𝑝0 value. Therefore, the result of the block A is either 𝑝8, when the 𝑝0
value is 0, or 𝑝0 otherwise. This way, the zero-valued pixels (pepper) are filtered.

70



Another interesting part (B) implements the sorting network for three inputs. Two of
these inputs are values 𝑝2 and 𝑝7. The third value is a slightly modified output of the block
A. If the output of the block A is 0, it can be changed to 1 by the subsequent comparators,
if at least one of the pixels 𝑝2 or 𝑝7 is corrupted. Otherwise, the output of the block A
remains unchanged.

The evolved solution, therefore, sorts the triple (𝑝0, 𝑝2, 𝑝7) or (𝑝8, 𝑝2, 𝑝7) and outputs the
middle value if the original pixel is corrupted. Otherwise, the pixel retains its original value.
It is, in fact, a variation of a median filter restricted to a subset of pixel’s neighbourhood.
It should be noted that the 𝑟7 register holds its value over several instructions. Similar
features were observed in many solutions, which was not the case with the previous version
of the framework. The extensions made to lower the register volatility, therefore, proved
beneficial.

The application of this filter is shown in Figure 5.12. The noise is significantly reduced
even after one iteration. After the second iteration, the noise is almost eliminated and there
is no obvious loss of detail.

(a) Original image (b) Corrupted image (c) F2 - first iteration (d) F2 - second iteration

Figure 5.12: (a) Original image, (b) Image corrupted by 5% salt-and-pepper noise, (c)
Image filtered by one iteration of F2 filter, (d) Image filtered by 2 iterations of F2 filter

Then, the experiment was run for 48 hours on a single core of an ordinary PC (Intel
Core i3). During that time, 125 runs were performed (with 94% success rate). One run,
therefore, took on average 23.04 min and the time needed to find a solution was on av-
erage 24.4 min. The long duration of runs is caused mainly by computationally intensive
fitness computation. The results of 118 successful runs were analyzed in terms of fitness
components. Figure 5.13 shows the functionality and speed fitness components values of
the solutions found (the higher values the better). The rightmost non-dominated point
represents the F2 filter. There is an obvious trade-off between the functionality and speed,
so the user can choose, whether better quality of the filtered image is worth longer latency.
It should also be noted there are groups of solutions that share the same functionality
fitness value, but differ in speed fitness. The groups were analyzed and it was concluded,
that the individuals in the same group usually implement the same kind of algorithm and
differ in the program length or use different combinations of modules inside the instructions
(causing a different latency).

The evolved filters F1 and F2 proved suitable for filtering a low-intensity noise. Then,
they were applied to the images corrupted by a higher-intensity noise (50% salt-and-pepper
noise). The results are shown in Figures 5.14 and 5.15. The other methods chosen for com-
parison were (i) ordinary median filter, (ii) adaptive median filter [40] with the maximum
size of 5 (denoted AMF5) and (iii) AM-IEPR method proposed by Chan [11]. The methods
were compared in terms of peak signal-to-noise ration (PSNR). The higher the PSNR value,
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Figure 5.13: The solutions from the successful runs. Black circles represent non-dominated
solutions, gray circles the dominated ones.

the better image quality. The F1 filter is obivously outperformed by the other methods.
The F2 filter produces results comparable to ordinary median filter and AMF5 filter, but
is also outperformed by AM-IEPR filter in terms of PSNR and level of detail preserved.

5.4 Summary
In this chapter the framework was extended with the possibility to deactivate the modules at
a microinstruction level. The proposed extension was evaluated on two non-trivial problems
– sigmoid function approximation and non-linear image filters design.

The extended framework was able to evolve variations of well-known sigmoid function
approximation algorithms (two sequential and one combinational). The solution evolved
for sigmoid approximation by linear segments achieved even better results than the original
PLAN approximation due to the optimization of parameters for the limited input range
chosen for experiment. In the case of combinational sigmoid approximation, the human
designed sig_236 method was reinvented.

In the case of non-linear image filters, the framework was able to discover the concept
of switching-based image filters. After the modification of input modules providing better
detection of corrupted pixels, the evolution discovered a variant of a switching-based median
filter. The evolved filter produced results comparable to commonly used adaptive median
filter even for a high-intensity noise.
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(a) Original image (b) Corrupted image
PSNR: 8.77

(c) Median filter
PSNR: 22.89

(d) F1 - 1 iteration
PSNR: 11.76

(e) F1 - 5 iterations
PSNR: 22.75

(f) AMF5
PSNR: 28.26

(g) F2 - 1 iteration
PSNR: 13.78

(h) F2 - 5 iterations
PSNR: 32.10

(i) AM-IEPR
PSNR: 37.28

Figure 5.14: (a) Original image, (b) Image corrupted by 50% salt-and-pepper noise, (c) -
Median filter, (d) F1 - one iteration, (e) F1 - five iterations, (f) F2 - one iteration, (g) F2 -
five iterations, (h) AMF5, (i) AM-IEPR
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(a) Original image (b) Corrupted image
PSNR: 7.68

(c) Median filter
PSNR: 18.46

(d) F1 - 1 iteration
PSNR: 10.47

(e) F1 - 5 iterations
PSNR: 17.14

(f) AMF5
PSNR: 21.29

(g) F2 - 1 iteration
PSNR: 12.42

(h) F2 - 5 iterations
PSNR: 20.89

(i) AM-IEPR
PSNR: 26.17

Figure 5.15: (a) Original image, (b) Image corrupted by 50% salt-and-pepper noise, (c) -
Median filter, (d) F1 - one iteration, (e) F1 - five iterations, (f) F2 - one iteration, (g) F2 -
five iterations, (h) AMF5, (i) AM-IEPR
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Chapter 6

Conclusion

The main objective of the thesis was to investigate, whether it is possible to create a
framework that will help the user with the design of microprogram architectures using
the evolutionary techniques. To the best of our knowledge, there is currently no such
framework supporting concurrent evolution of hardware and software. The framework was
supposed to provide the user with various implementations showing good trade-off between
key system parameters (e.g. area, power consumption). Developing such framework is
really a challenging task and designing the complete framework from scratch would be
almost impossible. Therefore, we decided to design the framework iteratively, starting with
the initial version and extending it based on the results of experiments performed. The
ultimate goal was to develop a framework capable of solving real-world problems only on
the basis of training data provided.

6.1 Goals
In Chapter 1.1, the main objective was split to several sub-goals. The following parts
discuss, how and to what extent these sub-goals were fulfilled.

Goal 1: Identify a suitable computational model and evolutionary program
design method that can be combined to automatically evolve and optimize
HW/SW systems from behavioral specifications.

The most important point was to specify, how complex the evolved system should be. The
field of embedded systems ranges from small systems designed for a simple application
to really large systems containing multiple processing units performing really complicated
tasks. The design of complex systems is usually performed at higher level (e.g. inter-process
communication) and is already targeted by several tools as, for example, CODASIP [1].
The proposed framework was, on the contrary, supposed to help with a system design and
optimization at a lower level. Therefore, the main target are simple application specific
embedded systems – specifically the microprogram architectures.

Afterwards, the state-of-the-art in the field of evolutionary algorithms and hardware/-
software codesign was analyzed. The survey is given in Chapter 2. Based on this survey, the
model of the architecture was proposed and the evolutionary method was chosen. Several
crucial properties of a model were identified:
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∙ the ability to measure the key parameters of a system (e.g. area, speed and power
consumption),

∙ the possibility to modify the architecture by means of evolution and

∙ the possibility to easily extend the model.

Several methods, that are in some aspects similar to the proposed framework, were
analyzed. As a result, the linear genetic programming was chosen as an evolutionary
technique most suitable for the task.

Goal 2: Develop and implement an experimental framework that enables auto-
mated design, optimization and evaluation of HW/SW systems.

Based on the requirements mentioned, the first version of a framework was designed and
implemented. The detailed description of the framework was given in Chapter 3.1.

First of all, the model of the architecture was created together with the model of the
environment, that is supposed to provide the inputs to the architecture and consume the
outputs generated. Then, the emulator used for an emulation of the architecture operation
in a simulated environment was implemented and its correct function was verified.

Afterwards, the evolutionary framework capable of maintaining and evolving the popu-
lation of such architectures was implemented. The encoding of the individuals was chosen
and several variation operators were proposed, that are able to modify the hardware and
software parts of the individuals. The components of the fitness function, that represent
the key system parameters, were proposed including their default implementations.

Goal 3: Perform initial experiments with the framework using small problem
instances and compare the results with outcomes of available evolutionary com-
putation based methods.

Several simple experiments were carried out to validate the functionality of the framework.
The problems were selected in such way, it would be possible to compare the proposed
framework with other methods. The computational effort was chosen as a criterion for
comparison. Detailed information about the experiments can be found in Chapter 3.2.

The first experiment was supposed to evolve a solution outputting first 11 numbers
of Fibonacci series. This experiment proved the ability of the framework to optimize the
solution in terms of area. The computational effort was comparable to state-of-the-art
methods.

The following two experiments (Squares and Sextic polynomial) were carried out mainly
as benchmark problems to further compare the proposed method with other methods. In
the case of Squares experiment, the platform performed comparable to SMCGP under some
assumptions. On the other hand, in the case of the Sextic polynomial experiment (symbolic
regression) the proposed method performed comparable to several methods, but was clearly
outperformed by CGP and ECGP. However, the experiments proved functionality of the
framework and also discovered some weak points of the framework were identified.
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Goal 4: Extend and tune the framework in order to (i) eliminate the prob-
lems encountered when performing the initial experiments and (ii) solve more
complex problem instances.

There were two important weak points – the volatility of the registers and the inability
to process inputs in parallel in a convenient manner. The first problem was addressed by
allowing the architecture to make direct connections among modules without the need to
pass the values through the registers. This significantly lowered the probability of over-
writing the intermediate values before they get processed. The second extension was the
support of input modules allowing to process the inputs in parallel. These extensions are
described in detail in Chapters 4.1 and 4.2.

The extensions were validated by several experiments. First of them was an imple-
mentation of Newton-Raphson iterative division algorithm in which the ability to create
connections among the modules proved useful. The computation effort was comparable
with the results of modified version of CGP.

The following experiments were supposed to find a maximum (or compute a parity) of
the inputs provided. In these cases, both the extensions were utilized. As a result, the
framework was able to find several variants of solutions exhibiting various trade-offs. Some
of the solutions were sequential, processing the inputs one-by-one, whereas other solutions
were parallel, processing all the inputs at once. The solutions found formed a Pareto front
allowing the designer to choose the most suitable solution based on particular requirements.
The results and examples of the solutions were presented in Chapter 4.3.

Throughout these experiments the problem of registers volatility was encountered again,
because there were still cases, when the intermediate values had to be passed via registers.
In such case, the content of the register could be overwritten by an output of some module,
whose output was not needed for the computation at that particular step. Moreover, such
unneeded modules could increase the latency. Another extension was made allowing the
modules to be deactivated at the level of microinstructions. This extension proved useful
in lowering the probability of spoiling the register content.

Goal 5: Evaluate the extended framework in the design and optimization of
more complex HW/SW systems.

Finally, the framework was validated on more complex problems. The first set of exper-
iments was focused on effective implementation of sigmoid function approximation (see
Chapter 5.2). Various sequential implementations of sigmoid approximation were evolved,
some of them realizing the piecewise second-order approximation, the others approximat-
ing the sigmoid by a set of linear functions. Due to a limited interval of approximation,
some evolved solutions exhibited even better precision than well-known approximation al-
gorithms. The last variant of the approximation was purely combinational and was, in fact,
a reinvention of the sig_236 approximation proposed in [98].

The second set of experiments was supposed to evolve an image filter reducing salt-and-
pepper impulse noise (see Chapter 5.3). In this case, the framework was able to evolve the
concept of switching-based filter proposed in [94]. After minor modifications, the variation
of switching-based median filter was automatically generated that performed comparable
to the filters commonly used.
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Summary

The proposed framework proved its ability to evolve a hardware platform concurrently with
a program in such way, that the user is provided with multiple implementations exhibiting
various trade-offs between key system parameters. The framework was successfully used to
solve a set of problems of varying complexity. It was able to evolve solutions of real-world
problems and even to reinvent some of the concepts previously published as new inventions.

There are still many challenges not addressed by this thesis. The most important one
is eliminating the inherent scalability problem if the approach should be used to solve more
complex problems. But it is a general problem of the problem solving methods based on
evolutionary design principles.

6.2 Future Work
There are several directions to continue with this research. The first of them would be
to study the registers overwriting mechanism more thoroughly and propose a solution that
would minimze overwriting of useful values. Some heuristics could be employed, that would,
for example, identify the important data paths and protect them from unwanted corruption.

Another direction could be an examination of branching concepts utilization. During the
experimets performed, the framework proved capable of evolving simple loops. However,
the computational effort needed to evolve an algorithm utilizing two nested loops was
significantly higher. This could be caused by a fact that the scope of jump instructions is
virtually unlimited. It could be beneficial to maintain some kind of context. This research
could be combined with the research of registers volatility, because in some experiments,
the problem with the loop evolution was the corruption of the loop counters by an output
of another module.

The experiments in the field of nonlinear image filters provided promising results, even
though compared to advanced state-of-the-art image filters (such as AM-IEPR [11]), the
results can be considered inferior. However, it should be noticed, that the set of the modules
for the experiment was chosen almost randomly. We believe that if the set of modules is
better adapted, the framework could evolve more interesting results.

One of the most significant problems is a scalability of a proposed platform. Even the
real-world problems solved in the experiments are quite small in terms of search space.
There are many optimization problems involving a large number (hundreds or even thou-
sands) of decision variables. It could be, therefore, beneficial to employ the concept of
cooperative coevolution, as it proved useful in optimizing large scale optimization problems
[55].

Finally, the framework could be evaluated on more real-world problems. However, this
is connected with eliminating the scalability limits of the platform already discussed.
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