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Abstract: In this paper, we are presenting a proof of concept of our system for training of the
YOLOv3 neural network for object detection of vehicles in thermal camera images. Our approach is
unique in the way we are using a dataset containing a large number of synchronized range measure-
ments as well as RGB and thermal images. We are using the existing YOLO toolkit to detect objects
on the RGB images, we estimate detection distance by the LiDAR and later we reproject these detec-
tions into the IR image. In this way, we have created a large dataset of annotated thermal images that
helped us to significantly improve the performance of the neural network at the IR domain.
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1 INTRODUCTION

These days we can see the dramatic evolution of the method for autonomous robots and self-driving
cars. One of the major staff for these algorithms is to be able to understand the robot’s surroundings.
Because of this, we need to develop perception techniques that would allow robots to sense and
interact with objects around them. In this paper, we show the possibility of retraining neural networks
on an automatically created dataset of the annotated thermal images. In this way, we have been able
to significantly improve the detection performance of the network on the grayscale thermal images.

2 RELATED WORKS

The neural network (NN) is a very effective machine learning technique, for handling large amounts
of data. For a very long time, neural networks have been only toys for an academic sphere and had
practically no usage in real-life products or the industry. The game changed in 2012 when the paper
about AlexNet [5] had been published. Authors for the first time have trained a neural network model
that dramatically outperformed current conventional computer vision methods. Is was mainly possible
by the growing computational power of the graphic cards (GPU). Since the ResNet [2] had been
discovered, we can talk about the neural network revolution. During the last five years, convolutional
neural networks (CNN) completely changed the field of object recognition and detection, complex
signal processing, etc. Convolutional neural networks have penetrated a wide range of scientific
fields as well as industry and the number of applications is still growing.

2.1 OBJECT DETECTION NEURAL NETWORKS

The most common tasks solved by convolutional neural networks on image data is the object classifi-
cation and object detection and semantic segmentation. If we talk about the object classification, we
usually have on mind the problem when the neural network has to decide what type of object is on
the image, is it a dog, a cat or a car, etc. In this case, the neural network handles the entire image as a
single object representation. On the other hand, when we are talking about object detection we mean
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to find the object on the image, define its boundaries and specify the class, that the object belongs to.
There are a large number of various methods, how to perform object detection, but one of the most
common these days is the convolutional neural network called YOLO.

2.2 OBJECT DETECTION ON THERMAL IMAGES

If we try to perform object detection with a neural network, that was trained on a common RGB
image dataset, we are going to get a satisfactory result, because the neural network focuses on
generic geometrical shapes of the objects at the image. Even so, there is no color information
that the pre-trained neural network expects. We can improve the results by fine-tuning the model
on the labeled thermal images. There is a large number of those papers [3] in the scientific com-
munity. There are also many case-specific applications [11] of the pre-trained neural networks
directly on the labeled thermal image data. A very nice example is the FLIR dataset https:
//www.flir.com/oem/adas/adas-dataset-form/. There are even very interesting ideas
of multi-spectral combination of RGB and IR images [12] into a single multi-channel image, human
detection [4] or IR video object tracking [6]. However all these approaches expect hand-labeled
datasets for a training-from-scratch model, or fine-tuning the existing ones.

2.3 YOLO NEURAL NETWORK

Firstly introduced in 2016, YOLO [9] is one of the most used methods for object detection. Since
the origins, YOLO has evolved into many forms and modifications[10], which improves the detection
performance or optimizes the computational complexity of the network.

The basic idea of this architecture is to feed the neural network with the input image and the neural
network detects the pre-trained geometrical features. The layers at the beginning of the neural network
detect the primitive entities, like lines, edges, corners, etc. The later layers detect more and more
complex structures. Based on these high level features the neural network divides the input image
into several dozens of cells and for every cell it proposes few bounding boxes, where each bounding
box says the position and the probability that the given object is present in the cell. The bounding
boxes with a sufficient level of certainty are accepted as relevant predictions.

3 MAPPING DETECTIONS FROM RGB TO IR DOMAIN

3.1 BRNO URBAN DATASET

The basic idea is to use the existing open-source dataset [7], we have released previously. The dataset
contains a unique combination of RGB and thermal camera images, a full 360◦ LiDAR scans and
precise RTK GNSS data with 3D IMU information. All those data are recorded all at once in the
real traffic situations in the mid-size city, so it contains many different images of cars, pedestrians,
tramways, bicycles, animals, etc.

3.2 OBJECT DEPTH ESTIMATION

The idea is to use this large scale dataset with over 350 km and ten hours of recordings to generate a
large amount of labeled IR images. As the car with the recording sensory frame moves through the
city, it scans the environment and precisely measures its position by the RTK GNSS several times per
second. By fusing this information with the IMU data we can estimate the position of the car with
centimeter precision. As we know the position in time, we can compensate for the LiDAR distortion
that was caused by the car’s movement. Additionally, if we integrate the LiDAR scans over-time, we
can get a precise model of the surroundings of the car.
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Figure 1: 1 (red) - the YOLO neural network detects objects in the RGB image. This 2D detection
can be represented as a 3D frustum in the real world. 2 (blue) - the LiDAR measures object distance.

3 (green) - by combining LiDAR data and 3D frustum, we can estimate the frontal plane of the
detected object. 4 (yellow) - the detected object’s plane is reprojected into the IR camera.

Figure 2: An example of the RGB detections mapped onto the thermal camera using the distance
estimate from time-integrated LiDAR scans.

As we have the integrated LiDAR scan in the global frame coordinate system, we can reproject every
single 3D point into the RGB camera frame by the eq 1.

PRGB = IRGB ∗T Fglobal2RGB ∗Pglobal (1)

where Pglobal is a 3D point in global coorddinates, T Fglobalt oRGB is a transformation from global to
RGB camera coorddinates, IRGB is the intrinsic matrix of the RGB camera and PRGB is a 2D point
projected into the RGB image frame.

3.3 DETECTIONS MAPPING

With the precise point cloud model of the environment, we can project the point cloud model into the
RGB images on which the pre-trained YOLO neural network has performed object detection. This
way, we place the detections into the 3D space and project them back into the IR camera. With this
procedure, we can map all of RGB YOLO detected objects onto the thermal images, as shown on fig
1 and fig 2.

4 TRANSFER LEARNING

Because the training of a neural network from scratch is extremely difficult and requires a large
amount of labeled data and computational power, we have decided to use the technique called “Trans-
fer Learning” [8], [13]. The basic principle is to use an already existing model (neural network in our
case) and adapt the entire model or only some parts of it. A great example of using transfer learning
is the [1], where authors used a pre-trained neural network and adjusted it to a problem of skin cancer
detection with results comparable w.r.t. human capabilities.
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Figure 3: Comparison of the original neural network’s detections (top) and the same images
interfered with fine-tuned neural network (bottom).

4.1 YOLO IMPLEMENTATION

For the image-neural network interference, we have used the open-source project available publicly on
GitHub https://github.com/eriklindernoren/PyTorch-YOLOv3. It is a YOLOv3
implementation based on the PyTorch framework. This code allows us to use the pre-trained weights
to perform detection on the IR dataset and also it allows us to train the neural network from scratch
as well as fine-tune already pre-trained weights.

4.2 PERFORMANCE IMPROVEMENT

The neural network learning has been performed on a dataset of 3059 images that have been taken
from the existing dataset and do contain at least one vehicle at it. 2181 of them was used as a
training set and 878 as a validation one. The already mentioned above, the neural network framework
allows us to train YOLO architecture with the pre-trained weights. We have used the one available at
https://pjreddie.com/media/files/yolov3.weights. The neural network has been
trained for 10 epochs, which took about one hour on the NVidia 1080 Ti graphic card.

The results have been tested by the program that is also the part of the mentioned framework, and that
allows us to use pre-trained neural network weights, and compare the validation dataset detections
and labels expressed as an intersection over union (IoU) between the ground truth bounding boxes
and the detection bounding boxes. The performance has been improved from 0.513 up to 0.639 for
vehicle class. For several examples see fig 3. The IoU score of 1 means that both detected and ground
truth boxes are identical. The IoU of 0 means that boxes are completely missing each other.

As figure 3 shows, there is a great improvement in the number of detected objects that lays at a larger
distance. On the other hand the objects that are very close to the camera the reprojection causes
distortion of the real object’s bounding boxes.

5 CONCLUSION

In this paper we have shown a proof of concept, that deals with the fine-tuning of the existing YOLOv3
neural network, that has been trained on RGB images, and transferring the knowledge to the thermal
image domain (grayscale representation). We have created a system for mapping YOLO’s output
from RGB images into the corresponding IR images. This way, we have automatically created a
new annotated IR dataset. This dataset was later used to fine-tune YOLO’s weights and significantly
improve neural network performance.
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