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1 Introduction
Machine learning (ML) and artificial intelligence (AI) are two scientific topics that
are changing the world. Never before in human history has humankind disposed of
such enormous computational power and processed such quantity of data. Examples
can be seen all around us. We spend a large part of our time in the virtual space
of social media, which constantly analyzes our behavior on the internet and in the
runtime improves models of our profiles. The machine learning applications analyze
human behavior on the web and recognize bots that attack web services. In the world
of banks and money, artificial intelligence detects suspicious money transfers and
fraudulent operations. The stock exchanges are now places where humans perform
only a negligible volume of operations and most market transactions are executed
by computers these days.

Advancing technologies are often the subject of discussion. Many experts from
scientific, public or political communities discuss whether the technologies provide
us with a higher quality of life or whether they represent a threat for our privacy,
security, physical or mental health. For example, in authoritative regimes, artificial
intelligence is often misused to control the country’s population.

The one major industry field that powers up the expansion of artificial intelli-
gence and where, in the author’s opinion, the benefits significantly outnumber the
problematic or controversial questions is the automotive sector and segment of Ad-
vanced Driver Assistance Systems (ADAS) and self-driving cars. Although we talk
about the very conservative industry branch, the financial resources available in this
sector are comparable only with the IT giants.

Most of us spend a lot of time in the traffic, traveling to school, working, going
to our family, friends, etc. All of those means of transport are driven by human
beings, which spend a lot of their precious time. However, we humans are also very
unreliable and unpredictable creatures. According to the European Commission,
there were nearly 19000 traffic-related deaths in the European Union in 2020 [1],
even though European roads are the safest worldwide. In 2018, on the entire globe,
over 1.3 million people died [2] in traffic accidents.

Soon, due to the assisted car safety systems we could see another dramatic drop
in the traffic death rate and in the distant future, self-driving cars can bring about
a revolution in the safety of our transportation and save trillions of man-hours of
our time spent handling a car.

One of the main techniques in machine learning and artificial intelligence are
neural networks (NNs). Today, the NNs are the edge-breaking methods that out-
perform many other approaches in signal processing, pattern recognition, semantic
segmentation and many others.
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Brief History of Neural Networks

It all began in 1943 when Warren McCulloch and Walter Pitts proposed the very
first model of the neuron cell [3]. In 1949, Donald Hebb [4] introduced the idea that
connections between neurons are weighed, depending on their usage. In 1959, the
first actual usage of neural networks occured. Bernard Widrow and Marcian Hoff
developed the simple neural network-based echo canceler. One year earlier, Frank
Rosenblatt invented the first-ever perceptron [5] when he tried to simulate a fly’s
eye. Based on the McCulloch-Pitts neuron, perceptron accepted real numbers on its
input, performed the weighted sum and thresholded the output’s value. It was also
able to learn, which means to adjust weights, by differing the actual perceptron’s
output and required value. The research of this topic was, however, stopped by
Minsky’s critique [6]. The following ‘70s is known as an "AI winter".

The situation improved in the early 80s when Jon Hopfield introduced his Hop-
field’s Network [7], the recurrent memory model. Nevertheless, the real "comeback"
of the neural networks came in the second half of the ’80s, when several scientists
applied backpropagation and later gradient descent on the neural networks (Werbos
in 1974 [8], Parker in 1985 [9], and Rumelhart et al. in 1986 [10]). At this moment,
the "Golden Era" of NNs began.

During the ’90s, multilayer neural networks developed dramatically and in most
cases, were used in linear classification, especially image processing. In parallel, the
recurrent neural networks, like Long Short Term Memory (LSTM) [11] developed
and brought significant results in time-series data processing. On the other hand,
with the growing size of the architectures, problems like vanishing gradients have
become an obstacle.

At the same time, the scientific community worked on the Convolutional Neural
Networks (CNNs). Significant success came in 1989 when LeCun [12] used back-
propagation to train network architecture based on convolutional kernels to recognize
handwritten ZIP codes.

During the ’00s with the growing computational power, the neural networks also
grew in size as did the amount of data used in their training process. Many partial
improvements, like polling layers, different activation layers or dropout methods
were used to improve the training process and final model performance. However,
a dramatic breakthrough came in 2012 when AlexNet [13] as a first Deep CNN
(DCNN) for the first time beat "shallow" architectures and standard computer vision
methods in the ImageNet Challenge. Another significant milestone is the ResNet
[14] from 2015 when researchers from Microsoft’s research labs solved the vanishing
gradients problem by introducing residual connections in the architecture. This way,
the AI scientists were for the first time able to train neural networks of any depth
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(over 1000 layers) and beat a human when it came to image classification in the
ImageNet contest.

From those days, neural network-based architectures reached many more mile-
stones and have beaten humans in very complex problems, like in games of Go [15]
or Starcraft [16] using the techniques of reinforcement learning.

These machine learning techniques can outperform human beings in a wide range
of different high-complexity problems if we can define a cost function that measures
the model’s performance. However, there still is a considerable disadvantage that
disqualifies NNs from critical applications, their inexplicability, so it is tough to say
why a model has decided the way that it does. Another very closely related problem
is attacks on the NNs. These are the true challenges for the near-future.

1.1 Motivation

From the previous section, it is easy to say that the main topics of the author’s
interest are neural networks and autonomous robots. The most prominent example
of the combination of those two fields is the research of self-driving cars, which has
grown to the hundreds of billions of dollars market in those days. As a student
under the supervision of professor Žalud and being a member of the Robotics and
AI Research Group of Brno University of Technology, the author was able to widely
benefit from the large experience gathered by the group in the past and from the
exceptional sensory equipment that is available to all researchers in the lab.

Having this sensory equipment available for research and the intense research
group’s focus on an applied in-field science was a strong motivation to share as
much as possible of those resources and possibilities with the worldwide scientific
community. Also, the experience from the internship at the Tampere University of
Technology, where the research groups were more focused on theoretical research,
leads the author to the idea of sharing their own personal in-field experience. All
of the reasons mentioned above were the motivation for the two papers, which deal
with the large-scale dataset collection of the real-life traffic data and we made it
publicly available on the internet under the MIT license.

However, the core of this thesis is to use that unique sensory equipment to create
the basis that allows the author to study neural networks and improve the current
state of the art in neural network-based multimodal data processing.
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1.2 Aims and Objectives

The main goal of this dissertation is to study and develop novel methods of multi-
modal data processing by applying neural networks. Let us look at the topic from
a broader perspective. If we want to move the state-of-the-art and technology for-
ward, first, we need to think about the multimodal data source that will provide the
commonly used RGB data, which are most frequently studied and the other data
domains, like LiDAR data, thermal camera images or precise positioning. We will
later use all of this data to develop new machine learning methods and compare
them with the current state-of-the-art approaches.

Also, as we have collected data, there will be a need to pre-process them, combine
information from a different data domain and prepare them for neural network train-
ing. Here we talk about precise localization, combining the image and point cloud
data, creating synchronized datasets that allow us to compare different methods,
etc.

At the end of this pipeline, we have the newly proposed approaches that combine
the multimodal data using neural networks or supplement the current state-of-the-
art approaches by introducing new data processing methods.

This thesis deals with all of the subtopics mentioned above and focuses on real-
izing the entire described pipeline. Therefore, the main aims of this thesis are the
following:
Aim 1: Develop a multimodal sensory framework that would integrate the state-

of-the-art sensory equipment and that will be used for the data recording
that will be later used in the research.

Aim 2: Create a modular software framework dedicated to process the recorded
multimodal data and perform data fusion.

Aim 3: Propose novel methods of different data domain processing suitable for
robotics and autonomous agents using neural network techniques.

1.3 Outline

This dissertation is written as a compilation of the author’s most significant research
achievements on applying machine learning in the field of robotics. The work is
structured into three parts: the Preamble, Publications and Appendices.

In the Preamble, the author discusses their primary motivation to start the re-
search in their dissertation topic. The author sets up the main goals of their work and
provides a detailed overview of the current state-of-the-art of the neural networks,
that is available in the scientific literature. In a later part, the author summarizes
the entire timeline of their research and describes significant milestones that were
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reached. At the very end, there is a brief conclusion that points out the main gain
of the entire work.

The Publications part contains the text of the pre-prints of four author’s essential
publications: two conference papers and two journal articles. These are the core of
the dissertation. Each paper is introduced by the list of basic information, like bib-
liographical information, abstract, a brief description of the author’s contribution,
acknowledgment and copyright.

The Appendices part concludes the entire thesis by the two published whitepapers
that mainly explain the author’s software writing activities. It describes the software
that was crucial to processing and preparing all of the data used during the research.
At the very end, there is a complete list of all author’s publications.
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2 State of the Art
This section discusses these days’ status in the most advanced supervised neural
network training methods and applies these models to real-life problems. Using
neural networks is not only about gathering an enormous amount of data and later
letting the supercomputer burn electric energy to get the set of weights on the
output. Suppose we want to reach the reasonable performance of the trained model
and gain all of the advantages of these machine learning techniques. In that case,
it is necessary to put stress on data preprocessing, training the dataset balance,
selecting the proper architecture and initialization conditions. Combining all of
this knowledge and using it to solve a specific problem can lead to a robust and
high-performance solution that outperforms the standard computer vision methods.

2.1 Multimodal Datasets
If we talk about multimodal datasets, we have to mention the KITTI dataset [17] as
first. It has already become a "superstar" between those types of publically available
projects. The dataset contains data from two RGB cameras and two grayscale
cameras, single 64-beam LiDAR and RTK GNSS receiver combined with an Inertial
Measurement Unit (IMU). The success of the KITTI is done not only by the quality
of the data but also by the set of unified benchmark tests [18] that allow scientists to
compare their algorithms’ performance and computational complexity. Even if the
dataset was released eight years ago and the sensors are slowly becoming outdated,
it still remains one of the most frequently used evaluation tools.

The next one in the list of datasets is the Oxford Robot Car Dataset [19] pub-
lished in 2017. It employs four cameras, four LiDARs, IMU and a common-grade
GNSS receiver. However, the main advantage of this dataset is its range. The work
covers the more than 1000 km traveled in real traffic during all four seasons of the
year. The extension from 2019 also adds the radar to the list of available devices.

The next significant works are the Malaga dataset [20], the KAIST dataset [21]
and the Apollo Space dataset [22].

All the datasets mentioned above we can classify as the "Mapping and Navigation
Dataset". Their primary purpose of using all those projects is to map the agent/-
car/robot’s surroundings and allow the decision-making algorithms to navigate the
agent in this environment. All of these datasets are on a good technical level. All are
well-documented and the authors often even provide the Software Development Kit
(SDK) to interact with the data. However, the author of this thesis found one disad-
vantage in the current state of the art. They are all unfamiliar weather conditions.
For example, the KITTI, Malaga or KAIST datasets do not contain challenging
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weather or light conditions. The Oxford Dataset covers recording in the night but
contains very little rain and even fewer recordings with snowy conditions. Basically,
all datasets focus on good weather, similar to a sunny day on a Californian road.
In the future, it will be necessary to put more stress on solving challenges like rain,
fog, snow, freezing sensors, etc.

Talking about these challenging weather conditions, we have to mention the
papers like IceVisionSet [23], EU Long Term Dataset [24] and the latest CADC
dataset [25] from 2020, that provides data from real Canadian winter conditions.

Another class of multimodal datasets is the visual ones. Computer vision is the
main source of information for autonomous agents and in the future, we can expect
that the importance of those sensors will even grow at the expense of rotation
LiDARs.

These datasets mostly aim at the semantic scene segmentation or detection of
objects like pedestrians, vehicles, traffic signs, etc. We can mention the Mapillary
Vistas Dataset [26], the world-wide dataset of traffic signs, the Berkeley Deep Drive
Dataset [27] focused on the semantic segmentation of the traffic scene or several
traffic sign detection datasets such as the works of [28], [29] and [30]. All of those
works are quite demanding when it comes to human effort as they are all hand-
annotated. That is another disadvantage in the current state-of-the-art of the neural
network training. The following dissertation proposes a method as to how these
visual datasets could be generated automatically in some cases.

The third category is special-purpose datasets, like synthetically generated datasets
from simulators. One example could be the CARLA simulator [31] and the dataset
SYNTHIA [32] by CVC, the AirSim [33] by Microsoft Labs or the Playing for Bench-
marks dataset [34], which come from virtually simulated environments and provide
exact, yet sometimes simplified data. A special subset is the synthetically generated
thermal images such as those by [35].

Synthetic data, which is usually based on gaming engines, are very useful. We
can generate highly realistic image data, precisely simulated and well-controlled
distance measurement. Using the game backend, we can annotate objects, semantic
segmentation, optical flow of the scene and precisely control the testing scenarios,
including the weather and light conditions. The simulated environments provide us
with great tools and sandboxes to develop novel algorithms. Still, testing the actual
real data remains crucial to evaluate the final algorithms. The brief visualization of
some of the mentioned datasets is shown in Figure 2.1.

The list of all datasets mentioned above is very wide and provides rich content
for any researcher who wants to deal with an autonomous agent or self-driving car
development. Still, the author believes that their work published in the papers in
the following part (papers A and B) are innovative and bring new challenges for the
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Fig. 2.1: Visualization examples of several datasets. The KITTI dataset [17] (top
left), the Oxford RobotCar dataset [19] (top right), the scene from CARLA simulator
[31] (bottom left) and Berkeley dataset [27] (bottom left).

entire research community.

2.2 Convolutional Neural Network Architectures

We have already discussed a brief historical overview of the neural networks in the
Introduction section. Especially in the last several years, it has become a highly
complex and fast-growing branch of science. Therefore, we will discuss only the
subset of neural network architectures closely related to this dissertation work in
this subsection. Those are the Convolutional Neural Networks (CNN).

As a first-ever proposed CNN, we consider the so-called "Neocognitron" by Fukushima
[36] in 1980. Inspired by Hubel and Wiesel [37] they created the multilayer neural
network using two types of neuron models. In the first layer, the S-cells (simple cells)
responded to simple local patterns, like oriented edges. The following layers were
made out of C-cells (complex cells) that combine the lower-level detected objects
and shapes into the higher complexity objects. Thanks to the C-cells, the archi-
tecture was robust enough against the slight shifts and deformations in the input
image. The authors applied this architecture to recognize the handwritten digits
but during the ’80s, many research teams also proposed architecture modification
or different training algorithms.

However, the first convolutional neural network as we know it today, was the
LeNet [12] in 1998. For the first time, the authors proposed the architecture that
uses today’s principle of kernels equivalent to neurons, feature extraction layers, fully

17



connected layers on the output, and the backpropagation used to train the model.
Still, this architecture with 60 000 tunable parameters could solve only relatively
simple problems, like handwritten digits recognition or simple object classification.

The breakthrough came in 2012 when Alex Krizhevsky and his research team
published AlexNet [13]. The network was based on the same principle as LeNet
but with one thousand times more trainable weights. Also, the authors originally
designed the network to take 224x244px images at the input, compared to 32x32px
for LeNet. However, more important is that AlexNet was the first-ever neural net-
work trained on a large-scale dataset, with more than 1.2 million images and using
the graphic card to train the network. Combining all those improvements made
AlexNet the first neural network that won the ImageNet competition in 2012 and
beat the conventional computer vision method by the top 5 error rate. From this
year forward, neural networks are the only type of models that have won this con-
test. The top 5 error rate means the percentage of annotated objects for which the
bounding box proposed by the neural network has an IoU (Intersection over Union)
score with ground truth lower than 0.5 or the ground truth class is non-present in
the five highest probable classes recognized by the model for the given bounding
box.

Another important stage came in 2014 when K. Simonyan and A. Zisserman
designed the VGG16 network [38] with 138 million trainable parameters and 16
layers in total, 13 convolutional and three fully connected layers. In those days, this
architecture was considered an extremely deep model and the vanishing gradient
problem did not allow for the training of deeper models. The solution for this
problem came up only one year later when ResNet [14] was proposed and with its
residual connection, it reached the milestone of a successfully trained neural network
with more than 1000 layers, so the gradient vanishing problem was solved. In 2014,
the best top 5 error rate in the ImageNet challenge was 6.67% by GoogLeNet [39].
In 2015, ResNet reduced this error rate to 3.57%.

From 2015 onwards, there have been a large number of various improvements
such as residual blocks [40], or even entire residual layers connections [41]. How-
ever, residual connections remain one of the fundamental ideas of these days’ best
architectures.

Up to now, we discussed only the architectures that are used as classification
neural networks. It means we put an image on the input of the model and the output
model quantifies the probability that the image contains the object of a given class
in it. It is only a very narrow field of neural network applications. One of the main
aims of this dissertation is the object detection task. The object detection model
not only classifies what is in the image but also says where the detected object is in
the input image’s margins. Even these are two different tasks, the models that solve

18



them have one in common. It is the convolutional part of the neural network, often
called the "feature extractor" or the "backbone". This backbone part processes the
input by using the convolutional kernels and creates the so-called "feature maps",
the 2D signals that express which location in the input image the convolutional
kernel found the highest activation, which means the best correlation between the
kernel and previous feature map on the input.

There are two families of object detection, neural network-based methods in
basic. The first one and the older one of the two, is the Region-based Convolutional
Neural Network (R-CNN). The first-ever member of this family was the [42] in 2014.
This approach used the conventional computer vision method to propose several
thousand regions with potential objects in it and later each of those proposed regions
was resized to a unified size and processed by the backbone CNN. The features on
the output of the CNN are then processed by a linear classifier such as the SVM
and decides if the proposed region contains the specific object.

Later in 2015, several improvements were proposed, such as Fast R-CNN [43] or
Faster R-CNN [44]. Compared to the original R-CNN, their basic idea is to extract
the features from the input image using a backbone convolutional neural network
and later, based on extracted features to recognize objects class and location in the
image.

However, all of those R-CNN methods have been outperformed by the second ma-
jor group of neural network-based object detectors by the end-to-end architectures,
where the best known is the set of "You Only Look Once" (YOLO) architectures.
The idea is to create a single-stage neural network-based pipeline that takes the
image on the input and provides object detection on the output, without any pre-
processing, like region proposition or the post-processing of the extracted features.

The most straightforward architecture is the first version of YOLO [45] from
2016. The architecture is shown in Figure 2.2. It takes the input image, passes it
through the convolutional backbone and provides the extracted features vector to
the output fully connected layer. After the network performs the entire inference,
we receive the SxSxM tensor. We can interpret it as a set of proposed bounding box
detections, where the SxS is a dimension of the cell grid that splits input images
into smaller regions and for each of those regions, we get M numbers that hold the
information about the proposed boxes, such as their position in the cell dimensions
or class of the detected object. This relatively simple architecture allows us to
create the end-to-end training process, where we provide the input image and their
annotation. The backpropagation algorithms optimize weights to get the output
tensor as close to the required annotations as possible.

The second version of YOLO [46] introduced several improvements, like inter-
layer batch normalization or bigger input image size. However, the most important
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Fig. 2.2: The image shows the simplest one of YOLO architectures. The convolu-
tional backbone is succeeded by bottleneck and output 7x7x30 tensor, which de-
scribes proposed bounding boxes. Image from [45].

is the usage of anchor boxes. There is no more fully connected layer-based linear
regression on the output, which generates the output tensor, corresponding to the
proposed bounding boxes, as it was found to be unstable in the early phase of
the training process. Now, the output layer proposes the scales of the anchor box’s
dimensions and offsets from the left top corner of the cell. Additionally, the proposed
offset is limited by the sigmoid function in the interval of <0,1>, so the network never
proposes the bounding box’s center behind the cell’s border. The last-mentioned
improvement is the WordTree implementations. The idea handles the hierarchical
structure of the classes assigned to the objects. For example, "German Sheppard"
can also be classified as a "dog" or an "animal" but not as a "Golden Retriever." So,
for each detected object, if the proposed class agrees with the annotated class or is
one of the subclasses of the annotated one, the prediction is accepted as a correct
one.

The last significant improvement of the YOLO architecture is a version 3 from
2018 [47]. The main innovation here is the 3-stage bounding box prediction. As
the input data passes through the backbone network, besides the main output, two
more auxiliary outputs perform the same prediction as the original output but in
the backbone parts, where the extracted feature maps cover a smaller part of the
input signal. A similar idea of a multi-scale bounding box proposition based on the
features extracted from the different phases of the backbone neural network also
implements the SSD architecture [48] visualized by Figure 2.3.

The last architecture mentioned in this section is the RetinaNet [49], which
implements the idea of the "Feature Pyramide Network" [50]. In short, this archi-
tecture combines the idea of the basic ResNet backbone but on top of this, it adds
the upscaling layers and lateral connections. This second part is called the pyramid
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Fig. 2.3: Compared to the original YOLO architecture, SSD estimates bounding
boxes from multiple layers after passing input images through the backbone . It
allows the network to create a better prediction for the various scale of the detected
object. Image from [48].

network or the "neck". The dedicated subnetworks extract bounding box predic-
tions based on the feature maps from different parts of the "neck" on the network’s
output. RetinaNet also addressed the important issue of the previously mentioned
architectures. The growing number of the proposed bounding boxes or the class
imbalance in the training dataset also grows the influence of the negative examples
or the objects that are very simple to recognize. As a solution, the authors propose
putting stress on the certainty of the predicted class in the cost functions, so the
network focuses on the uncertain predictions and the objects that are well classified
are suppressed in the weight adaptation process.

Fig. 2.4: The figure visualizes the RetinaNet architecture. It employs the common
backbone convolutional network and extends it with upscale layers combined with
the lateral connections between the layers with the exact dimensions. The dedi-
cated specialized subnets estimate the object detection bounding boxes based on
the features from the multiple layers of the upscaling section. Image from [49].

A very handy overview of current state-of-the-art object detection neural net-
works covers [51]. The general overview of these days’ deep learning is summarized
by [52].

In this thesis, the author decided to employ the open-source framework called
YOLOv5 [53], which is a tool based on the YOLOv3 architecture but also provides
the implementation of the majority of the mentioned features and allows simple
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architecture modification for a specific application of the networks. The author
used this framework in most of their articles that are related to the dissertation.

2.3 Multimodal NN-based Data Processing

There are two fundamentally different approaches to detect an object in the image
data using a neural network. The first is object detection using the architectures
described in the previous sections, where the neural networks propose rectangle-
shaped bounding boxes with class and detection confidence estimation.

The second one is semantic segmentation. For this purpose, we use the encoder-
decoder architectures, see Figure 2.5. They are made of two parts, the feature
extractor, which is a convolutional backbone, the same as described in the previous
section. This part encodes the information that describes the scene in the input
image and stores it in a small-scale tensor. The second part, called the decoder,
takes the encoded information and expands it into an image of the same size as the
input one, but the output image’s pixel values correspond with the object represented
by this pixel in the input image. Then, every group of pixels with the same value
can be understood as a single object in the image. Two examples of this technique
are [54], and [55].

Fig. 2.5: The figure shows an example of the semantic segmentation architecture.
The SegNet is the encoder-decoder network that maps the input image’s pixels to
the output image, where the pixel value represents the affiliation to the class. Image
from [54].

However, this thesis focuses on object detection using the more common, bound-
ing box proposition method. It is a more straightforward problem by its nature [56]
and these object detection models provide better performance than the semantic
segmentation ones, so they are closer to real-life applications.

These days primary research of object detection in image data is focused on
processing RGB data. It is the domain where the state-of-the-art is defined. The
best world teams compete with each other and push the performance and robustness
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of their models beyond the limits. On the other hand, the effort invested into
processing other data domains is significantly lower. The author has found two
reasons for that: the first is that RGB images are way more natural for humans,
so most of us focus on this domain. The second and more important reason is that
RGB data is much more widely available than any other. We count the number of
annotated RGB training images in the publicly available datasets in orders of tens
of millions. On the other hand, the number of available annotated thermal images
compatible with each other is counted in the best case by hundreds of thousands.
For annotated depth maps, the situation is even worse.

If we take a closer look at the multimodal data processing, in most cases, the
researchers take the architecture that proves itself on the RGB domain and tries to
train it on different data domains. Literature is full of such examples, such as [57]
and [58]. If well-annotated training data is available, it is not a big challenge to
obtain good performance and the neural network model will be able to deal with
the given task. The problem is the source of the training data. There are several
datasets publicly available, like FLIR [59] or KAIST [60]. However, these datasets
contain only tens of thousands of annotated images. It is enough to train the model
for a simple task but the state-of-the-art models are trained on millions or tens of
millions of images. However, even combining compatible datasets into a single set,
only hundreds of thousands of annotated images are available on the internet. It is
a huge disadvantage for future development. One of the main gains of this thesis
is the method that employs the sensory framework created by the author as well
as the related Brno Urban Dataset and proposes a method that can automatically
annotate hundreds of thousands of images in a short time without much human
effort. This way, the author shows that they can train a significantly better model
with their automatically annotated dataset than with the currently available public
hand-annotated datasets.

The other part of this thesis focuses on object detection in the point cloud data.
In most cases, these point cloud data are processed neural network models, like
PointNet [61], that take the entire 3D model on the input and segment it into
the object-specific clusters. Another approach is to interpret point cloud data as
the bird-view projection to the ground and detect objects in the 2D image [62]
or [63]. Based on previous research, the author decided to use the depth map
images generated during the synthetic thermal dataset generation by aggregating
the LiDAR sensors and studying the possibility of object detection in that data.
Compared to the previously mentioned approaches of point cloud processing, this
one is present in scientific literature but in only a few cases, such as [64] or [65].
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3 Research Summary
At the beginning of this study, the author focused their effort on the Simultaneous
Localization and Mapping (SLAM) topic. More specifically, the SLAM using RGB-
D cameras. The author covered it in this master thesis [66]. Later, they extended
this work into the paper Fusing the RGBD SLAM with Wheel Odometry [67], where
they enhanced the existing SLAM framework ElasticFusion [68] using the data from
the robot’s chassis odometry and the author was able to improve the accuracy and
robustness of the SLAM procedure. After this, the author moved on to the task of
object avoidance and developed several implementations of several algorithms for
the ATEROS robotic system [69].

At the end of the first year of the author’s Ph.D. studies, they started diving
more into multimodal data fusion. There are the origins of the later so-called Atlas
Sensory Framework. It is a unique set of sensors combined into one uniform device
capable of recording all of the data from the sensors mounted on it and storing this
data for processing it later with precise timestamping of submillisecond precision.
In the initial phase, the list of the devices installed on the Atlas contained four RGB
cameras, a single thermal camera FLIR Tau2, two Velodyne HDL-32e LiDARs, the
Xsens MTI-G-710 IMU and the BX982 RTK GNSS receiver with differential anten-
nas for heading estimation. The framework in its late form is shown in Figure 3.1.
The author also developed the entire battery-powered data grabbing system based
on the DC-powered PC, capable of recording over 2Gb/s. After the initial calibra-
tion of the system and its in-house testing, the framework was used in cooperation
with the Tenneco company (late 2018). Here the framework was installed on the
Tenneco’s testing car in Sint-Truiden, Belgium and collected the data that was later
used to improve the car dumpers.

At the same time (late 2018), the author participated in an internship at the
Tampere University of Technology, Finland, where they focused on visual-inertial
SLAM and started deepening the knowledge about the neural networks under the
supervision of professor Esa Rahtu.

After returning to the Brno University of Technology, the author finalized the
sensory framework and in cooperation with doctor Ales Jelinek, he recorded the
first official, now publicly available dataset, called Brno Urban Dataset (paper A).
Together with the dataset publishing on the internet, the author also published a
paper with the same name that described the entire dataset at the International
Conference on Robotics and Automation (ICRA) 2020, Paris, which in general is
considered the highest-ranked conference in the field of Robotics (Google Scholar
h-5 ranking, MSAR, etc.)

During the development of the Atlas Fusion Framework (appendix E), which
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Fig. 3.1: The Atlas Sensory Framework in a setup used during the recording in
February of 2021.

is software for the Brno Urban Dataset data processing that will later be used
to prepare multimodal data for neural network training, the author also joined
the existing project of Robotic Template Library (RTL) [70] (appendix F). It is
the original work by doctor Ales Jelinek created during his doctoral studies, now
extended and published as open-source under the MIT license. It is a C++17 library
based on the standard library and the Eigen library. The primary idea of this
software is to create a simple-to-use set of commonly employed tools in robotics and
wrap them together under the unified API. For example, the library implements
points, vectors, matrices, bounding boxes, 3D frustums, operations above these
primitives, transformations, transformation trees and more complex algorithms like
point cloud data segmentation. All of the code is strongly focused on performance
and compile-time optimizations. The RTL is an integral part of the Atlas Fusion
software.

The most important research of the entire dissertation by the author was done
in late 2020 and later published in early 2021 (paper C, Fully Automated DCNN-
Based Thermal Images Annotation). The basic idea was to develop a method that
would effectively train object detection neural networks on thermal images but this
method could also be generalized to any data domain. The main problem of creating
robust neural network modes is the lack of training data. To train the state-of-the-
art models on RGB data, we need hundreds of thousands of hand-annotated images
that are extremely demanding when it comes to human effort and of course, money.
However, datasets count only up to tens of thousands of images in the thermal image
processing field and mostly the annotations are not compatible between the datasets.
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In this case, we proposed a method that uses the RGB camera, thermal camera and
3D LiDAR. We used data from all of those sensors to create automatically annotated
thermal data for neural network training (see Figure 3.2). The author used the entire
ten-hour-long BUD dataset and during one day, the standard desktop PC generated
the annotated thermal image dataset that counted three hundred thousand images.
The author used this data to train the neural networks and showed that the models
trained on the large scale, automatically annotated dataset outperformed the models
trained on the human-annotated data. The method was published in the Q1 IF
journal [71].

Fig. 3.2: Basic idea of the [71] paper. First, the RGB image is automatically an-
notated by the RGB trained neural network (top left). Second, the LiDAR sensors
build the 3D point cloud model of the surrounding (right top). Third, the point
cloud is projected into the RGB camera frame (left bottom). This way, the distance
of the object is estimated. Fourth, the reprojection of the annotation from RGB
into the thermal image (right bottom).

Later, the author returned to the sensory framework and upgraded it with new
equipment, the Livox Horizon 3D LiDAR, and the Frequency Modulated Continu-
ous Wave (FMCW) mmWave radar AVR1642. After mounting new devices on it,
the author used the framework one more time to record a dataset. This time the
recording took place in late February when the Brno was covered in snow which
allowed for the creation of a unique, snow-oriented mapping Brno Urban Dataset:
Winter Extension [72] (paper B). It is important that during this recording session
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the author also recorded the adverse weather conditions, like night-time freezing
rain, which was then essential for the last paper.

The last paper included in the second part of the dissertations (paper D) was
preceded by studying different data domains and their information gain for object
detection by neural networks [73] as a result, the author selected the LiDAR data
for future study. The basic idea of the Human Detection in the Depth Map paper
is to use the point cloud data sensed by LiDAR, project the data into the camera
frame, create a 2D depth map of the scene and validate if the object detection neural
network could use the data to detect pedestrians in it. The paper proved that LiDAR
data used in this way could not match the standard RGB-based method but in case
of worse weather or light conditions, the models detecting objects in LiDAR-depth
images show a higher robustness.

The timeline of the research is with the most important milestones visualized in
Table 3.1.

Parallel to the main branch of the research, the author also applied their knowl-
edge in neural networks on the environmentalist task. Together with colleagues
from the Machine Vision Research Group of Brno University of Technology, they
proposed and developed the neural network-based vision tool for detecting varroosis
mites on honey bees [74] and published it in the Q1 IF journal. Varroosis is the
most destructive disease when it comes to honeybees worldwide and currently (as of
September 2021), the team is working on real-life low-cost measurement hardware
that could be installed in the beehive and track the parasite’s presence online, when
it is important to heal swarm in the early stages of the infection. In the future, it
could replace the very costly and inefficient laboratory-based testing method.
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2017/2018 ∙ Prior work
Expanding the topic of author’s master thesis. Review of the
state-of-the-art methods in the field of the dissertation. Initial
preparation of the sensory framework.

2018 ∙ Internship at the Tampere University of Technology (TUT)
Internship at the Tampere University of Technology under the
supervision of professor Esa Rahtu. Working on mapping software and
neural networks.

2019 ∙ Brno Urban Dataset
Conference Paper

Created a unique dataset for localization and mapping purposes.
Provided publicly to the research community. Published at ICRA2020,
highest rated conference in the robotics field (publication A).

2020 ∙ Software Development
Open-Source Software; Journal Article

Developing the Atlas Fusion (appendix E) and Robotic Template
Library software (appendix F).

2021 ∙ Fully Automated DCNN-Based Thermal Images . . .
Journal Article

Proposed a method for autonomous neural network training by
transferring knowledge from RGB to IR domain (publication C).

2021 ∙ Brno Unban Dataset: Winter Extension
Journal Article

Extending the existing BUD (Brno Urban Dataset) with new data
captured in the winter and during bad weather conditions. New
sensors added (publication B).

2021 ∙ Human Detection in the Depth Map . . .
Conference Paper

Proposed a neural network method to detect the object in the point
cloud data by projecting them into the camera plain (publication D).

Tab. 3.1: The timeline of the selected publications and related activities.
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4 Concluding Discussion
The result of this Ph.D. thesis could be concluded into the three areas that corre-
spond with the aims declared in the Aims and Objectives section: the data gathering,
software backend and the innovation of multimodal data processing using neural net-
works. Here we will discuss these topics chronologically, as the author realized them
over time.

The first one is the design and development of the sensory framework. This part
is covered by papers A and B. In this phase, the author employed a wide range of
sensors commonly used in robotics as well as the automotive field and integrated
them into a single device, which allows the author to capture all of the data and store
it in real-time. The author put special effort into designing the system to capture the
data with very precise timestamping, making it possible to combine the data in the
future. They tested the first version of this framework in cooperation with Tenneco
and helped them with dumpers development. Later, after several improvements,
when the development phase of the sensory framework was finished, the author
employed a device to record the first part of their dataset, which they later published
on the web, under the MIT license for free. The community welcomed the project
and the dataset was discussed on multiple online tech-reposting webs. From this
time onwards, several researchers contact the author directly to request technological
support, which proves interest in this kind of data. Later the dataset was extended
by the records that cover winter and rainy weather conditions. However, there was
also one missed opportunity to provide better software support for the dataset to
increase the project’s outreach.

Another part deals with the software toolset. The first software was the backend
mapping tool that allowed the author to post-process previously recorded data.
It is covered by paper E. It is called Atlas Fusion, and this tool mainly provides
the functionality to read the recorded offline data, process them in time order and
create the surrounding environment map. The map is used to extract the required
information and create multimodal datasets for later neural network training. The
second software mentioned in this thesis is the Robotic Template Library covered
by paper F. It implements elementary routines often used in robotics. However,
the main author of the RTL is doctor Jelinek. The author of this thesis helped to
improve the library with new ideas. The RTL is an essential part of the Atlas Fusion
and works as a technical backend. It needs to be said that both software tools are
not the core of the dissertation; therefore, the papers that cover it are placed in the
Appendices part.

All of the work mentioned above is fully open-source and available on GitHub
to anybody. The author believes that the open science trend helps track the re-
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peatability of all of the experiments and declared results while making it possible
for other researchers to build on top of the existing projects quickly. During this
thesis’s writing, the Atlas Fusion software and the Brno Urban Dataset were already
used by other researchers both at the Department of Control and Instrumentation
as well as worldwide.

The most important part of the entire thesis is the one with papers C and D.
The first paper mentioned shows the novel method of using the multimodal data
and using them to generate large-scale training datasets fully automatically and with
minimal human intervention. The author trained a model with better performance
results than the models trained on human-annotated data. In detail, this method
deals with the thermal image data but it can be generalized to any other image or
image-like data. The second paper mentioned extends this idea and applies a similar
idea to the point cloud data, where it studies the robustness of the object detection
in the LiDAR scans projected into the image plane. Currently, the majority of
ML-based publications are strongly dependent on the availability of training data.
The research teams often spent a large part of their time preparing data into a
form suitable for model training. This work shows that many parts of the machine
learning pipeline could be automated and humans can work here only providing
occasional supervision.

According to the author’s opinion, the scientific gain of this thesis is in the unique
research pipeline that the author created during their Ph.D. studies. The author
combined their large-scale self-made dataset, custom software tools and state-of-the-
art neural network architecture to create a method that saves an enormous amount
of human effort compared to the current practice.

Still, the topic of this dissertation is very wide and this thesis deals with only
a tiny part of it. In the future, there is an open field to study in detail the data
from other sensors, combine multiple sensors’ data into a single multimodal image
or move beyond the field of object detection. The research never ends.
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Abstract

Autonomous driving is a dynamically growing field of research, where quality and
amount of experimental data is critical. Although several rich datasets are avail-
able these days, the demands of researchers and technical possibilities are evolving.
Through this paper, we bring a new dataset recorded in Brno - Czech Republic. It
offers data from four WUXGA cameras, two 3D LiDARs, inertial measurement unit,
infrared camera and especially differential RTK GNSS receiver with centimetre ac-
curacy which, to the best knowledge of the authors, is not available from any other
public dataset so far. In addition, all the data are precisely timestamped with sub-
millisecond precision to allow wider range of applications. At the time of publishing
of this paper, recordings of more than 350 km of rides in varying environment are
shared at: https://github.com/RoboticsBUT/Brno-Urban-Dataset.
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B Brno Urban Dataset: Winter Extension
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Abstract
Research on autonomous driving is advancing dramatically and requires new data
and techniques to progress even further. We present an extension of our recent work
- the Brno Urban Dataset (BUD) to reflect this pressure. Mainly the data focus on
winter conditions in various snow-covered environments. The new data keep all the
sensory setup from the previous dataset version, like four RGB cameras, a single
thermal camera, two 3D LiDARs, differential RTK GNSS, and IMU, and newly
extended by a new type of 3D LiDAR and 2D radar in front of the vehicle. Above
the mentioned sensory equipment, we also provide the machine-generated object
detection bounding boxes for all provided image data. We employed the existing
pre-trained YOLO to annotate the 52 hours of RGB video and the neural network
model developer during our previous research to annotate all the thermal image
data. To our best knowledge, it makes this dataset is the largest source of machine-
annotated thermal images currently available. The dataset is published under MIT
license on [75].

Author’s Contribution
The author was the main designer of the entire hardware platform, the majority
of the sensor drivers and recording software as well as the work with the neural
networks. He was also present during the dataset recording and together with Ales
Jelinek, he prepared the entire dataset for release. Author contribution: 70 %
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C Fully Automated DCNN-Based Thermal
Images Annotation Using Neural Network
Pretrained On RGB Data
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Abstract

One of the biggest challenges of training deep neural network is the need for massive
data annotation. To train the neural network for object detection, millions of anno-
tated training images are required. However, currently, there are no large-scale ther-
mal image datasets that could be used to train the state of the art neural networks,
while voluminous RGB image datasets are available. This paper presents a method
that allows to create hundreds of thousands of annotated thermal images using the
RGB pre-trained object detector. A dataset created in this way can be used to train
object detectors with improved performance. The main gain of this work is the novel
method for fully automatic thermal image labeling. The proposed system uses the
RGB camera, thermal camera, 3D LiDAR, and the pre-trained neural network that
detects objects in the RGB domain. Using this setup, it is possible to run the fully
automated process that annotates the thermal images and creates the automatically
annotated thermal training dataset. As the result, we created a dataset containing
hundreds of thousands of annotated images. This approach allows to train deep
learning models with similar performance as the common human-annotation-based
methods do. This paper also proposes several improvements to fine-tune the results
with minimal human intervention. Finally, the evaluation of the proposed solution
shows that the method gives significantly better results than training the neural
network with standard small-scale hand-annotated thermal image datasets.
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D Human Detection in the Depth Map Cre-
ated from Point Cloud Data
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Abstract

This paper deals with human detection in the LiDAR data using the YOLO object
detection neural network architecture. RGB-based object detection is the most
studied topic in the field of neural networks and autonomous agents. However, these
models are very sensitive to even minor changes in the weather or light conditions
if the training data do not cover these situations. This paper proposes to use the
LiDAR data as a redundant, and more condition invariant source of object detections
around the autonomous agent. We used the publically available real-traffic dataset
that simultaneously captures data from RGB camera and 3D LiDAR sensors during
the clear-sky day and rainy night time and we aggregate the LiDAR data for a short
period to increase the density of the point cloud. Later we projected these point
cloud by several projection models, like pinhole camera model, cylindrical projection,
and bird-view projection, into the 2D image frame, and we annotated all the images.
As the main experiment, we trained the several YOLOv5 neural networks on the data
captured during the day and validate the models on the mixed day and night data to
study the robustness and information gain during the condition changes of the input
data. The results show that the LiDAR-based models provide significantly better
performance during the changed weather conditions than the RGB-based models.

Author’s Contribution

The entire paper is the author’s original work. They proposed the basic idea, pre-
processed data, trained neural networks and evaluated them. The experiments were
consulted with supervisor.

Author contribution: 95 %
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E Atlas Fusion - Modern Framework for Au-
tonomous Agent Sensor Data Fusion
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Abstract

In this paper, we present our new sensor fusion framework for self-driving cars and
other autonomous robots. We have designed our framework as a universal and
scalable platform for building up a robust 3D model of the agent’s surrounding
environment by fusing a wide range of various sensors into the data model that
we can use as a basement for the decision making and planning algorithms. Our
software currently deals with the data fusion of the RGB and thermal cameras,
3D LiDARs, 3D IMU, and a GNSS positioning. The framework covers a complete
pipeline from data loading, filtering, preprocessing, environment model construction,
visualization, and data storage. The architecture allows the community to modify
the existing setup or to extend our solution with new ideas. The entire software is
fully compatible with ROS (Robotic Operation System), which allows the framework
to cooperate with other ROS-based software. The source codes are fully available as
an open-source under the MIT license. See https://github.com/Robotics-BUT/
Atlas-Fusion.
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proposed and realized the majority of all features and evaluate code on the real
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Abstract
Robotic Template Library (RTL) is a set of tools for dealing with geometry and point
cloud processing, especially in robotic applications. The software package covers ba-
sic objects such as vectors, line segments, quaternions, rigid transformations, etc.,
however, its main contribution lies in the more advanced modules: The segmenta-
tion module for batch or stream clustering of point clouds, the fast vectorization
module for approximation of continuous point clouds by geometric objects of higher
grade and the LaTeX export module enabling automated generation of high-quality
visual outputs. It is a header-only library written in C++17, uses the Eigen library
as a linear algebra back-end, and is designed with high computational performance
in mind. RTL can be used in all robotic tasks such as motion planning, map build-
ing, object recognition and many others, but the point cloud processing utilities
are general enough to be employed in any field touching object reconstruction and
computer vision applications as well.
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