
BRNO UNIVERSITY OF TECHNOLOGY
VYSOKÉ UČENÍ TECHNICKÉ V BRNĚ

FACULTY OF INFORMATION TECHNOLOGY

FAKULTA INFORMAČNÍCH TECHNOLOGIÍ

DEPARTMENT OF COMPUTER GRAPHICS AND MULTIMEDIA

ÚSTAV POČÍTAČOVÉ GRAFIKY A MULTIMÉDIÍ

COUNTING VEHICLES IN STATIC IMAGES
POČÍTÁNÍ VOZIDEL V STATICKÉM OBRAZE

MASTER’S THESIS

DIPLOMOVÁ PRÁCE

AUTHOR ONDŘEJ ZEMÁNEK

AUTOR PRÁCE

SUPERVISOR prof. Ing. ADAM HEROUT, Ph.D.

VEDOUCÍ PRÁCE

BRNO 2020



Vysoké učení technické v Brně
Fakulta informačních technologií

 Ústav počítačové grafiky a multimédií (UPGM) Akademický rok 2019/2020

 Zadání diplomové práce

Student: Zemánek Ondřej, Bc.
Program: Informační technologie     Obor: Počítačová grafika a multimédia
Název: Počítání vozidel v statickém obraze
 Counting Vehicles in Static Images
Kategorie: Zpracování obrazu
Zadání:

1. Seznamte se s problematikou analýzy dopravy z dohledových kamer; zaměřte se na počítání
vozidel na parkovištích a v podobných scénách.

2. Vyhledejte vhodné datové sady pro učení a hodnocení algoritmů; pořiďte vlastní dílčí
datovou sadu vhodně zaměřenou určitým směrem.

3. Experimentujte s algoritmy počítačového vidění pro počítání vozidel v obraze na datech.
4. Na konkrétní datové sadě demonstrujte možnosti vyvinutých algoritmů a diskutujte jejich

vlastnosti a omezení.
5. Zhodnoťte dosažené výsledky a navrhněte možnosti pokračování projektu; vytvořte plakátek

a krátké video pro prezentování projektu.
Literatura:

Bharath Ramsundar, Reza Bosagh Zadeh: TensorFlow for Deep Learning: From Linear
Regression to Reinforcement Learning, O'Reily Media, 2018
Ozkurt, Celil & Camci, Fatih. Automatic Traffic Density Estimation and Vehicle Classification
for Traffic Surveillance Systems Using Neural Networks. MCA, 2009
Zhang, Cong, et al. Cross-scene crowd counting via deep convolutional neural networks.
CVPR 2015
Tayara, Hilal, Kim Gil Soo, and Kil To Chong. Vehicle detection and counting in high-
resolution aerial images using convolutional regression neural network. IEEE Access 6
(2017): 2220-2230

Při obhajobě semestrální části projektu je požadováno:
Body 1 a 2, značné rozpracování bodů 3 a 4.

Podrobné závazné pokyny pro vypracování práce viz https://www.fit.vut.cz/study/theses/
Vedoucí práce: Herout Adam, prof. Ing., Ph.D.
Vedoucí ústavu: Černocký Jan, doc. Dr. Ing.
Datum zadání: 1. listopadu 2019
Datum odevzdání: 3. června 2020
Datum schválení: 5. listopadu 2019

Powered by TCPDF (www.tcpdf.org)

Zadání diplomové práce/21384/2019/xzeman53 Strana 1 z 1



Abstract
This work addresses the problem of counting vehicles in static images with no geometric
information of the scene. Five convolutional neural network architectures were studied,
implemented and trained as the main part of this work. Also, a dataset that consists of
19 310 images from 12 views that captures 7 different scenes were taken as part of this
work. The trained networks map the appearance of the input sample to its corresponding
vehicles density map, which can be easily translated to the vehicle count with keeping the
localization of the vehicles in the input image. The main contribution of this work is in
an application and a comparison of the state-of-the-art solutions to the problem of object
counting. Most of them were mainly designed to count pedestrians in crowded scenes or for
medicine images, so the major goal was to adapt these solutions for vehicle counting task.
The implemented models were evaluated on TRANCOS dataset and large custom dataset
with the GAME metric. Their performance is compared and the results are discussed.

Abstrakt
Tato práce se zaměřuje na problém počítání vozidel v statickém obraze bez znalosti ge-
ometrických vlastností scény. V rámci řešení bylo implementováno a natrénováno 5 ar-
chitektur konvolučních neuronových sítí. Také byl pořízen rozsáhlý dataset s 19 310 snímky
pořízených z 12 pohledů a zachycujících 7 různých scén. Použité konvoluční sítě mapují
vstupní vzorek na mapu hustoty vozidel, ze které lze získat jejich počet a lokalizaci v kon-
textu vstupního snímku. Hlavním přínosem této práce je porovnání a aplikace dosavadních
nejlepších řešení pro počítání objektů v obraze. Většina z těchto architektur byla navržena
pro počítání lidí v obraze, proto musely být uzpůsobeny pro potřeby počítání vozidel v
statickém obraze. Natrénované modely jsou vyhodnoceny GAME metrikou na TRANCOS
datasetu a na velkém spojeném datasetu. Dosažené výsledky všech modelů jsou následně
popsány a porovnány.
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Chapter 1

Introduction

Visual counting that aims to accurately estimate the number of vehicles is a hard problem
with huge potential in many applications across many industries.

For instance, it can be used for a long-term analysis of a traffic density on main city
roads and highways, so road closures, detours, or road expansions can be planned smoothly.
Help truck drivers, who need to plan their next break, by monitoring parking capacity near
highways. Also, solving the vehicle counting problem can bring a cheaper solution for
monitoring a shopping center parking lot, so instead of using a physical sensor for each
parking space, a few cameras can be used to monitor the parking lot. This work is mainly
focused on a visual vehicle counting in Parking lot scenes.

The most recent state-of-the-art solutions are based mostly on the convolutional neural
network models. Therefore, this work is focused on this type of solutions. The existing ap-
proaches can be divided into object classification solutions and density map regression-based
architectures. Some of the convolutional network architectures even use a combination of
these two principles.

The first group uses the classification of individual objects in YOLO-like (You Look
Only Once) [19] style to detect and count the objects in the input image. Although these
approaches can be fast and reliable in trivial cases, in very dense and overcrowded scenes
with overlapping objects, low-resolution and partly visible objects, and a slightly different
perspective, the overall performance of these models is limited.

The other group of solutions that reaches much better results in the target scenarios
is based on a different idea. Instead of solving this problem by the classification of each
object in the image, these solutions transform the visual counting task into object density
map estimation from the input image. In other words, they are using convolutional neural
networks to transform an input image appearance into an object density map in a certain
resolution. From the output of this transformation, the object count can be easily estimated
by the output density map integration, even with keeping the information of the objects
localization.

The main contribution of this work is an application and a comparison of the existing
solutions on a car park dataset. To achieve this, the existing convolutional neural architec-
tures had to be analyzed and adapted to the visual vehicle counting problem. Also, a large
diverse dataset for training was collected and used for the training. All used models were
trained with various parameters, evaluated and compared.

The thesis is divided into seven chapters. Firstly, related existing approaches for visual
counting are reviewed in Chapter 2. Next, the convolutional neural network architectures
used in this work are introduced, deeply reviewed and their choice is justified. Following
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Chapter 4 is focused on reviewing the existing car park datasets, custom parking lot dataset
acquisition, and the labelling process. The implementation of the selected networks is
described in Chapter 5. Also, the toolset and custom training and evaluating infrastructure
is presented. In the following Chapter 6, the training process is explained, and the used
dataset preprocessing methods are described. In the evaluation Chapter 7, the evaluation
and comparison of the trained models on two datasets is presented and discussed. Lastly,
Chapter 8 summarizes the achieved results, comparison of created models, and contribution
of this thesis.
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Chapter 2

Visual Counting Methods

As can be expected, there is no general solution for Visual object counting in Computer
Vision. However, there are dozens of approaches to solve this problem, and more new
solutions are proposed every year. Most of them are designed for specific problems like
crowded scenes or biomedical counting. So, it is necessary to choose wisely the most suitable
solutions for visual vehicle counting. Thus, the visual counting problem is defined and
discussed from different angles in this chapter.

The following section reviews the most common designs for objects counting problem:
counting by classification and counting by image regression. There is another method called
counting by clustering, but it is based on motion changes in an image sequence, so it is not
a suitable solution for this work, so it is not reviewed here. Also, because the regression
approach is used, the last section is described in detail.

2.1 The Visual Counting Problem
Visual object counting is an open-set problem by nature. So, in theory, the input image can
capture an infinite number of objects. Generally, open-set problems are challenging to solve
in Computer vision as the image contains only a limited amount of information. Especially
in deep learning algorithms is impossible to train the designed model on an open-set dataset
because it would take an infinite amount of time, not to mention the difficulty of creating
an open-set training dataset.

However, in practice, we usually care about real-world scenarios, where the count num-
ber is in a closed-set interval. So, we can reduce this problem to a closed-set task, which
can be solved using deep learning algorithms, and as shown in the following sections, almost
all existing approaches are solving only this simplified problem.

2.2 Instances Classification
The object classification problem gets very popular recently. It has many applications
across multiple industries, like manufacturing automation, face recognition, and much more.
There are dozens or maybe hundreds of different methods for object classification. It is not
surprising that some of them are focused on visual objects counting. These solutions can be
divided into Machine learning methods and deep learning approaches. In following sections
are described both groups.
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2.2.1 Classifier Based Techniques

The most common techniques used in Machine learning are using three main techniques.
The Histogram of Oriented Gradients (HOG) with Linear Support Vector Machine (SVM)
that extract the image features to get the gradient orientation in localized partitions of the
image, as depicted in Fig. 2.1. The Scale-invariant feature transform (SIFT), proposed by
Lowe at al. [14], is a feature detection algorithm that uses a feature matching and the Hough
transformation for object classification. Lastly, the Cascade classifier with ADAboost train-
ing that uses a concatenation of several classifiers to find the objects in an input image.
Although these approaches can be fast in certain applications, the visual counting problem
is not suitable.

Figure 2.1: Left: Extraction process of the localized gradients in input image using the
HOG and SVM. [7], Right: Object bounding box prediction with gradient orientation
features extraction and SVM [8].

2.2.2 Deep Learning Methods

The described machine learning approaches provide good results in classification. However,
recently proposed deep learning networks shows better performance in case of accuracy. The
R-CNN [9], Fast R-CNN [20] or one of the most popular You Look Only Once (YOLO) [19]
methods show excellent performance in classification problems. All these methods are
designed as convolutional neural networks.

The R-CNN method is a rapid method for object classification. Instead of going through
the whole image and classifying every bounding box of every size in the image, it uses a
process called Selective Search to optimize this process by creating bounding boxes, or
region proposals that will be later classified by the CNN.
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Figure 2.2: An illustration of You Look Only Once model. [19]

A different approach is proposed by the YOLO convolutional neural network, illustrated
in Fig. 2.2, which is a regression-based model. It breaks down the input image into a grid
of patches. Then it predicts the probability of an object presence for each patch. It is also
a quick method, and it is usually used for multiple object classes classification.

Both of these methods proved great performance in various real-world applications, but
their performance is reduced in very dense object scenes with an object overlapping, such
as overcrowded or dense traffic scenes. These types of scenes are crucial for visual counting
tasks, so I decided to skip these approaches based on the classification of the objects despite
their excellent speed.

2.3 Image Regression
Regression is the relationship between one variable, usually called the dependent variable,
and the other variables called independent variables. In the case of image regression, the
algorithm learns to understand the relationship between image appearance or its features
(high level or low level) and independent labels, like landmarks detection or object density
map, which is an independent variable that can be used for visual counting.

The image regression-based methods are also great in estimating an image depth, as can
be seen in Figure 2.3, human age from pictures, or detecting human or animal landmarks.

In the following subsection, some of the independent variables that are used for visual
object counting with convolutional neural networks are reviewed.
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Figure 2.3: Depth estimation CNN method based on the image regression approach [13].

2.3.1 Density Map

Figure 2.4: Example of the density map regression in the TRANCOS dataset [21]. In top
section are input images and at bottom there are its corresponding density maps.

An object density map can be briefly described as a map with a specific resolution that
contains the spatial distribution of objects with quantity information. Even in overcrowded
scenes, where the objects overlap, the density map preserves the real object count.

The CNN models based on density map regression are trained to transform an input
sample into a density map that can be directly integrated into a corresponding object count.
In the case of an image, the integral is a simple summary of all values across the map.

This method is later used across all used CNN architectures in this thesis. An example
of the density map is in Figure 2.4, where the TRANCOS dataset samples are labelled with
its density maps.

Corresponding density map for an image can be created from dots annotation, repre-
senting the coordinates of all objects in the image. This labelling style is later described in

8



section 4.4.1. In short, every object label in dots annotation has value 1. The label map
is then blurred using the Gaussian function, which is a probability function that does not
change the integral value of the blurred map. A great advantage of this approach is that
the dot labels gain bias in both x and y directions and it can better overlap the labelled
objects. Also, the integral of the whole density map corresponds to the real object count,
even after the Gaussian blur application.

As mentioned, using Gaussian function we can turn the dots annotation into the ground
truth density map. So the density map 𝐷𝐼 , for an image 𝐼, is defined as follows [18],

𝐷𝐼(𝑝) =
∑︁
𝜇∈𝐴𝐼

𝑁(𝑝, 𝜇,Σ), (2.1)

where 𝐴𝑖 is set of points for the corresponding image 𝐼, and 𝑁(𝑝, 𝜇,Σ) represents the
evaluation of a normalized 2D Gaussian function, with 𝑝 representing pixel position of
processed annotation dot, mean value 𝜇 and covariance matrix Σ.

The total object count 𝑁𝐼 can be than directly obtained by simple integration of this
density map 𝐷𝐼 , as follows,

𝑁𝐼(𝑝) =
∑︁
𝑝∈𝐼

𝐷𝐼(𝑝). (2.2)

The important thing here is that this solution works even if multiple objects are over-
lapping and that is crucial for dense scenes. Because as defined in equation (2.2), all the
Gaussian functions in 𝐷𝐼 are summed. This type of annotation is a great solution to our
problem. Thus, this style is used in our dataset.

2.3.2 Local Count

Figure 2.5: Illustration of the Local count processing. On the left side, a set of patches is
extracted from the input image and passed to the CNN regressor. The predictions are then
merged into the final prediction map on the right side.

A Local count regression is a process of predicting the count values of local image patches.
To get the total count of all objects in the input image, the image has to be sampled by a
sliding window. Then the created patches are processed by the network to get their local
counts. Finally, the global count is obtained by normalizing and fusing the local counts.
Also, if the patches are overlapping, then it is necessary to combine their local results. The
process is illustrated in Figure 2.5.

Chattopadhyay et al. [5] use this idea in their work called Counting Everyday Objects in
Everyday Scenes. Unfortunately, they pick a challenging problem because of the diversity
of the objects in their scenes. Also, the Spatial Divide-and-Conquer convolutional neural
network model, created by Xiong et al. [27], uses this idea in combination with spatial
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division, so their network splits the input image on its own. As later reviewed in Chapter 3,
this method achieves state-of-the-art performance across multiple dataset benchmarks.

2.4 Object Counting with Convolutional Neural Networks
In this section are described the main differences in neural networks types, as it is necessary
to understand why the convolutional type is mainly used for the visual counting task. The
convolutional neural network layer types and configuration used later in this work are briefly
presented.

2.4.1 Neural Network Concept

Neural network as a universal function approximation is an algorithm that is learned to
recognize patterns. The learning process can be supervised or unsupervised. In supervised
learning, a set of inputs and desired outputs are given and the network uses a loss function
and a process called backpropagation to change its weights to get closer to the desired
output. In unsupervised learning, the network gets the input only and the weights are
changed based on the cost function, which has to be defined. In the case of visual object
counting, which is an image processing task, the supervised learning process is more suitable,
as we can collect a dataset with both input images and output label maps. Unsupervised
learning is also possible, but its usage is rare for image regression problems. In this thesis,
supervised training is used exclusively.

In terms of naming, I am using the most common convention in this thesis. The neural
network model is divided into segments, defined by its depth level, called layers. There is
an input layer that takes the input data and passes them to the next layer. On the other
side is the output layer, which gives the user the final prediction for the input data. Layers
between input and output are called hidden or nested layers. Also, every layer can be made
of a different number of channels.

2.4.2 Neural Network Types

There are two elementary neural network categories. First, the feed-forward architecture,
where the inputs flow in one direction through hidden layers until it reaches the output
neurons. The main goal of this architecture is to approximate some function 𝑓 by defining
a mapping, as follows,

𝑦 = 𝑓(𝑥, 𝜃), (2.3)

where 𝑥 is the input data, 𝜃 represents the model parameters that result in the best function
approximation, and 𝑦 is the approximation, so it can be a category in case of classifier or
density map in case of regression-based model1.

Second, the recurrent neural network types extend the feed-forward architecture with
feedback connections, so the input data flows round in cycles, and the model has dynamic
behaviour. These models can remember information for a long time, but they are more
difficult to train. Even convolutional networks can be designed as recurrent, but it is not so
common to use it for static data, so in this thesis, I am working only with the feed-forward
architectures.

1https://towardsdatascience.com/26a6705dbdc7
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2.4.3 Convolutional Neural Networks

Convolution is a mathematical operation that is a core function for image processing op-
erators. It has two inputs: the input image and kernel, which is a convolution mask. The
product of this operation depends on its kernel. For example, it can be used for blurring,
edge detection, or sharpening of the input image. Therefore, in combination with neural
networks, it is a common and great solution for computer vision problems.

Convolutional neural networks can be used for classification or regression. It depends
on the composition of the final network architecture.

In the following sections are briefly described the most common neural network layers
that are used in the architectures used in this thesis.

2.4.4 Layers Types

Convolutional Layer

Naturally, this is the most fundamental type of layer for convolutional neural networks. This
layer executes the convolution operation on its input. For example, it is used for image
feature extraction, like edge and corners. Also, this layer can include multiple kernels so
that it can be more complex.

Fully Connected Layer

Fully connected layers are mostly used in classification models where it drives the final clas-
sification decision from the results of the previous layer (convolution, pooling, upsampling).
So, its decision is based on all neurons of its previous layer.

Pooling Layer

The pooling layer is used to reduce the input feature map size to get lower-level features.
It can be done with various functions like maximum and average, where it calculates the
maximum or the average for each patch of the input feature map and creates the output
map. Also, the pooling has multiple parameters that define its function and stride, which
defines the step size of the pooling window.

Upsampling Layer

The upsampling layer has exactly opposite behaviour besides the pooling layer. It upsam-
ples the input feature to a larger resolution to get higher-level features.

2.4.5 Fully Convolutional Networks

The special neural network architecture is a fully convolutional network, that is composed
of convolutional layers only. This type of neural network is commonly used for the visual
counting task. This network type is mostly used for image regression solutions. Also, the
Counting CNN described in Chapter 3.1 and used in this work is a fully convolutional
network architecture.
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2.4.6 Activation Functions

Activation functions define the output state of each neuron in a neural network. So, it
defines the behaviour of the neuron to the input. It is a crucial parameter in the design
process of the model.

In image processing networks, the most common activation function is the Rectified
Linear Unit (ReLU), Softmax, and sigmoid function.

ReLU function is commonly used for convolutional, pooling, and upsampling layers
because it is idempotent, it does not saturate and it simply behaves only like a switch.
That means the activation function only grounds values below zero and does not change
the output value. It is defined as follows,

𝑓(𝑥) = 𝑚𝑎𝑥(0, 𝑥). (2.4)

The Softmax and sigmoid activation functions are great for the output layers, where we
want to classify or get the regression output in a valid range.

Softmax function outputs a vector that represents the probability distributions of a list
of potential outcomes2. It is computed with following equation,

𝑓(𝑥) =
𝑒𝑥∑︀
𝐾 𝑒𝑥𝐾

, (2.5)

where 𝐾 is the size of the output vector. In the case of the multi-class classification, it
defines the number of classes.

Sigmoid activation function is great for regression based task as it shrinks the input
values into a range of [0, 1]. The function is defined by,

𝑓(𝑥) =
1

1 + 𝑒−𝑥
. (2.6)

2.4.7 Loss Functions

Loss function or cost function is used to optimize the parameters of the neural network
model. Its result is a single number which represents al the good and bad aspects of the
current state of the network. In a supervised learning process, this function defines the loss
between the prediction and ground truth. Typically, with the neural networks, the goal is
to minimize the loss (error value).

There is no general loss function that works for all tasks. The choice of the right function
is critical, as the backpropagation process needs to know how to update the network weights
to train the model correctly.

In convolutional neural networks, the most used loss function is Mean Absolute Error
( L1-norm) or Mean Square Error (L2-norm) or Euclidean loss, commonly used for image
regression tasks. For classification tasks are used different functions as the network output
is a vector of probabilities and not a feature map like in the image regression model. For
that case are used various cross-entropy functions.

2.4.8 Network Output Configuration

The next important aspect of good network design is a combination of the output activation
function and the output loss function. Chengwei Zhang has made a great summary of this
problem in the following Table 2.1.

2https://medium.com/data-science-bootcamp/51f09ce11154
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Problem type Last-layer activation Loss function
Binary classification sigmoid binary_crossentropy
Multi-class, single-label classification softmax categorical_crossentropy
Multi-class, multi-label classification sigmoid binary_crossentropy
Regression to arbitrary values None MSE
Regression to values between 0 and 1 sigmoid MSE or binary_crossentropy

Table 2.1: Last-layer activation and loss function combinations [29]. The MSE loss functions
stands for the Mean Square Error.

The right combinations for the used architectures are described in Chapter 5.

2.4.9 Optimizers

The training process is driven by an optimizer. As the loss function tells us what is the
difference between the predicted output and the desired output, the optimizer takes the
loss and updates the model weights to minimize the loss function.

The right type of optimizer can speed up the training process and minimize the loss
function faster than others. The most commonly used optimizers are Stochastic Gradient
Descent (SGD), SGD with Momentum, SGD + Nesterov accelerated gradient, RMSProp,
and Adam.

First, the Stochastic Gradient Descent iterative algorithm updates the network weights
in a negative gradient direction to minimize the loss. The algorithm is well known, and its
detailed description is not important for this work, more can be found in article written by
Aishwarya V Srinivasan3. Also, there are multiple modifications of this optimizer like SGD
with Nesterov accelerated gradient and SGD with Momentum. Overall, these optimizers
work very well for shallow networks and they are commonly used. However, they are usually
very slow for deep networks in comparison with others.

Next, there is a group of optimizers, which are often called adaptive methods.
The first one is RMSProp. It speeds up the search with an adaptive learning rate for

each network parameter. It works well for most of the tasks, and it is usually much faster
than the SGD algorithm.

Adam or Adaptive Moment Optimization is another adaptive method which is now the
most popular one. In short, it combines the RMSProp with Momentum. This optimizer
is also great for deep networks, as it can find the minima faster than basic SGD. Ayoosh
Kathuria summarizes a brief description of adaptive optimizers in his article4.

In summary, the SGD optimizer is a good choice if we have a lot of computation power
and time as it can search the minima really stable. Otherwise, one of the adaptive methods
is the right choice.

3https://towardsdatascience.com/53d239905d31
4https://blog.paperspace.com/intro-to-optimization-momentum-rmsprop-adam/
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Chapter 3

Used Architectures

Significant progress has been made to visual object counting in a static image. The state-of-
the-art solutions are mostly based on the mentioned density map regression [23, 17, 18, 12],
that means these approaches maps the input image appearance to its object density map.

There are also other papers related to our problem, which uses different methods. For
example, counting by classification individual instances in an image [11, 25], motion-based
solutions for counting objects in a video [30, 1] or frame differencing method [26]. However,
I have decided to focus on methods based on convolutional neural network architecture and
the density map regression model.

In this chapter are reviewed and discussed the related CNN architectures that are later
used for our visual counting problem. These methods are mostly designed for visual object
counting. The Stacked Hourglass model described in Section 3.3 is originally designed for
human pose estimation, but it also uses the density map regression approach, so I have
decided to try to adapt this architecture to our task. Also, the authors’ original evaluations
are presented and discussed to show how well these solutions work on various datasets.

3.1 Single-Pipeline CNN for Crowded Scene Counting
The first selected architecture is called the Counting Convolutional Neural Network. It was
proposed by Oñoro et al. [18]. Their work is focused mainly on human counting problem
in a crowded scene and vehicle counting in traffic congestion. As the second application
is targeting the same problem as this thesis, the following approach description is focused
only on vehicle counting.h

The architecture is designed as a single pipeline fully convolutional neural network with
6 convolutional layers. It processes 72 × 72 pixels input sample and transforms it into a
density map with a quarter resolution of 18× 18 pixels.
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Count Estimation Using a Density Map

Figure 3.1: Illustration of the process of density map regression from the input image, where
the network is learning how to map input sample appearance into output objects density
map [18].

A Common approach in older existing solutions for counting objects in an image was to
use a bounding box annotation. This is one of the first paper that proposed a visual
counting solution designed as a density map regression method, which was initially proposed
by Lempitsky [12]. It is based on using the object density map that corresponds to the
annotated image, as described in the previous Chapter in section 2.3.1.

With a Local Count prediction for better training performance

Every dataset image has its resolution and the best way to use them for training is to
process all its details without reduction. Unfortunately, training the convolutional neural
network on full resolution images dramatically decreases the training speed. Also, some of
the dataset samples can have different resolutions, so it is necessary to resize them to the
proper model input resolution.

The authors solve this problem with a simple solution. As described in Section 2.3.2,
they cut the input sample into a set of patches, so the trained network can be easily trained
on these patches without reducing the image detail. However, each patch contains only
partial detail of the input image, so if some object is on the edge of the patch, then the
prediction of the CNN can be distorted. To overcame this limitation, patches are cut with
padding, so multiple patches are overlapped.
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The architecture

Figure 3.2: Counting CNN architecture. Input image is mapped to density map. [18].

The Counting CNN model is a fully convolutional neural network, so no fully-connected
layer is applied. It is designed as a single pipeline 6 convolutional layers network where the
first three layers are always followed by the max-pooling layer, as can be seen in Figure 3.2.
The model expects a sample patch with a resolution of 72 × 72 on its input. It maps the
patch appearance to a smaller density map with a resolution of 18 × 18. Although the
design might seems compact and direct, the layers contain a large number of channels, as
the fourth layer has even 1000 channels. But, this is balanced by a small input size, so the
model training time is acceptable.

Even it is a very compact solution and the resolution of the output density map is 4
times lower than the input sample, they prove decent prediction performance on multiple
datasets.

Evaluation

The proposed architecture was also evaluated on various datasets. One of them is called
The TRaffic ANd COngestionS (TRANCOS) dataset [21]. It captures various scenes from
highways and main city street roads with dense traffic. Each image of this dataset is
labelled with dots annotation. Also, the map of the region of interest is included. This
dataset is described in detail in section 7.1, but in short, it contains good benchmark data
with overcrowded scenes and a lot of overlapping vehicles. Also, worth mentioning, the
images have very low resolution and poor image quality. But still, it is very popular as a
benchmark dataset for visual counting methods that are used for comparison with other
approaches. Thus, the TRANCOS dataset is also used in this work for the evaluation.
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3.2 Processing the Input Sample on Multiple Scales as Scale-
Aware Solution

Figure 3.3: Hydra convolutional neural network (Hydra-CNN). Multiple input network
mapped to single density map. The architecture uses a pyramid of input patches, each
patch is processed by one input layer. The input multiple scales patches are cropped from
the original sample and re-scaled to match the network input size. [18]

The second used architecture is called Hydra Convolutional Neural Network (Hydra-CNN),
like the mythological creature Hydra with nine heads and a big body. As illustrated in
Figure 3.3, the model is strongly similar to this strange creature. This is not the first
approach, that uses the Hydra creature as inspiration for its CNN architecture, as there
are already few convolutional networks with this design [24, 16]. It is a good solution to
make a prediction from multiple input data streams.

The authors design this network as a visual counting scale-aware and perspective-free
solution. The main benefits of this solution are that the trained model is able to generalize,
exhibits different perspective, and accurately predict the number of objects for diverse
scenes.

The Architecture

The architecture is mainly based on multiple Counting CNN’s that are used as the input
heads of the creature, as illustrated in Figure 3.3. Each head processes the input sample
on a different scale, so the final architecture is a scale-aware solution for visual counting.
The patch scale (crop ratio of the original sample) for head 𝐻𝑖 is defined as follows,

𝐻𝑠 = 1− 1

𝐶
·𝐻𝑖, (3.1)

where 𝐶 is the number of heads. In the case of the first level head, the input patch
corresponds to the original sample. The heads’ intermediate outputs are fused by three
fully connected layers, so even though the input array contains the image in multiple scales,
the output is a single density map, as in the case of Counting CNN. The concept can be
easily extended by adding a new head or simplified by removing one. The results are much
better than in the case of the simple counting CNN.

Inference process

First, the input sample is scaled into a pyramid of input patches. The scales are defined by
equation (3.1). Second, each level of the pyramid feeds the particular head of the network,
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so each of the input patches is processed by a single sub-module that corresponds to the
Counting CNN model. Third, the body then processes all intermediate predictions by two
deep Fully connected layers, pooling layer, and the final fully-connected layer with the same
size as the single Counting CNN model output. So it transforms the pyramid of patches to
a single density map.

Thanks to the multiple-scale processing of the input sample, it greatly improves the
predictions compared to the single pipeline Counting CNN. This method was the state
of the art solution for TRANCOS dataset benchmark, described in chapter 7.1, where it
achieved the lowest prediction error. Well, until last year, when the solution presented in
the following section was proposed.

3.3 From Human Pose Estimation to Visual Counting

Figure 3.4: Example of prediction output of the Stacked Hourglass network, trained on
human pose dataset [17]. The model estimates heat-maps of human body landmarks.
(From left: neck, elbow, wrist, knee and ankle)

First, Newell at al. [17] proposes the innovative convolutional neural network architecture
named Stacked Hourglass. The name follows the architecture visual appearance, as can be
seen in Figure 3.5, the model is a composition of multiple stacks of the hourglass module.
Worth mentioning, this network was originally designed for human pose estimation, but
as the architecture shares the main design aspects with previously presented networks, as
density map prediction and multi-scale processing, it is also used for our visual vehicle
counting task.

The core idea of this network design is processing the input sample features multiple
times on multiple levels or scales and consolidates them to best capture the object land-
marks. As the input is processed by multiple hourglass modules, the intermediate prediction
of each sub-module is also used for supervision. So every intermediate result can be either
used to predict different parts of the human body or use to improve the final prediction.

The Stacked Hourglass concept is not the only one that uses features from multiple
scales of the input sample. However, unlike other approaches [3], this solution uses only
single pipeline architecture with the application of the skip connections, the forward link
between one module and some of its previous sub-modules.
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Figure 3.5: Basic concept of the Stacked Hourglass architecture composed of sequence of
the bottom-up and top-down blocks [17].

Hourglass Module

The Hourglass module is the main part of the architecture. Its scheme is shown in Fig-
ure 3.6. It consists of three base parts. First, the top-down block, it applies several series of
convolutional layers followed by max-pooling layer to sub-sample the input sample between
each series of the block. This repeating process stops at the smallest resolution 4×4 pixels.
Every top-down block is immediately followed by the bottom-up sub-module, it does the
same number steps as the previous block, but it has opposite behaviour. It starts with con-
volutional layers to process the input and then a single up-sampling layer is applied. Also,
the Hourglass module contains the skip connection that links the corresponding top-down
and bottom-up levels, so it preserves the temporary predictions and when the corresponding
block is processed, it merges the prediction with its result.

Figure 3.6: Left: Illustration of the single Hourglass module (without the output 1 × 1
layers). Each box represents one residual module, Right: Residual module with several
convolutional layers [17].

Intermediate Supervision Improves Future Prediction

A common approach for improving the convolutional neural network’s performance is to
add an additional convolutional layer [2]. Unfortunately, this solution has a significant
impact on the training process time.

Therefore, a different way to improve the performance is used, the intermediate super-
vision. Using this process after passing each hourglass model, the prediction is generated
so the network can process features in both local and global contexts. Following hour-
glass modules can later process this prediction to further evaluate and extends its spatial
relationships.

So, using this process the network can process the features from multiple levels and
achieve overall better performance without dramatically increasing the training time.
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Results

The Stacked Hourglass model was trained on MPII dataset1 with various humans poses
images. The solution achieved great results in the prediction of the landmarks in the
image, as can be seen in Figure 3.4.

Although this architecture was evaluated and focused on human poses, it can be a good
solution for our object counting problem, because it can find landmarks well on multiple
scales, and also the network maps the input image to density map.

3.4 Solving the Object Counting as a Closed-Set Problem
Previously described methods are modeled in a regression manner. Xiong et al. [27] pro-
posed a new different approach with their Spatial Divide-and-Conquer Network (S-DCNet)
that is more complex and it uses multiple modules with different purposes. The main idea
is a spatial division of the input image into small regions, each with a closed set of a defined
range, so they can transform quantity to intervals, which the network can classify.

3.4.1 From Open-Set to Close-Set Problem

Figure 3.7: An illustration of spatial divisions. The image is divided into patches with
closed set of object counts from 0 to 20. The proposed network is transforming an open-set
counting into closed-set problem via spatial divide-and-conquer. [27]

In theory, the visual object counting task is an open-set problem by nature, as the object
count in the input image can be in range [0,+∞]. This creates a problem when it comes to
training the fully convolutional neural networks because we cannot cover the whole interval
with any training dataset, as the observable patterns in any dataset are limited. Also,
in practice, only limited and closed set labelled counts can be observed in reality. So, if
possible, it is a clever idea to transform this problem into a close-set one.

When it comes to the density map regression methods, they work best in similar scenes
to the closed-set (training dataset), but their prediction accuracy is significantly lower in a
generalization of the real-world scenarios. Thus the authors adopt local counts in S-DCNet
rather than density map, as illustrated in Figure 3.7. That means, instead of using only
density map regression, they decided to discretize the local counts of the spatially divided
patches, so the network can classify them as closed count intervals.

1http://human-pose.mpi-inf.mpg.de/
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They transforms the continuous open-set range [0,+∞) to intervals as follows,

{0}, (0, 𝐶1], (𝐶1, 𝐶2], ..., (𝐶𝑚𝑎𝑥−1, 𝐶𝑚𝑎𝑥], (𝐶𝑚𝑎𝑥,+∞). (3.2)

As can be expected, the last sub-interval (𝐶𝑚𝑎𝑥,+∞) will cause a systematic error,
because it generalizes all counts in this range into a single class. However, with their
proposed spatial divide-and-conquer process, this problem can be significantly reduced, as
described in the following section.

3.4.2 The Architecture

Figure 3.8: Left: The architecture of Spatial division-and-conquer network. The first 5
layers are convolutional and follow the VGG16 concept [31]. These layers are then connected
to the classifier and division decider straight forward or preceded by fusion with another
layer. Finally, the output weights and classification are processed to get the object density
map., Right: The two-staged Spatial Divide-and-Conquer process [27].

As can be seen in Figure 3.8 on the left side, the architecture is fairly complex. It can be
divided into four main modules.

First, the input is processed by five convolutional layers (the yellow Conv module repre-
sents two input convolutional layers), where each layer is followed by a max-pooling layer.
So it is a top-down model concept that is identical to the VGG16 network [31] without the
fully-connected layers at the end. Even pre-trained model weights on ImageNet2 of this
VGG16 are used as initial weights for this module. So, the object classification is already
pre-trained for this part of the S-DCNet architecture.

Next, the classifier module is here for the object count classification into the defined
intervals. These intervals follow the (3.2) format.

Third, the division decider, which is used for the fusion map 𝐹𝑖 weight prediction, where
𝑖 defines how many times was the image divided.

The Configuration of the classification and division decider modules can be seen in
Table 3.1.

2http://www.image-net.org/
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Table 3.1: The Configurations of Classifier and Division decider [27]. Convolutional layers
are defined in the format: 𝑘𝑒𝑟𝑛𝑒𝑙 𝑠𝑖𝑧𝑒 Conv, 𝑜𝑢𝑡𝑝𝑢𝑡 𝑐ℎ𝑎𝑛𝑛𝑒𝑙, s 𝑠𝑡𝑟𝑖𝑑𝑒. Each convolutional
layer is followed by ReLU except the last layer. In particular, a Sigmoid function is attached
at the end of division decider to generate soft division masks.

Classifier Division decider
2× 2 Average-Pooling, s 2 2× 2 Average-Pooling, s 2

1× 1 Conv, 512, s 1 1× 1 Conv, 512, s 1
1× 1 Conv, 1/(class num.), s 1 1× 1 Conv, 1, s 1

− Sigmoid

3.4.3 Prediction process

The prediction process starts with the convolutional module, where multi-level features are
extracted from the input image. Then, the Conv5 output feature map 𝐹0 is passed to the
classifier module, which predicts (classify) the count interval 𝐶0. The 𝐶0 corresponds to
the undivided input image. In parallel, the 𝐹0 is up-scaled to the size of the previous Conv4
features map. These feature maps are then fused into the 𝐹1 feature map, which is then
passed into the classifier, where the 𝐶1 count map is classified as the once divided image
count map with a resolution of 4 × 4. Simultaneously, the 𝐹1 feature map is processed by
the division decided and its 𝑊1 weight is predicted. The same process, as with 𝐹0 and
Conv4 output map, is done with the 𝐹1 and the Conv3 feature map. So, the output of the
model is a composition of three count maps 𝐶0, 𝐶1 and 𝐶3 and two division weights 𝑊1

and 𝑊2.
After the inference process is done, the final count is computed with the following

equation:
𝐷𝐼𝑉𝑖 = (1−𝑊𝑖) ∘ 𝑎𝑣𝑔(𝐶𝑖−1) +𝑊𝑖 ∘ 𝐶𝑖, (3.3)

where “∘” denotes the Hadamard product and 𝑎𝑣𝑔 is an averaging re-distribution operator.
This process is illustrated on right in Figure 3.8. Finally, the predicted object count is
represented by the last 𝐷𝐼𝑉𝑖 map. The 𝑖 level corresponds to max division time, which is
the value that limits the input image division. So, if the 𝑖 is 2, then the model takes into
account up-to 2 times divided input image.

If the division is done more than 2 times, the model will be more complex. For each
division, there has to be a fusion map 𝐹𝑖, where 𝑖 corresponds to the current division
number. So, if we want to apply the division 3 times, then there will be a fusion map 𝐹3

created from the up-scaled 𝐹2 map and Conv2 output feature map. Also, the model output
will have two more properties 𝐶3 and 𝑊3.

3.4.4 Performance

The proposed model was evaluated on three crowd counting datasets, a vehicle counting
dataset, and a plant counting dataset. In each of these datasets, the network achieves the
best accuracy and precision by decent margins. Few samples of the results can be seen in
Figure 3.9, wherein the left part is evaluation of the already mentioned dataset TRANCOS.
The comparison of the best methods for the TRANCOS dataset can be seen in Figure 3.2.
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Figure 3.9: Left: Evaluation of the architecture on TRANCOS dataset, Right: Evaluation
of the architecture on ShanghaiTech dataset [27].

3.5 Supervised Spatial Division and Conquer Network as
The State of the Art

The authors of the previous architecture S-DCNet recently release a new extended version
of the architecture called Supervised Spatial Divide and Conquer Network (SS-DCNet) [28],
which achieves even better results in every evaluated dataset that was also evaluated with
the S-DCNet.

As the network itself is fairly similar to its predecessor, in this section will be described
only the main differences needed to understand the changes. The VGG16 sequential mod-
ule stays the same. Also, the division decider gets no major update. The classifier module
was renamed to the Counter. However, a new module for supervised feature maps upsam-
pling was added. This provides a better spatial resolution of the prediction and overall
performance.

3.5.1 The Upsampler Module

Figure 3.10: An illustration of supervised spatial divisions. New Upsampler module for a
higher resolution of the predictions. [27].
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A decent performance improvement has been made with the new Upsampler module. The
module is trained to increase the upsampled feature map resolution. As shown in equa-
tion (3.4), the upsampler map 𝑈𝑖 is applied to the already up-scaled feature map 𝐷𝐼𝑉𝑖−1.
Important to mention that the upsampler map has the same resolution as the up-sampled
map. The advantage of this solution is that it can be trained to decide which part of this
map is more important. So, as we can easily tell which part of the up-scaled map contains
the vehicle and which does not during the training process, we can teach the module how
to update the feature map to achieve better spatial accuracy.

As can be seen in the left image in Figure 3.10, the module is used for the divided
feature maps from 𝐹1 to higher feature map only, as the undivided 𝐹0 map is skipped, as
the upsampler map 𝑈𝑖 is applied to the previous fusion map 𝐹𝑖−1. In the right scheme of
the same Figure can be seen the inference outputs post-processing that is done as follows,

^𝐷𝐼𝑉 𝑖−1 = (𝐷𝐼𝑉𝑖−1 ⊗ 12×2) ∘ 𝑈𝑖 , (3.4)

and then merged according to

𝐷𝐼𝑉𝑖 = (1−𝑊𝑖) ∘ ^𝐷𝐼𝑉 𝑖−1 +𝑊𝑖 ∘ 𝐶𝑖 , (3.5)

where “⊗” denotes Kronecker product and 12×2 denotes a 2×2 matrix filled with 1. As can
be seen, the post-processing is updated with the upsampler maps 𝑈𝑖 in comparison with
the S-DCNet.

As in previous architecture, the final object count is represented by the last 𝐷𝐼𝑉𝑖 map,
where 𝑖 is equal to the selected division number.

3.5.2 State-of-the-art performance

Like its predecessor, this method was evaluated on the same set of dataset benchmarks. The
Supervised Spatial Division and Conquer Network achieves the state-of-the-art performance
in all evaluated datasets. So the upsampler module is step in the right direction. As shown
in Table 3.2, the TRANCOS dataset evaluation shows the accuracy difference in comparison
with the Counting CNN, Hydra-CNN with 3 heads and S-DCNet.

Table 3.2: Comparison with state-of-the-art approaches on the test set of TRANCOS [21]
dataset. The best performance is in boldface. The GAME metric is described in Sec-
tion 7.0.2.

Method GAME(0) GAME(1) GAME(2) GAME(3)
CCNN 12.49 16.58 20.02 22.41
Hydra-3s 10.99 13.75 16.69 19.32
S-DCNet 2.92 4.29 5.54 7.05
SS-DCNet 2.42 3.30 4.55 6.17

The proposed model was evaluated on three crowd counting datasets, a vehicle counting
dataset, and a plant counting dataset. In Each of these datasets, the network achieves
state-of-the-art performance by decent margins. Few samples of the results can be seen in
Figure 3.11, wherein the left part is evaluation of the already mentioned dataset TRANCOS.
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Figure 3.11: Left: Evaluation of the architecture on TRANCOS dataset, Right: Evalua-
tion of the architecture on ShanghaiTech dataset [27].
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Chapter 4

Dataset Acquisition

Figure 4.1: Custom dataset samples.

A key step toward a successfully trained network is a dataset acquisition, as the network is
useless without good training data. In this chapter are presented the dataset requirements,
used labelling methods, existing datasets with a parking lot, and traffic congestion scenes.
Also, the custom car park dataset is proposed as it has been made as part of this thesis.
Few examples are shown in Figure 4.1.

For the training is used the already labelled part of the custom dataset in combination
with the discussed existing datasets except for the CARPK that is not suitable for our task.
So, the networks are trained on approximately 15 000 labelled images in total.
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4.1 Dataset Requirements
In theory, to train the neural network for all possible input combinations, we need a dataset
that includes all these combinations. Although it is impossible in real-world applications,
in practice we can work around it.

First, we should define the application requirements. Next, we may look for suitable
network architecture, that can generalize well, or design a new one with the application
requirements in mind. This should dramatically reduce the dataset diversity and size. As
the network choice was discussed in the previous chapter, we will not discuss this here.

As already mentioned, the chosen application for this work is a vehicle counting in
parking lots. In the case of the application requirements, we want to predict a vehicle
count from a sharp angle. Also, we want the regressor to work in unfavourable conditions,
as a night-time and cloudy and foggy weather

To satisfy the defined requirements, we need a robust and diverse dataset with dozens of
different views in different conditions. Also, the dataset should contain different views with
different camera angles, camera lens, and resolution, as it can distort the model prediction.

4.2 Existing Datasets
There are few mid-sized datasets on the web that can be used as part of our dataset. In the
following sections are described and shown related datasets that were taken into account
in dataset acquisition.

4.2.1 CNRPARK

Figure 4.2: CNRPark dataset samples.

The CNRPARK1 contains 4 300 images with almost 150 000 annotated vehicles in total from
9 street cameras that captures the same parking lot from different angles. Few samples are

1http://cnrpark.it/
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depicted in Fig. 4.2. The vehicles are annotated indirectly through the parking lot slots,
which are labelled with bounding boxes.

4.2.2 TRaffic ANd COngestionS

Figure 4.3: TRANCOS dataset samples.

The TRaffic ANd COngestionS (TRANCOS) dataset [21] is a traffic congestion dataset
that collects images from highways and main street roads. It consists of 1 244 images, with
a total of 46 796 vehicles annotated. As can be seen in Figure 4.3, the images have poor
quality, and the image even contains camera info text. However, this dataset is used as a
benchmark in visual counting. Thus, it is used for evaluation as we can compare the results
with existing evaluations.

4.2.3 Car Parking Lot Dataset

Figure 4.4: CARPK dataset samples.

The Car Parking Lot Dataset (CARPK)2 is a collection of drone images of huge parking
lots with almost 1 500 annotated samples, as shown in Fig. 4.4. Unfortunately, the samples
are captured from high ground and they have an almost perpendicular angle to the ground.
Only a few images are usable for our defined problem.

2https://lafi.github.io/LPN/
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4.2.4 Pontifical Catholic University of Parana Dataset

Figure 4.5: PUCPR dataset samples.

The Pontifical Catholic University of Parana Dataset (PUCPR)3 images are taken from
10th-floor in great angle. Unfortunately, this set contains only 125 annotated images. A
few samples are shown in Fig. 4.5.

4.3 The Newly Collected Dataset

Figure 4.6: Examples of images from the newly collected dataset.

As mentioned in the introduction, part of this work is focused on custom dataset acquisition.
Therefore, a new and more diverse parking lot dataset was collected. Figures 4.6 and 4.7
show few examples. The dataset consists of 19 310 images from 12 views that capture 7
different scenes. Each location was captured from a similar angle to the ground to simulate
the common monitoring cam position. The recording process took place from September to
March, so diverse weather and lighting conditions were captured with considerable different
levels of crowdedness. It contains images from small car parks to a large shopping center

3https://lafi.github.io/LPN/
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parking lots. Also, three online webcams were recorded as part of the custom dataset. This
adds another 8 091 images to this dataset.

The annotation process is still in progress, but 3 500 images have been labelled already
with more than 100 000 vehicles in total.

In the following sections are described the view conditions, hardware setup, and online
webcams footage processing.

Figure 4.7: Examples of dark scenes from the acquired dataset.

4.3.1 View Conditions

As defined in section 4.1, the dataset should contain views from a sharp angle, as it is
common for street cameras. This is important for good real-world results because these
shots contain overlapping or partially visible vehicles and represent the real application
scenes. As shown in Figure 4.6, the angle to the ground ranges between 30∘ − 50∘ angle,
which is similar to a street lamp camera view, as the average height of street lamp ranges
from 8𝑚 to 14𝑚4.

Most of the views were taken from a high building which has a good view of the car
park. Also, two scenes were taken from a near hilltop in a great distance with a long-focus
lens.

4.3.2 Hardware Setup

Table 4.1 shows the used hardware. For long-distance shots was used the DSLR camera
CANON 80D with a long-focus lens. Two action cameras that have a great view angle
were recorded short distance views. The Panasonic video camera was used for long-term
recordings.

4https://www.radon-machines.cz/stozary-verejneho-osvetleni/
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Device Lens [𝑚𝑚]
Panasonic HC-VX980 37− 752
CANON 80D 18− 135
CANON 80D 70− 300
LAMAX X7.1 Naos 16
Niceboy VEGA 6 star 18

Table 4.1: Used camera hardware overview.

4.3.3 Online Webcams

Figure 4.8: Sample images from four online webcams.

Four online car park webcams were also recorded, as can be seen in Fig. 4.8. Each recorded
footage was then sampled images in a specified time period. All these cams are recording
nonstop, so even night-time footages were captured.
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4.3.4 Synthetic Datasets

Figure 4.9: Left: Dataset image example captured from the game, Right: Corresponding
ground truth semantic label map extracted from the game [22].

Also, It is possible to create a dataset using computer simulation. This approach is now
really popular, as we can simulate desired scenes in a few minutes.

For example, Stephan R. Richter at al. [22] describes the solution for collecting precise
ground truth dataset using the Grand Theft Auto 5 game, as can be seen in Fig. 4.9. They
are using a script to create pixel-perfect semantic segmentation labels directly from the
game. Also, M Martinez at al. [15] uses the same computer game to create a training
dataset for their self-driving models. It is very convenient to use the available scripts to
create images with corresponding labels from GTA 5.

The only disadvantage of this solution is that the captured images are from a computer
simulation without real-world conditions. So, for now, I decided to skip this approach.
Instead, I decided to collect real-world pictures from different places with various conditions.

4.4 Labelling
With collected photos for the dataset, the next key step is its annotation, as the supervised
learning process needs pairs of input and output data.

First, we need to choose the most suitable labelling style. Each of them has its pros
and cons, which are discussed in the following section. Second, as the presented existing
datasets are already annotated with different annotation methods, we have to transform
them into the desired one.

4.4.1 Common annotation styles

Image annotation is a very important task, as the trained model’s quality usually reflects
the dataset quality. Thus, there are already dozens of different approaches to that problem.

Bounding boxes

Bounding boxes are the most commonly used labelling style. They are rectangular boxes
that capture the location of the target object. It is easy to use, as we need only two mouse
clicks to create a bounding box. It is used for object classification and localization tasks.
Unfortunately, considering our problem with overlapping objects, this method is not the
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best solution. However, as described later in Section 4.4.3, it can be transformed into the
desired dots annotation.

Polygonal segmentation

This approach brings great advantage, as real-world objects are not rectangular in most
cases, and with polygonal segmentation, we can label the object with much better precision.
However, the labelling process is much slower. So, even this solution can be the right choice
in case of localization accuracy, we need a lot of training data and with this hard labelling
process it is very challenging to create a huge dataset.

Semantic segmentation

In semantic segmentation, every pixel is annotated with the desired class. This solution
is mostly used in datasets created from virtual simulations. Like the previous type, this
labelling style is too time-consuming for our problem.

Dots Annotation

Figure 4.10: Dots annotation example. Objects are labeled with a single point.

This solution is the most basic localization labelling style. The object label is stored as
a single 2D point, so it preserves information about object localization without any addi-
tional information like other approaches (size, shape). However, it satisfies our two most
important requirement, as the object count and spatial information are preserved. Thus,
this annotation style is used for vehicle counting.
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Scribble Annotation

Figure 4.11: Left: Original image. Right: Original image with scribble style annotation.

Scribble annotation style is shown in Figure 4.11. The objects are labelled with a scribble
that covers the object. The main advantage of this approach is that the scribble can cover
the object much better than a single dot, but it keeps the annotation process simple, as
the label can be done with a single mouse click and move on a computer or a single finger
move on a tablet. For that reason, this annotation style is also used for the custom dataset
annotation.

Other styles

There are many more labelling styles for image annotation, but they are not so suitable
for our dataset. For example, the objects are labelled with a 3D cuboid. This solution is
great in tasks, where the perspective information and the 2D bounding boxes are needed.
Also, key-point labels are commonly used, but they are more useful for different problems
as human pose estimation, where the annotation of each part of a human body is needed.

4.4.2 Labeling process

For manual labelling was used custom annotation mobile app created by FIT Brno Uni-
versity of Technology. Multiple labelling styles to label with can be chosen in this app.
To this day, with this tool was annotated more than 3 500 images, and more than 100 000
vehicles in total. As described in the previous section, the chosen labelling style is dots
annotation. However, after a discussion with my supervisor, we have decided to use this
dataset not only for a visual counting problem. For that reason, I have decided to use
scribble annotation for close objects (bigger) and dots annotation for distant objects (small
or partially visible).

4.4.3 Existing Dataset Label Transformation

As the existing datasets are also used for the models training, their labelling style had to be
transformed into the chosen dots annotation. All of the discussed existing datasets use the
bounding box labels. I have decided to transform the bounding boxes into dots annotation.
Each bounding box label has been replaced with a dot annotation that is placed in the
center of the corresponding bounding box. This solution turned out to be sufficient for
almost all scenes in these datasets except for a few of them. For those, I had to apply a
small offset to the transformed dots as the bounding boxes were slightly off-center.
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Chapter 5

Implementation Details

This chapter describes the used libraries and toolset, implementation details of the selected
neural network architectures. It also reviews the training and evaluation infrastructure that
is used for a coherent training and evaluation across all the trained models.

5.1 Toolset

Figure 5.1: Used libraries and toolset.

As a deep learning platform for design, training, and evaluation of the selected models
was chosen Tensorflow framework with Python as the main programming language. It is
used with combination with the Keras API, which is used for building and configuring the
network architectures. For the model visualization and training overview were used the
Tensorboard and Weights & Biases web applications.

Tensorflow

Tensorflow is a deep learning library developed by Google. It helps with data preprocessing,
building the neural network model, training, and evaluating the model. The library is also
multi-platform, as it can run on desktop (Windows, macOS, or Linux), as cloud service and
on mobile devices (Android, IOS). The core is written in C++, but it can be controlled by
other languages like Python.

This platform was chosen as it incorporates multiple API to build the networks, visualize
them with TensorBoard and train them on CUDA GPU. In this thesis is used version 2.0.
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Keras

Keras is a high-level neural networks API that contains common modules as layers, acti-
vation and loss functions, optimizers, and much more. It allows easy and fast prototyping,
as the desired model can be composed of already implemented layers in Keras. Also, it
supports custom module definition, so even complex layers can be easily built with Keras
API.

All the implemented networks in this work are implemented using the Keras API.

Tensorboard

Tensorboard is a TensorFlow’s visualization toolkit for visualization and profiling of the
trained models. It is useful for training statistics visualization and also for displaying and
analyzing the model architecture.

Weights & Biases

Weights & Biases is a more advanced solution for real-time recording and visualizing of a
training process. It allows to record multiple training processes simultaneously and compare
them. After easy integration, it uploads the training stats in real-time to cloud service. The
visualization is available through a web application.

This web application serves as the main training overview. It accelerated the network
debugging and helped with the network configuration.

OpenCV

OpenCV library is a well-known powerful open computer vision library. It implements
numerous functions for image processing and machine learning algorithms. It is used for a
dataset handling and preprocessing.

5.2 Networks Implementation
The theory of each implemented network is reviewed in Chapter 3. In this section are
described the implementation details, the network configurations, and build process.

As mentioned, Tensorflow open-source platform was used to implement the chosen con-
volutional networks. The implemented models of the Counting CNN, the Hydra-CNN and
Spatial Division and Conquer Network were inspired by the original authors’ implementa-
tions that were implemented in the Caffe framework and the PyTorch platform, respectively.
The authors of the Stacked Hourglass model provide only a brief description of the imple-
mentation, so the network implementation is based on this description only.

Even though the authors share the implementation details, the training process im-
plementation is tied to its application and the dataset. Therefore, the training process
for each used network has to be designed manually based on the in-depth analysis of the
architecture.

5.2.1 Different Deep Learning Platforms

A great effort was dedicated to the analysis and rewriting of the authors’ implementation,
as they are using different deep learning platforms. Mismatch in their building and training
approach and functionality causes multiple problems with the trained models.
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5.2.2 The Counting CNN

The Counting CNN sequence architecture model was implemented as described in the
authors’ article. Also, the dataset generator, which feeds the network with training data,
was implemented. It cuts the dataset images into patches with a sliding window with
padding 8 × 8. This generator is also used for the model validation and evaluation to
eliminate bugs.

After the first training on the custom dataset, the problem with padding was observed,
as described in the following subsection. So the padding settings of each layer was revisited
and the final configuration can be seen in Table 5.1.

layer type output shape kernel size pool size strides padding activation
input 72× 72× 3 - - - - -
conv2D 72× 72× 32 7 - 1 same ReLU
max-pool 36× 36× 32 - 2 2 same -
conv2D 36× 36× 32 7 - 1 same ReLU
max-pool 18× 18× 32 - 2 2 same -
conv2D 18× 18× 64 5 - 1 same ReLU
conv2D 18× 18× 1000 1 - 1 valid ReLU
conv2D 18× 18× 400 1 - 1 valid ReLU
conv2D 18× 18× 1 1 - 1 valid Linear

Table 5.1: The Counting CNN model layers configuration. The output shape is in format
ℎ𝑒𝑖𝑔ℎ𝑡 × 𝑤𝑖𝑑𝑡ℎ × 𝑐ℎ𝑎𝑛𝑛𝑒𝑙𝑠. Kernel size, pool size and strides have same value for height
and with in all layers, thus only single number is provided. Padding types follows the Keras
convention [6].

The output Linear activation function is used with the euclidean loss function. The loss
function had to be implemented as it is not included in Tensorflow.

Padding Problem

Figure 5.2: Padding problem in trained CCNN model on the custom dataset. The prediction
on a side of each patch is incorrect.

During the training process of the Counting CNN model and Hydra-CNN was observed
systematic error, which can be seen in Fig. 5.2. The prediction of local count for each
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patch of the image has a similar error on sides. After some research and few unsuccessful
configuration changes, I found that it was caused by the wrong padding configuration for
the last three convolutional layers. It was set to zero-padding, so the values outside the
feature map are set to zero. After removing the zero-padding and retraining the model, the
problem was disappeared. The Hydra-CNN shares two of these layers as the heads are just
CCNN models, so the problem was fixed for both networks.

Training Process

The authors are using the SGD optimizer for training the model, but it is evaluated on small
datasets, so the training time is moderate. However, as we want to train the model on a
very large custom dataset, this optimizer is too slow. Thus, the adaptive Adam optimizer
was chosen with a starting learning rate 1e−4. Both optimizers were used to train the model
with the same dataset configuration on the TRANCOS dataset to compare the accuracy
loss. As shown in the following Table 5.2, Adam optimizer has no major impact on accuracy.

Optimizer GAME 0 GAME 1 GAME 2 GAME 3

SGD 12.18 16.44 20.35 23.07
Adam 12.07 16.30 20.13 22.97

Table 5.2: CCNN model evaluation on TRANCOS dataset with different optimizer. Lower
value is better.

5.2.3 The Hydra-CNN

The Counting CNN model is reused for Hydra-CNN heads, as they are just CCNN with
last convolutional layer switched for flatten layer. Therefore, it suffers from the padding
problem as the CCNN network. The body of the network is shown in Table 5.3. The
first concatenate layer joins the heads’ output feature maps. The last reshape layer is
non-trainable as it only reshapes the output from flatten array into a 2D density map.

layer type units activation
concatenate - -
dense 512 ReLU
dense 512 ReLU
dense 324 ReLU
reshape - Linear

Table 5.3: The Hydra-CNN body layers configuration.

Activation function and loss function is the same as in the case of CCNN, as it outputs
the same regression map.

Training Process

Adam optimizer with starting learning rate 1e−4 is also used for Hydra-CNN training
instead of the SGD type. It speeds up the training process with no visible drop in prediction
accuracy.

Two configurations with 2 and 3 heads are trained for comparison, as the 3 head version
shows better prediction accuracy in the authors’ article. Also, the single head model is
skipped as it is Dataset generator generating dataset image patches for Hydra-CNN cuts
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Figure 5.3: Stacked Hourglass model scheme with more detail from old version of the article
proposing the Stacked Hourglass model2. Each box in scheme represents residual module.

the images into patches with padding 8 × 8 and then it follows the following algorithm 1.
The input shape is 72 × 72 for all heads and single output has a shape of 18 × 18. It
generates 𝑖 input patches and a single ground truth density map, where 𝑖 is the number of
heads.

Algorithm 1: Generating ground truth patches for Hydra-CNN
Input: Image patch ground truth 𝐺 and number of heads 𝑁
Output: ground truth patches 𝑃

1 for 𝑖← 0 to 𝑁 do
2 Generate crop ratio 𝑅, as Eq. (3.1);
3 Generate 𝑃𝑖 by cropping the 𝐺 to size of 𝑅;
4 return 𝑃

5.2.4 The Stacked Hourglass Model

As the Stacked Hourglass architecture is designed in the form of modules, the implemen-
tation is reflecting this concept. The model is created by the model builder class, which
accepts the desired network input shape and number of hourglass modules. So, it can build
a Stacked hourglass model in multiple configurations. For evaluation are used networks with
1, 2 and 4 stacked hourglass models. Also, the input shape is set to 64 × 64, as it showed
a more accurate prediction compared to the originally proposed shape of 256 × 256. The
top-down and bottom-up processes have 4 stages. It was chosen as a trade-off between the
number of feature levels and output resolution, as each stage divides the previous feature
map shape by 2, so the output is 4 times smaller (16× 16) than the input shape.

Network Modules

To get the implementation right, I had to search for the early version of the article proposing
the Stacked Hourglass model. As can be seen in Fig. 5.3, the scheme contains the front
part design.

2http://pocv16.eecs.berkeley.edu/camera_readys/hourglass.pdf
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The architecture is implemented in modules to be able to build multiple different con-
figurations with a single builder class.

First, the input module is a sequence of initial Convolutional layer, residual module,
max-pooling layer, and two other residual modules, as depicted in Figure 5.3 in the left
part of the image it follows the original design.

Second, the residual module implementation follows exactly the original design in the
right picture in Figure 3.6. So it is a sequence of three convolutional layers with kernel size
(1, 1), (1, 1) and (3, 3) respectively. The first two layers have only half of the input channels.
Also, the skip layer is defined here as a branched convolutional layer that is later merged
with the last residual module layer. There are no details about the strides and padding
configuration. Thus, a few configurations were tested and the final configuration sets the
strides to a default value of (1, 1) and padding to 𝑠𝑎𝑚𝑒 value (padding with zeros). This
configuration is the same for all the layers.

Third, the hourglass module is depicted in Fig. 3.6 in the right illustration. In theory,
this component is designed as a modular part and the number of stages can vary from 1 to
𝑙𝑜𝑔2(𝑁), where 𝑁 is the smaller dimension of the input sample. As mentioned, all trained
models have 4 stages.

Lastly, the output component is included in the hourglass module for the intermediate
supervision process, which is illustrated in Fig. 5.4. This process is in our visual counting
task used for prediction sharpening only. The intermediate outputs are trained on the same
ground truth map as the final density map.

Figure 5.4: Illustration of the intermediate supervision process. The blue box represents
the layer on which we can apply loss function [17].

5.2.5 The Spatial Divide-and-Conquer Network

The model builder is highly inspired by the authors’ implementation3. However, they
used the Pytorch platform, so the builder had to be rewritten and some parts have to be
changed completely, as the Pytorch deep learning concept works differently. Overall, the
builder concept stays relatively similar, so the builder implementation is described briefly.

The authors did not provide the training details, so the network has to be analyzed and
tested to create a dataset generator suitable for this network.

Model builder

The architecture is built from 4 main blocks. First, the vgg16_block builds the VGG16
model and returns an array of layers that are used for feature fusion. Then, there is a
up_block, which takes the feature maps 𝐹𝑖 and 𝐹𝑖+1 and it fuses them together. Also,
classifier and weight_classifier which inputs the fusion map 𝐹𝑖 to create the count
classifier and division decider module respectively.

3https://github.com/xhp-hust-2018-2011/S-DCNet
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After the model is built, the weights of the VGG16 block are configured with pre-trained
weights on ImageNet and all other convolutional layers are initialized with random Gaussian
initialization with a standard deviation of 0.01.

Outputs configuration

As the network has multiple outputs with a different purpose that are later processed into
the final prediction, the outputs have to be configured with differently.

module type activation function loss function
classifier softmax categorical crossentropy
division decider sigmoid mean absolute error

Table 5.4: S-DCNet output modules outputs configuration.

As described in Chapter 3.4, the network outputs count maps and weight maps. The
classifier outputs a map with a count interval classification for each part of the map. So the
classifier does multiple multi-class classifications. Therefore, the selected activation function
is softmax, as it outputs a vector with the probability distributions of the classes. It is used
with a combination of categorical cross-entropy. On the other hand, the division decider has
regression output. Thus, the output has a sigmoid activation function as it transforms the
input value in range [0, 1]. Also, for the regression is great to use L1 or L2 norm functions
(Mean Square Error or Mean Absolute Error). The final output configuration is shown in
Table 5.4.

Defining the Closed-Set Count Intervals

The performance of the trained model can be significantly affected by the closed-set count
intervals configuration, which defined the classes that are used in the classifier module. The
used intervals are generated based on three variables. First, the 𝐶𝑚𝑎𝑥 value defines the
maximum count value that can be classified as a closed set. Second, the step value has to
be selected. This value represents the size of the intervals. The last variable is zero value,
which is used as a threshold. Values smaller than this threshold are classified as 0.

For the custom dataset are used values defined in Table 5.5.

variable value
𝑑𝑖𝑣𝑡𝑖𝑚𝑒 2
𝐶𝑚𝑎𝑥 5
𝑠𝑡𝑒𝑝 0.5
𝑧𝑒𝑟𝑜 1e−6

Table 5.5: S-DCNet model configuration for the custom dataset.

Custom Dataset Generator

As the authors of the S-DCNet do not provide the training implementation details, the
network has to be analyzed and trained with multiple configurations to find the correct
settings.

The classifier module for count classification processes the 𝐹 feature maps, as illustrated
in the left image in Figure 3.8. It applies average-pooling to the feature and then it is
processed by two convolutional layers. So, for 𝐹0 map, the classifier prediction has resolution
1× 1, and for every higher level 𝐹𝑖, the prediction is 2 times larger than the previous one.
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That means, for the 𝐹0 map, the classifier should return the object count for an entire
input image. As the 𝐹1 resolution is 2× 2, the image has to be divided into 4 parts and for
each part, the classifier should return a corresponding count classification. This process is
summarized in algorithm 2.

Algorithm 2: Generating ground truth count classification maps for S-DCNet
Input: Image ground truth 𝐺 and division time 𝑁
Output: count classification map array 𝐶

1 Integrate over 𝐺 to obtain image count 𝐶0;
2 for 𝑖← 1 to 𝑁 do
3 Divide 𝐺 𝑖 times to obtain divided image ground truth 𝐷𝑖;
4 Integrate over each part of 𝐷𝑖 to obtain count map 𝑀𝑖;
5 For each local count in 𝑀𝑖 generate classification vector for 𝐶𝑖, where the closest count

interval class is set to 1 and others to 0;
6 return 𝐶

Division decider is implemented as the weight_classifier block, which returns a
weight prediction in range [0, 1], which represents the need for previous count map di-
vision. The weight 𝑊𝑖 tells us how much the count classification map 𝐶𝑖 influences the
final count prediction. A larger value of the weight means a bigger influence on the final
prediction. As summarized in algorithm 3, the next-level weight 𝑊𝑖+1 is obtained from the
temporary weight map 𝑇 , which is computed from the count map 𝑀𝑖.

Algorithm 3: Generating ground truth division weight masks for S-DCNet
Input: Image ground truth 𝐺 and division time 𝑁
Output: division mask array 𝑊

1 for 𝑖← 0 to 𝑁 do
2 Divide 𝐺 𝑖 times to obtain divided image ground truth 𝐷𝑖;
3 Integrate over each part of 𝐷𝑖 to obtain count map 𝑀𝑖;
4 For each count in 𝑀𝑖 generate weight for temporary weight map 𝑇 , as per Eq. (5.1);
5 Up-sample the 𝑇 to obtain 𝑊𝑖+1, as per Eq. (5.2)
6 return 𝑊

The temporary weight is computed as follows,

𝑇 =

{︃
1, if 𝐶 ≥ 1

𝐶
𝐶𝑚𝑎𝑥

, otherwise
(5.1)

where 𝐶 is the local count of the divided image part and 𝐶𝑚𝑎𝑥 is the maximum value in
the count interval list defined as Eq. (3.2).

With temporary weight 𝑇 , the Division decider weight is defined as follows,

𝑊 = 𝑇 ⊗ 12×2, (5.2)

where “⊗” denotes Kronecker product and 12×2 denotes a 2× 2 matrix filled with 1.

Prediction Post-Processing

The trained S-DCNet model returns a set of predictions of count maps and weight maps
on multiple division stages of the input image. To get the final object count prediction,
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they have to be processed as defined in Equation (3.3) and the post-processing module does
exactly this. The last 𝐷𝐼𝑉 map than represents the final prediction.

5.2.6 The Supervised Spatial Divide-and-Conquer Network

The extended version SS-DCNet of the S-DCNet model shares the same builder modules as
its predecessor. The main differences in the new version of the network are the Upsampler
module and the new post-processing algorithm. Every other implementation blocks share
the same implementation. Thus, this section contains just a description of the new compo-
nent and the new object count post-processing. The model configuration also follows the
predecessors’ settings defined in Table 5.5.

Outputs Configuration

As can be seen in Table 5.6, the SS-DCNet has one more module type that has to be
configured. The configuration of the Counter and the Division decider stays the same.

module type activation function loss function
counter softmax categorical crossentropy
division decider sigmoid mean absolute error
upsampler spatial-softmax mean absolute error

Table 5.6: SS-DCNet output modules outputs configuration.

Custom Dataset Generator

The authors do not provide training details for the SS-DCNet. Luckily, the model shares
most of the functionality with the predecessor and the dataset generator is very similar.
Its implementation is extended with input image ground truth transformation into the
Upsampler map. This process follows the algorithm 4.

Algorithm 4: Generating ground truth upsampler maps for SS-DCNet
Input: Image ground truth 𝐺, count mask array 𝐶 and division time 𝑁
Output: upsampler maps 𝑈

1 Set 𝐶𝑝𝑟𝑒𝑣 = 𝐶0;
2 for 𝑖← 1 to 𝑁 do
3 Transform 𝐶𝑖 classification vector map into count map 𝐿;
4 Transform 𝐶𝑝𝑟𝑒𝑣 classification vector map into count map 𝑃 ;
5 Upsample 𝑃 into 𝑃 , as per Eq. (5.3);
6 Set 𝑈𝑖 =

𝑃
𝐿 ;

7 Set 𝐶𝑝𝑟𝑒𝑣 = 𝐶𝑖;
8 return 𝑈

𝐶 = 𝐶 ⊗ 12×2, (5.3)

where “⊗” denotes Kronecker product and 12×2 denotes a 2× 2 matrix filled with 1.
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5.3 Code Infrastructure
To accurately compare the networks, the code infrastructure should be homogeneous. Thus,
all the compared networks are implemented in the same Tensorflow platform. Also, a great
idea is to share most of the core modules across all the architectures. These are the key
steps to prevent bugs in the implementation.

5.3.1 Dataset Generators

The dataset generator provides the pairs of input data and output data for training, val-
idating, and evaluating processes. As the used networks have different input and output
interfaces, they have their own generator. However, as they are using most of the function-
ality like loading process, data augmentation, normalization, and other desired constraints,
there are a few base classes with this core functionality. Each generator then inherits the
desired base generator. This approach speed up the troubleshooting and development as
every change in these base class is reflected in all generators.

5.3.2 Training

The training class can be easily configured to train any architecture implemented in Ten-
sorflow. All the architectures are trained using the same general training implementation.
To add a new model for the training only the dataset generator, model builder, optimizer,
and loss functions have to be defined.

5.3.3 Evaluation

The Evaluation process is implemented as a general-purpose evaluation for the visual count-
ing task, where a architecture model, a metric, and a dataset generator can be defined,
while keeping the evaluation core concept the same. The same dataset generator is used for
training, validation, and evaluation, so the dataset images are processed in the same way.
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Chapter 6

Training

This chapter provides details about the training process. It covers the iterative training
approach, a large dataset handling process, training setup for the trained models, and
tracking tools used for training. A brief dive into the training process of a neural network
is summarized in Chapter 2.4.1.

6.1 From a Small Toy-Dataset to a Large Dataset
The custom dataset combines dozens of different scenes and views with different conditions
and has more than 15 000 samples. Thus, the training takes several days, and every change
to the trained model restarts the training process. This makes the troubleshooting process
very hard as many variables are influencing the model performance from the dataset setup.
To eliminate these variables, the training process is done in three stages before the final
model validation on the diverse custom dataset is done. First, the model is trained on a small
trivial dataset until the performance is good enough. Then, a moderate-size TRANCOS
dataset is used for training. After successful training in both cases, the model is finally
trained on the diverse large dataset for accurate model evaluation.

This iterative approach speeds up the process of finding a suitable model configuration,
as the troubleshooting is much easier.

6.1.1 Toy-Dataset

Figure 6.1: Left: Toy-dataset example of input sample, Right: Output density map
(right).
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For the purpose of fast experiments with the model configuration trivial dataset was made
with simple objects. The objects are randomly placed and rotated. A sample image can be
seen in Fig. 6.1. This dataset has 1 000 samples with a small 256𝑥256 resolution. For each
image is generated its object density map.

This dataset is used for experimentation purposes, and it is a great model validation
method.

6.1.2 Medium-Sized Dataset

Figure 6.2: Left: TRANCOS sample image, Right: Output density map.

As a medium-sized set was chosen the TRANCOS dataset presented in Section 4.2.2, as it
has a few views with similar conditions and consistent labelling style. But, it also contains
real-world scenarios (Figure 6.2). This dataset is used as a performance test for different
model configurations, so only the best model setup is trained on the larger dataset.

6.1.3 Large Diverse Dataset

Figure 6.3: Custom dataset examples.

As mentioned in Chapter 4, for final evaluation is used the custom dataset with combination
with the presented existing datasets. The trained models have to prove their ability to
predict object count accurately in several scenes with different conditions and image quality.
Also, to achieve this, the model configuration have to be adapted to this dataset.
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6.2 Handling a Diverse Dataset
This section provides the key steps used for improving the trained models performance on
the custom large-scale dataset.

6.2.1 Batch Processing

Training on a large dataset requires a lot of memory. Especially if the training dataset
contains thousands of high-resolution images. So, it is almost impossible to allocate so
much memory, to fit in the whole dataset, as my dataset contains more than 15 000 samples
with label maps.

For that reason there are few techniques to solve this problem1. The most straightfor-
ward approach is to use samples with lower resolution, but with this approach we are losing
object details and the model performance can be affected.

The commonly used solution is to use batch processing. This method divides the training
process into multiple steps. In each step is the model trained on a few samples defined by
the batch size. The size of the batch defines the number of samples used for training
before the internal parameters (weights) of the network are updated. Thus the dataset is
loaded only partially into memory, so the learning process consumes far less memory during
training. The downside of this approach is that the training time is slightly increased.

6.2.2 Reduce the Resolution Diversity

Figure 6.4: Patches from different dataset views with same 640× 480 pixel size.

Figure 6.4 shows the difference between various resolutions in the dataset. As can be seen in
the right patch, a single vehicle covers almost one-quarter of the image. On the other hand,
the right patch contains almost a hundred cars and a single vehicle covers few pixels. In
theory, this is very confusing for the trained model as it is learning to predict the same object
on diametrically different scales. Even the Hydra-CNN and the S-DCNet architectures are
designed to handle this problem, it is still a big problem. To get rid of this issue, there are
two possible solutions. First, the dataset can be extended with many more views that will
cover dozens of different scenes on multiple scales. This could ensure that the mentioned
networks will generalize the prediction for multiple scales. However, even though the used
diverse dataset contains many different views with diverse conditions, the range of different
resolutions is too big. Another solution is to reduce the range of different resolutions. The
dataset images are transformed in a way that the vehicle pixel-size difference is reduced.

1https://machinelearningmastery.com/large-data-files-machine-learning/
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Worth mention, that our goal is not to have the object size exactly the same, but we want
to reduce the resolution diversity.

6.2.3 Sparse Patch Selection

Figure 6.5: Example of two random patches configurations generated by the dataset gen-
erator.

As described in Chapter 3, all the implemented architectures are using local count image
processing. The input sample size is limited usually to 64× 64 or similar resolution. Thus,
to predict object count for a larger image than this resolution, the picture has to be cut into
patches. The models are then trained on these patches and have to go through all these
patches over and over again in the same order. As the region of interest that contains most
of the vehicles is usually smaller than the image itself and more importantly at the top of
the picture is the sky or a building. That can generate a long uninterrupted sequence of
negative or positive samples as the patches are created by a sliding window. This can be a
problem for the model learning process.

The used approach is to select random patches from the image every time the sample is
needed. In the implementation, the dataset generator selects 5 patches from the center and
all four corners. Then, 𝑥 patches are randomly selected from the image. So the final number
of patches is 5+𝑥, where x can be configured and its default value is 9. Example results of
this process are illustrated in Fig. 6.5 This solution solves the presented problem, reduces
the probability of model over-fitting, and significantly speeds up the training process.

6.2.4 Region of Interest

Figure 6.6: When Region Of Interest (ROI) is used the other parts of the image are ignored.

Another common approach to increase the model performance is to use Region Of Interest
(ROI) for the dataset. It requires another label map with the desired region for all images.
These maps represent the part of the image that is relevant for the application. The
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labelling process is much simpler than object annotation in most cases, as the datasets
usually contain images with few views that are static. Single ROI map can label only one
view and then it can be used for all other pictures from this view. Figure 6.6 shown how is
the region of interest applied to an image. This method reduces the amount of data to be
trained on, so it speeds up the training process. Also, it can improve the model performance
for some applications.

This method was experimented with, but after discussion with my supervisor, we have
decided to leave this technique, as the application will require another user intervention
with the ROI definition every time the parking lot camera moves or zoom.

6.2.5 Shuffle and Split the Dataset

Figure 6.7: Illustration of shuffle and split process. In the first row, there is a sorted
dataset with 7 sets, where each set contains images from the same camera view. The result
of shuffling is in a second row. The last step is to split the shuffled dataset into train,
validation, and test sets. The ratio between these three groups is not strictly predefined.

Shuffling the dataset is a simple method to prevent the model from over-fitting. As the
used custom dataset combines multiple smaller subsets that contain images from the same
camera view, the training process on this dataset could cause over-fitting easily, as the
supervised learning process trains the network on a long sequence of the same view with
minor visual changes.

Thus, all used datasets are shuffled. Then, they are divided into three sets for train,
validation, and evaluation. This will ensure that the dataset views are distributed across
these three sets equally. This process is illustrated in Fig. 6.7.
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6.2.6 Samples Augmentation

Figure 6.8: Example output from the augmentation process. From top left to bottom right:
original sample, horizontal flip, scale down to 50%, scale up to 200%, rotation 15∘, and
rotation −15∘.

Image augmentation is a method used to expand the size of a training dataset with
computer-generated images. These images are created as a modification of the existing
dataset images. This can increase the generalization ability of the trained models and
results in more skillful models.

There are many different techniques used for image augmentation. For the vehicle
counting task, it makes sense to apply only a few methods. Our training process runs three
augmented versions of the dataset images through the networks. First, it uses an image flip.
The vertical flip does not make sense for vehicle counting, so only the horizontal flip version
is generated. Second, dataset images are also rotated. This could simulate real scenarios
when the camera is slightly tilted sideways for some reason. Thus, two versions with ± 15∘

are used. Third, scale transformation is applied in two configurations. The image is scaled
down to 50% and scaled up to 200%. Finally, experimenting with combinations of the
rotation, flip, and scale has been done to help the models to generalize what they have
learned to the new images.

6.3 Computing Resources
Experimentation with training multiple deep CNN models takes a lot of computing power
and memory. The average desktop cannot handle this type of training. To accelerate this
learning process, CUDA GPU or TPU devices, that are suitable for this type of computing,
can be used. The Tensorflow platform used for this work supports training on all types of
these devices.

Metacentrum that offers grid computing2 was chosen for this work. This service gives
access to a hardware and software infrastructure that provides access to high-end computa-
tional capabilities. It provides almost unlimited storage and computing resources through

2https://www.metacentrum.cz/
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the PBS job scheduling system. The membership is free for researchers and students of
academic institutions in the Czech Republic, the members of the CESNET association.

The Metacentrum provides multiple GPU clusters that can be used for the training
process. Through the PBS system can be defined job with the requirements for the desired
computing task, as the memory size, the number of CPU and GPU devices, the cluster
name with specific hardware configuration, and much more. The job is then assigned to
the scheduling system, where it waits in a priority queue until the required computing
resources are available. Then the job can run for a specified amount of time that can be
defined in job configuration. Each user can track the state of his jobs through Metacentrum
administration or the front-end terminal.

6.3.1 Real-Time Training Tracking Tools

Figure 6.9: Weights & Biases application: Real-time training tracking of the Counting
CNN on the custom dataset.

Complex model training on large dataset takes several days. As we are trying to find the
best configuration, the model training runs multiple times. So, without a proper tracking
tool, it would be a too time-consuming problem.

Thus, Weights & Biases app has been chosen for this task. As can be seen in an example
screenshot from the app in Fig. 6.9, this tool tracks detailed info about the training process,
model graph, script logs, and even resources utilization. It makes the training process
transparent and very clear.

Resource utilization tracking is great for optimizing the requirement for each training
configuration, as each model has different memory or disk space requirements.

Error logs and output logs provide handy info that can indicate problems with the
training setup.
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Chapter 7

Evaluation and Comparison

This chapter describes an evaluation and comparison of all the trained models on two
datasets. First, used metrics are presented and described. In the following section, the
different output representation is discussed to make the results clear. Finally, the models are
evaluated on TRANCOS benchmark to validate the models configuration on medium-sized
dataset. Then, evaluation and comparison on full dataset is done. Also, a few experiments
with the models are described.

Used Metrics

7.0.1 Mean Absolute Error (MAE) & Mean Squared Error (MSE)

Many visual counting datasets uses mean absolute error metric for a model performance
evaluation [4]. It is defined as follows,

𝑀𝐴𝐸 =
1

𝑁

𝑁∑︁
𝑛=1

|𝐶𝑝𝑟𝑒 − 𝐶𝑔𝑡|. (7.1)

Also, Mean Squared Error (MSE) metric is commonly used for density map evaluation.
It is slightly different as it assigns more weight to the bigger errors. So it is an useful metric
for methods comparison, as its resolution is greater. This metric is defined by

𝑀𝑆𝐸 =
1

𝑁

𝑁∑︁
𝑛=1

(𝐶𝑝𝑟𝑒 − 𝐶𝑔𝑡)
2. (7.2)

For both equations the 𝐶𝑝𝑟𝑒 and the 𝐶𝑔𝑡 represent estimated and ground-truth object
count, respectively. The total number of images is defined by 𝑁 .

These metrics are great if we do not care about spatial distribution. However, it is
crucial for accurate visual counting evaluation. Thus, Guerrero-Gómez-Olmedo at al. [10]
proposes the GAME metric, which solves this problem.
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7.0.2 Grid Average Mean Absolute Error (GAME)

Figure 7.1: Illustration of three game levels. The image represents object density map with
object location. The estimation is in blue and the ground truth is represented by red color.

Grid Average Mean Absolute Error (GAME) [10] metric is defined as follows,

𝐺𝐴𝑀𝐸(𝐿) =
1

𝑁

𝑁∑︁
𝑛=1

(

4𝐿∑︁
𝑙=1

|𝐶 𝑙
𝑝𝑟𝑒 − 𝐶 𝑙

𝑔𝑡|), (7.3)

where 𝑁 denotes the number of images, 𝐶 𝑙
𝑝𝑟𝑒 and 𝐶 𝑙

𝑔𝑡 are the predicted and ground-truth
count of the L-th subregion, respectively.

As can be seen in Fig. 7.1, the GAME metric takes into account the spatial distribution
of the values. This evaluates count maps more authentically.

53



Output Resolution

Figure 7.2: Example of the difference in output density map representation. From top to
down, left to right, ground truth density map, prediction of the Hydra-CNN with 2 heads,
S-DCNet estimated map, SS-DCNet predicted map, respectively.

Before we move to the evaluation, it is necessary to understand the differences between
three density map representations illustrated in Figure 7.2.

First, the Counting CNN, Hydra-CNN, and Stacked Hourglass network are predicting
density maps at a quarter resolution of the input image. This makes the output map spatial
prediction fairly accurate.

Secondly, S-DCNet outputs a density map with a very low resolution of 4× 4. So, the
prediction map has less precision and looks more pixelated. Although the result has a lower
spatial resolution, the count prediction is still accurate.

Thirdly, SS-DCNet works very similarly to its predecessor S-DCNet, but its Upsampler
module improves the spatial distribution prediction, so the output is more distinctive.

Even though all these three representations have different spatial precision, the evalua-
tion is not affected by this problem.
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7.1 TRANCOS Evaluation
TRANCOS is a popular dataset for visual counting methods, as most of the proposed
approaches for vehicle counting are evaluated on this dataset. Its specification are reviewed
in Chapter 4.2.2.

One way to verify the implemented networks are configured right is to evaluate them
on a dataset that was used for evaluation by the authors. So, we can see the performance
difference. Thus, all implemented models are trained and evaluated on this dataset.

7.1.1 Training Setup

The dataset setup is predefined, as the authors specified the order and ratio of the images
between the training, validation, and test. It contains label maps with dot annotation, and
the authors also provide code for label map transformation into density maps. Hence, any
method evaluated on this dataset is using the same setup.

All of our models are using the same training setup. Image augmentation (rotation,
horizontal-flip, and scale) is applied. Also, as the dataset defines, the Region Of Interest is
used for the training and evaluation. No other dataset transformation is utilized.

7.1.2 The Results

All methods are ranked based on the GAME metric for L=3. The results for all trained
models are shown in the following Table 7.1. The Hydra-CNN has been trained in two
configurations – with 2 and 3 heads. Also, three Stacked Hourglass models were used with
single, 2 and 4 stacks.

Model GAME 0 GAME 1 GAME 2 GAME 3

CCNN 12.18 16.44 20.35 23.97
HYDRA 2 heads 11.02 14.37 17.01 20.64
HYDRA 3 heads 10.77 14.28 17.69 21.13
Hourglass 1 stack 20.44 26.55 29.99 33.25
Hourglass 2 stacks 14.99 16.17 18.33 21.59
Hourglass 4 stacks 31.12 35.66 38.80 44.20
S-DCNet 4.51 5.22 6.00 7.62
SS-DCNet 3.89 4.73 5.47 7.11

Table 7.1: Trained models comparison on the TRANCOS [21] dataset with GAME metric.
The best performance is in boldface.

The results show that the models achieved almost the same results as the originally
proposed results. Unfortunately, even with multiple different configurations of the Hydra-
CNN with 3 heads, its results are slightly worse than the 2 heads version, which does
not match the authors’ evaluation. The Stacked Hourglass network shows surprisingly
good performance in the 2 stack version, even it was originally designed for human pose
estimation. Also, as the author presented, the simple CCNN model with only a few layers
has a good estimation accuracy. However, even these described models show great results,
the S-DCNet and SS-DCNet are surpassing them all with much better accuracy. Worth
mentioning, their accuracy is better than other methods even after a few training epochs.
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Example predictions made by the models on TRANCOS can be seen in Figure 7.4.
Also, the side-by-side comparison of the two best methods is visible in Fig. 7.3.

Figure 7.3: Example output on TRANCOS test sample. Left: Hydra-CNN with 2 heads
estimated density map. Right: SS-DCNet prediction map.
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Figure 7.4: Example outputs for the TRANCOS dataset. Each column shows different
sample evaluation. Ground truth density map is in first row followed by estimations for
all trained methods. Each density map has corresponding object count prediction bellow.
The TRANCOS dataset is trained and evaluated with Region Of Interest. Thus, only the
defined region is visualized in the evaluation.
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7.2 Full-Dataset Evaluation
As mentioned in Chapter 4, the main goal of this work is to evaluate and compare the models
on a large and diverse dataset. Thus, all the reviewed existing datasets are combined with
the custom dataset to create a robust benchmark for the networks.

This evaluation may show the advantages and limitations of the chosen architectures,
as it contains more than 10 000 samples from 20 or more different views.

7.2.1 Training Setup

The training process on this dataset went through many modifications before the final
configuration, as it is much more challenging to train the models on a diverse dataset.

The dataset has been transformed using the methods described in Chapter 6.2. First,
the range of image resolution across the dataset was reduced. Then, it was shuffled and
split into train, validation, and test subsets (with ratio of 50%, 25%, 25%). Also, the
dataset generators create augmented versions of the original samples, apply the sparse
patch selection method, and provide the training data using batch processing.

The models configuration stays the same for CCNN, Hydra, and Hourglass architectures.
The S-DCNet and SS-DCNet are configured with a larger 𝐶𝑚𝑎𝑥 value, which defines the
count range classified in a single input patch. Also, multiple configurations of the division
level were tested, but it makes the training process much slower and the prediction is less
accurate. Thus, the division is done 2 times.

Better Performance with Image Augmentation

The models achieve poor results in some views before a dataset augmentation was applied.
These views have only a few samples in the dataset and represent only a small fraction of
the dataset. Thus, the augmentation was applied to increase the number of samples for all
views. This approach significantly improves the performance in these cases, as shown in
Figure 7.5.

Figure 7.5: Difference in density map estimation using Hydra-CNN with 2 heads trained
on full dataset (left) and full dataset with an image augmentation (right).
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7.2.2 The Results

The evaluation was done with all three metrics reviewed in section 7. In Table 7.2 and 7.3
are presented the results with MAE and MSE metric and the results with GAME metric,
respectively. All trained methods were evaluated on the test set.

Model MAE MSE

CCNN 10.79 18.96
HYDRA 2 heads 8.00 16.35
HYDRA 3 heads 15.64 30.66
Hourglass 1 stack 21.74 39.86
Hourglass 2 stacks 21.75 33.90
Hourglass 4 stacks 105.70 149.97
S-DCNet 4.94 6.81
SS-DCNet 4.40 8.03

Table 7.2: Trained models comparison on the full dataset with MAE and MSE metrics.
The best performance is in boldface.

Model GAME 0 GAME 1 GAME 2 GAME 3

CCNN 10.79 12.55 13.97 16.06
HYDRA 2 heads 8.00 9.14 10.34 12.39
HYDRA 3 heads 15.64 16.22 17.29 19.92
Hourglass 1 stack 21.74 24.56 26.85 30.32
Hourglass 2 stacks 21.75 22.70 24.26 25.59
Hourglass 4 stacks 105.70 108.23 110.86 114.23
S-DCNet 4.94 5.25 5.59 6.05
SS-DCNet 4.40 4.74 5.12 5.75

Table 7.3: Trained models comparison on the full dataset with GAME metric. The best
performance is in boldface.

As can be seen in the results, the best performance is achieved by the SS-DCNet and
the S-DCNet. Even though their results are fairly similar, the SS-DCNet has significantly
better spatial estimation, as can be seen in Figure 7.6 and 7.7. These two models show
that they can handle the dataset diversity and can accurately estimate the vehicle number
in dense scenes and less-crowded scenes.

The Counting CNN and Hydra-CNN models show that they can handle diverse dataset
while maintaining the performance in comparison with the TRANCOS evaluation. Again,
the Hydra-CNN with 2 heads has greater accuracy in comparison with 3 head version.

The Stacked Hourglass models show very poor performance. In comparison with other
models, It looks like the performance difference of the Stacked Hourglass models is small,
but as the average vehicle count per image is 27.57 in the full dataset is taken into account,
the results are much worse. It seems these models reach their limits with the TRANCOS
dataset, and they have problem with generalization in a large diverse dataset.
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Figure 7.6: Full dataset qualitative results for all evaluated models.
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Figure 7.7: Full dataset qualitative results for all evaluated models.
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7.3 Experiments

7.3.1 Never Seen Scenes Evaluation

The conventional approach for model evaluation on a dataset is to split this dataset into
train, validation, and test subset. Then the training and validation is done on the first two
subsets. Finally, the evaluation uses the last test set. This ensures that the evaluation is
done on never seen images and it can show the model generalization potential. However,
in most applications, the images are captured from the same views across all three subsets,
making the evaluation easier.

Thus, all models have been tested on images that capture never seen scenes to show the
generalization capability in a real-world application. The results can be seen in Figure 7.8,
and they show that the SS-DCNet, S-DCNet, and Hydra-CNN with 3 heads are able to
predict the vehicle count and spatial distribution with good precision. Worth mentioning,
in the right column of this Figure, the image was captured in California, so the vehicles in
this sample are very different and are not present in the training dataset.

7.3.2 Prediction Denoising

Figure 7.9: Prediction Post-processing example. The left image shows the original CCNN
prediction and the right image shows post-processed prediction.

The estimated maps of the Counting CNN and Hydra-CNN are noisy in most cases, affect-
ing the predicted object count. This problem has been reduced with two post-processing
methods. First, the prediction map is denoised by the Gaussian blur application. Then,
Thresholding is also applied, where the values below a certain level are floored. The com-
parison of the original density map and the processed one is shown in Figure 7.9.

This method shows a performance increase of 5% for the CCNN model and 2% for the
Hydra-CNN models.
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7.3.3 Padding Problem

Figure 7.10: Reconstructing the estimated density map with padding. There are multiple
approaches to merge the overlapping segments.

As the models are fed with input image patches, they lose the image context, and they have
to make a local count prediction. The problem is that if the patches are cut without padding,
the objects can be only partially visible in a patch. To reduce this problem, the patches
are generated with partial overlap, as illustrated in Figure 7.10. Then, after the model
processes all patches, the estimated density map is reconstructed from the output patches.
The reconstruct process has to take into account the patches overlapping problem. There
are many ways to solve this task. The most suitable solution is to average the overlapping
sections or to take the max or min values.

Using the GAME metric, all these three approaches were evaluated on CCNN and
Hydra-CNN models. The results show that in comparison with ignoring the overlapped
sections, the best performance was achieved with the max function with a 3% increase in
accuracy. The averaging brings only 1% increase and min function ends up with perfor-
mance loss of 15%.

However, after visual comparison, the reconstruction process with max function creates
a visible grid pattern in the density map. Thus, even this solution seems like a great
solution with GAME metric evaluation, in reality, it disturbs the reconstructed estimation
map. Thus, the averaging function is used as it makes the final prediction smoother.
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Figure 7.8: Never seen images evaluation. In first row are the original images with corre-
sponding vehicle count. Estimated density maps are below.
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Chapter 8

Conclusion

In this thesis, I have shown five different deep learning approaches to count objects in
images. More precisely, I focused on vehicle counting in static images with no geometric
information of the scene. Therefore, visual counting task and the existing approaches were
reviewed and discussed. Then, all the used methods were analyzed and adapted to the
vehicle counting problem.

Great effort was also dedicated to custom dataset acquisition. I managed to capture over
19 300 pictures from 12 different views that capture 7 different scenes. This dataset already
has 3 500 labelled images with more than 100 000 annotated vehicles and the labelling
process still continues. Also, the existing vehicle datasets for visual counting or occupancy
detection were reviewed and used in the final dataset used for training. This full dataset,
which contains over 15 000 images and covers over 20 different views, was used for the
models’ training and evaluation.

All five presented methods were implemented in Tensorflow platform, trained, evaluated
and compared on two datasets. First, they were evaluated on the TRANCOS benchmark to
validate the implemented models’ performance with the authors’ proposed results. Second,
the full dataset was used to show the capabilities of the models to learn on a diverse dataset.
The best model shown great performance with 𝐺𝐴𝑀𝐸(3) = 5.75 on custom full dataset
and 𝐺𝐴𝑀𝐸(3) = 7.11 on the TRANCOS benchmark.

The comparison on the large full dataset shown that the Hydra-CNN and the Counting
CNN provides a good solution for the vehicle counting task. However, the Supervised
Spatial Division and Conquer network and its predecessor achieved much better results in
the full dataset evaluation and even in the never seen scenes. To my knowledge, these last
two architectures prove their state of the art performance and provide the best solution for
the vehicle counting problem so far.

Finally, a few experiments were made with the trained models to see how well they can
generalize their estimations on never seen scenes.

This work was presented at the student conference Excel@FIT and it was awarded by
the expert panel and the general partner.

Future work
The obtained results on the full dataset could be improved by training the networks on
a fully annotated custom dataset. The dataset was annotated only partially, when the
models were evaluated, as the labelling process is very time consuming. Also, as I covered
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in the implementation chapter, the models’ training setup and parameters have a significant
impact on the estimation performance. Thus, I would like to continue with tuning these
parameters and labelling the custom dataset. This work serves as a research on the visual
counting problem. In the future, I would like to use my experience to develop a new model
optimized for the vehicle counting task.
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Counting Vehicles in Static Images
Author: Ondřej Zemánek
Supervisor: prof. Ing. Adam Herout, Ph.D.

Motivation
Parking capacity monitoring near highways, long-term analysis of a 
traffic density on main city roads and highways, so road closures, de-
tours, or road expansions can be planned smoothly.  And many more ap-
plications can be done with the visual vehicle counting solution.

Counting CNN – Sequential fully-convolutional network with 6 convolu-
tional layers and two pooling layers.
Hydra CNN – Parallel architecture based on the CCNN. It is designed as 
scale-aware solution with multi-input to single output network
Stacked Hourglass – Multiple forward-pass architecture with top-down 
and bottom-up modules for extracting the image features on multiple 
levels. It also uses supervised intermediate outputs for multi-class pre-
diction.
Spatial Divide-and-Conquer Network – Combination of the regression 
and clasification approaches. The core of the architecture is based on 
the VGG16 network to extract the image features, then the feature maps 
are classified by division decider and count classifier modules to pro-
duce estimation maps, which are than processed into the final estima-
tion.
Supervised Spatial Divide-and-Conquer Network – Extended version of 
the previous method. It adds the Upsampler module for better predic-
tion resolution.

Used Architectures

The Existing carpark dataset have only a few views with similar param-
eters and conditions. The custom dataset was created to validate the 
ability of the networks to generalize their predictions across dozens of 
different views and scenes in different conditions. The dataset con-
tains over 19 000 pictures captured from 12 different views with 7 
scenes in total. To this date, 3 500 images are already labelled with 
more than 100 000 vehicles.

The Results & Experiments

Custom Dataset

The Approach
The networks map the appearance of the input sample to its corre-
sponding vehicles density map, which can be translated to the vehicle 
count with keeping the localization of the vehicles in the input image. In 
comparison with the classification based approaches, this solutions 
achieve better performance in estimation generalization. This approach 
is robust in scenes with overlapping objects, partially visible objects or 
with different perspective then the training dataset.
 

All used methods were adopted to the vehicle counting problem, trained 
on TRANCOS dataset and full dataset combining the existing sets with 
the custom dataset samples. The evaluation was done with Mean Abso-
lute Error, Mean Squared Error and Grid Average Mean Absolute Error 
(GAME), which is defined as follows,

GAME(L) =
1
N

N

∑
n=1

(
4L

∑
l =1

|C l
pre − C l

gt|).

Example outputs for the full dataset.

Figure A.1: The presentation poster summarizing the master’s thesis.
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Appendix B

Presentation Video

The presentation video is available on this link 1. Screenshot from the video is in Figure B.1.

Ondřej Zemánek, Counting vehicles in static images 

Custom dataset

19 310 pictures

12 different views

7 different scenes

100 000 labelled vehicles

Figure B.1: Screenshot from the presentation video summarizing the master’s thesis.

1https://youtu.be/3LcsMT06cME
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Appendix C

CD Structure

Structure of files in the attached CD is following:

∙ custom_dataset - In this directory is the custom dataset with all annotations.

∙ presentation - Thesis presentation poster and video is stored in this directory.

∙ src - Directory with source code with models implementation, evaluation and training
scripts.

∙ txt_src - Latex thesis report source code folder.

∙ trained_models - All trained models created as part of this thesis are stored in this
directory.
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